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MODULE 1. FUNDAMENTALS OF THE OPERATING SYSTEMS 

ACTIVITIES 

 

Laboratory work 1. Installing Linux Ubuntu on a virtual machine 

VirtualBox 

 

1. Oracle virtual machine VirtualBox 

Oracle virtual machine VirtualBox – this is a set of applications, system 

services and drivers that emulate new computer equipment in the operating 

system environment where VirtualBox is installed. It is an open-source 

virtualization software that you can install on various x86 systems. You can 

install Oracle VM Virtualbox on top of Windows, Linux, Mac, or Solaris. On a 

virtual machine, you can install almost any operating system (OS) (guest OS) 

and use it in parallel with the primary. For example, on a real Windows 

computer, you can install a virtual machine with the operating system of the 

Linux family and use both operating systems simultaneously. In addition, you 

can configure the interaction between these systems over the local network, 

data exchange through removable media, shared folders, etc. Also, the 

current state of the virtual machine (and the state of the operating system 

installed on it) can be fixed, and if necessary, in any moment of time – 

perform a full rollback to this state. In other words, a virtual machine is a very 

convenient tool for learning new operating systems, debugging software, 

performing experiments without disturbing the main OS, examining viruses, 

diagnostics and recovery, and just for running multiple operating systems on 

the same computer. 

 

2. How to install Oracle virtual machine Virtualbox 

The current version of Oracle VM VirtualBox of the project can be 

downloaded from the https://www.virtualbox.org/wiki/Downloads, which 

https://www.virtualbox.org/wiki/Downloads
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contains links to downloading installation packages for Windows x86/x64, 

Linux, Solaris and OS X.  

The installation in Windows environment should be performed under 

User account with administrator rights. 

Following figure 1 shows an installation window of Oracle VM 

VirtualBox. 

 

 

Figure 1 – Installing Oracle VM VirtualBox 

 

In the process of further installation of VirtualBox a warning will be 

issued (fig. 2). 

This means, when the installation of the VirtualBox network drivers 

happens, the current network connections will be reset and a temporary 

disconnection from the network will occur. If, for example, parallel with the 

installation, the data is transferred to the network drive, it will fail. If the 

network is not running, then short-term disabling of the adapters will not have 
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any effect, and you need to allow the installation to continue with the Yes 

button. Otherwise, you must first complete the work with network resources.  

 

 

Figure 2 – A “warning” window 

 

After the installation is completed, the main VirtualBox user program 

module will be launched - Oracle VM VirtualBox Manager. 

 

3. How to install Linux Ubuntu on a virtual machine Oracle VM 

VirtualBox 

All actions on creating virtual machines, changing their settings, 

importing and exporting configurations, etc. can be performed using the 

Oracle VM VirtualBox Manager or using the command line utility 

VboxManage.exe. The last one has several great possibilities for configuring 

virtual machines, but it is more difficult to use. 

Installing a guest OS on a virtual machine can be divided into 2 stages: 

file:///C:/Users/Anna/Desktop/En/Новая%20папка/Lab1.doc%23_Toc9796252
file:///C:/Users/Anna/Desktop/En/Новая%20папка/Lab1.doc%23_Toc9796252
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1) to create the required virtual machine using VirtualBox; 

2) to boot into the environment of the created virtual machine from the 

installation disk. 

The source of the download (media with Linux distribution) is 

determined by the settings of the virtual machine. They can be a real or 

virtual CD/DVD drive, a floppy disk, a HDD, a bootable disk image or a local 

network. By default, the boot order is the following: floppy disk, CD-ROM, 

hard disk, Network. This order can be changed in the virtual machine 

settings. 

The first time VirtualBox is launched, the main program window with 

the welcome message is displayed and the New button is activated to create 

a new virtual machine (VM) (fig. 3): 

 

 

Figure 3 – Creation of a new virtual machine 

 

When creating a new VM, the following parameters are defined (fig. 4): 
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Figure 4 – Defining parameters for a VM 

 

– Name of the virtual machine. In accordance with it, a directory with 

virtual machine files will be created. By default, this is a subdirectory in 

C:\Documents and Settings\User name\VirtualBox VMs\ in the Windows 

XP environment C:\Users\User\VirtualBox VMs\ for Windows 7 and later. 

– The type of an OS, that will be installed on the virtual machine. In this 

case, Linux – type of OS. In this case, Ubuntu – version of an OS. 

Other parameters can be left by default, because they are already 

selected based on the configuration of the equipment of the real machine and 

according to the type and version of the operating system installed on the 

virtual machine. 

If necessary, the parameters can be determined based on your own 

preferences, for example, increase the amount of RAM allocated to the virtual 

machine (fig. 5). 
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Figure 5 – Selecting the amount of RAM memory 

 

Here is an example of allocating 1024 MB of RAM to a virtual machine, 

instead of the recommended 512 MB. When allocating memory, you need to 

take into account its actual size and minimum requirements for the guest OS. 

If there are difficulties in selecting this item, use the values recommended by 

the program. Incorrect memory allocation between real and virtual machines 

can lead to a decrease in performance of both. 

Figure 6 demonstrates the creation of a virtual hard disk. 

The virtual machine’s hard disk (virtual hard disk) is a special format file 

in the Windows file system. A virtual disk can be created either dynamically or 

fixedly. A dynamic disk is created not by the entire volume specified by the 

setting, but by its part, and increases as needed during the virtual machine’s 
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operation. To obtain the maximum speed of the guest OS, it is better to select 

a fixed virtual hard disk, and to save disk space – dynamic. 

 

 

Figure 6 – Creation of a virtual hard disk 

 

VirtualBox allows you to use several different data formats for virtual 

disks (fig. 7). 

Selecting a format, which differs from the recommended one, makes 

sense if it is planned to use a virtual machine, created by VirtualBox in the 

environment of other virtualization software products (VMWare, MS Virtual 

PC, QEMU). 
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Most of the parameters defined during the process of creating a new 

virtual machine, can be changed, if necessary, at each point of time. 

Then click to Create Button. 

 

 

Figure 7 – Settings for virtual disk creation 

 

Details Button on fig. 8 allows you to observe virtual machine 

characteristics: General, System, Display, Storage, Audo, Network, etc. 

For the created virtual machine, the Configure button becomes active, 

which allows you to change some of its settings, add or remove virtual 

devices, change their operating modes, and manage the distribution of 

resources of the real operating system. 
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Figure 8 – A “Welcome to VirtualBox” window 

 

To get acquainted with the guest OS Ubuntu Linux is quite enough 

initial settings made when creating a virtual machine.  

Therefore, you can immediately start the VM launch by clicking the 

Start button. After the VM starts, a message appears on the screen about 

using the Keyboard Capture (fig. 9). 

 

 

Figure 9 – A message window 
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This means that when the cursor is located within the VM window, 

keyboard input will be performed for the virtual machine. By default, to switch 

input from the keyboard between the windows of the real and virtual 

machines, the right Ctrl is used. The current status of the input is displayed 

in the status bar at the bottom of the virtual machine window. 

 

 

Figure 10 – A status bar of the VM window 

 

The green color of the arrow in means that keyboard input will be 

executed for the virtual machine, gray for the real one. 

To install the operating system on a virtual machine, you need to boot 

from the installation disc. In the VirtualBox environment, you can download 

not only from standard devices (CD/DVD drive, USB flash drive, network ...) 

but also using a virtual drive created on the basis of the image of the boot 

disk. Typically, Linux distributions are distributed as image files in the ISO-

9660 format (files with the iso extension) and VirtualBox allows you to do 

without burning the image to a CD-ROM, but simply connect such a file 

directly to the virtual machine as a virtual drive with the media installed on the 

basis of the contents of iso Image. When you first start the virtual machine, 

when there is no installed guest operating system, VirtualBox will prompt you 

to select the boot device (fig. 11). 

 

 

Figure 11 – The boot device selection 
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Instead of a physical drive, you can select an image file, for example, 

ubuntu-18.04-desktop-amd64.iso. You can download this file from 

https://www.ubuntu.com/download. 

This file will be connected as a virtual device with the installation 

CD/DVD disc Ubuntu 18.04. When you click the Continue button, you will be 

booted from the virtual drive and the guest operating system (Ubuntu) will be 

started to install (fig. 12). 

 

 

Figure 12 – Choosing drivers for Ubuntu installing 

 

The process of installing a guest OS is no different from installing on a 

real machine (fig. 13).  

You can select the language for the installed system (usually English), 

time zone, keyboard layout, etc. Choose the most appropriate ones for your 

system. 

https://www.ubuntu.com/download
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If you are connected to the Internet, you’ll get the option to download 

updates while installing Ubuntu. You may uncheck it because it may increase 

the installation time if you have a slow internet. You can update Ubuntu later 

as well without any issues. 

 

 

Figure 13 – Installing Ubuntu 

 

Most parameters can be left by default, including the Type of installation 

(fig. 14). If there are other operating systems installed, you may get the option 

to install Ubuntu along with them in dual boot. But since your goal is to only 

have Ubuntu Linux on your entire system, you should go for Erase disk and 

install Ubuntu option. 

When you hit the “Install Now” button, you’ll see a warning that you are 

about to delete the data. You already know it, don’t you? 

 

https://itsfoss.com/update-ubuntu/
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Figure 14 – Installation type window 

 

During the installation, you must specify the name of the computer, 

user, password and login mode: 

 

 

Figure 15 – “Who are you” window 
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Further installation of Ubuntu is performed without any user intervention 

and ends with suggestions to restart the computer. Compared with installing 

the system on real computer equipment, installation on a virtual machine is 

slower, which is quite expected. The degree of performance degradation is 

mainly dependent on the speed of the hardware of the real computer. 

When the newly installed operating system is booted for the first time, 

the VirtualBox manager automatically disconnects the virtual drive based on 

the disk image with the Ubuntu distribution, the boot will be performed from 

the virtual hard disk and upon its completion, the screen displays the login 

prompt. 

 

4. Internet settings for the Oracle VM VirtualBox 

In some cases, such as when you include a virtual machine in a real 

local network as a peer with external connectivity to its network services, you 

will need to change some of the default settings when creating the VM. In the 

VirtualBox environment, you can use 4 virtual network Ethernet adapters that 

are configured in the virtual machine properties window on the Network tab 

(fig. 16). 

Clicking the Advanced button will expand the values of the additional 

parameters of the virtual network adapters, allowing you to select the type of 

adapter that the virtual machine driver will use, illegible mode, when the 

virtual adapter will receive all Ethernet frames regardless of the MAC address 

of the receiver, the MAC address value that is assigned Virtual network card. 

For each network adapter, you can specify in which of the following 

modes they will function (the Connection Type field): 

Not connected – In this mode, VirtualBox informs the guest OS that 

the network adapter is present in the hardware configuration, but it is not 

connected - as if the Ethernet cable were not connected to the card. 

file:///C:/Users/Anna/Desktop/En/Новая%20папка/Lab1.doc%23_Toc9796253
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NAT (Network Address Translation) is the default connection mode 

that is installed by default when creating a virtual machine. It allows the most 

simple implementation of network access using client software (mail, Web, 

Skype, etc.) 

A network bridge is a bridge mode between a virtual and a real 

network adapter, when data is exchanged directly between them without any 

change in the guest OS environment. This mode allows you to access the 

network services of the guest OS in the same way as for normal real sites on 

the local network. Using this mode, you can easily simulate a local network 

from real and (or) virtual machines. 

 

 

Figure 16 – Network setting window 

 

Internal network is used to create a virtual network accessible from a 

virtual machine, but inaccessible from real applications. 

Virtual host adapter is used to create a local network from virtual 

machines and a real machine where VirtualBox (host machines) is running. 
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This mode does not use data exchange via a physical network adapter, like 

exchange through a loopback interface. 

Generic network interface allows you to include in VirtualBox a user-

selectable driver with additional extensions for combining virtual machines 

running on different hosts. 

To enable the virtual machine in an existing local network with the 

ability to access its network services, use the Network Bridge mode and 

configure the virtual network adapter so that its IP address is within the range 

of the local network addresses. For example, for a local network 

192.168.0.0/255.255.255.0, you need to assign a free address from the range 

192.168.0.1- 192.168.0.254 to the virtual adapter (manually or automatically 

by DHCP). 

The first step, in the settings of the newly created virtual machine, in the 

Network section of the VirtualBox Manager for the network adapter, is to 

change the NAT connection type to the Network Bridge. Then, with the 

means of the guest OS (in this case using Ubuntu) set the new IP address. 

You can do this using System Settings - Network - Select a connection 

and click the Settings button (fig. 17). 

To change the IP address, you must select the “Manual” 

In the VirtualBox environment, as well as on a real computer with the 

Linux operating system, you can use several virtual terminals, to switch 

between them you use the CTRL-ALT + F1 ... F6 key combination (from the 

first terminal to the 6th terminal). 

Thus, if necessary, you can simultaneously open multiple user sessions 

on different terminals and use them simultaneously. To switch to the 

graphical shell, use CTRL-ALT + F7. On different distributions, the key 

combination for switching may be different. When you change or view system 

settings that require the execution of commands as root, you can, for 

example, use the first terminal, with registration in the context of the 
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superuser account. The second terminal (as well as the graphical one) can be 

used as an ordinary user account. 

 

 

Figure 17 – Internet connection selecting window 

 

To switch to the root account context, you must run the su command on 

behalf of the superuser. 

sudo su – go to the console as root su allows you to run the command 

on behalf of another user. If the user name is not specified, then root is 

assumed. It is not recommended to work under the root account, because 

erroneous actions can lead to serious damage or even system crash. 
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To view the current network settings in the console, use the ifconfig 

command. When executed without parameters, the current settings for all 

network interfaces are displayed:  

eth0 Link encap:Ethernet HWaddr A8:00:97:6E:e9:65 
inet addr:192.168.50.8 Bcast:192.168.0.255 Mask:255.255.255.0 
inet6 addr: fe80::a00:27ff:fe6b:e965/64 Scope:Link 
UP BROADCAST RUNNING MULTICAST MTU:1500 Metric:1 
RX packets:124 errors:0 dropped:0 overruns:0 frame:0 
TX packets:166 errors:0 dropped:0 overruns:0 carrier:0 
collisions:0 txqueuelen:1000 
RX bytes:28340 (28.3 KB) TX bytes:19383 (19.3 KB) 
 
lo Link encap: (Loopback) 
inet addr:127.0.0.1 Mask:255.0.0.0 
inet6 addr: ::1/128 Scope:Host 
UP LOOPBACK RUNNING MTU:65536 Metric:1 
RX packets:144 errors:0 dropped:0 overruns:0 frame:0 
TX packets:144 errors:0 dropped:0 overruns:0 carrier:0 
collisions:0 txqueuelen:0 
RX bytes:12445 (12.4 KB) TX bytes:12445 (12.4 KB) 

 

In this case, information about 2 network interfaces, eth0 and lo is 

displayed. The first with the name eth0 is the interface of the local Ethernet 

network and is created on the network card with the MAC address 

A8:00:97:6E:e9:65 and IP address 192.168.50.8. The second  –  lo is a 

loopback interface with the IP address 127.0.0.1, usually used to emulate 

data transfer within this system. 
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Assignment for the laboratory work 1 

Using this tutorial install and run Ubuntu operating system on your 

computer.  

Prepare the answers for the next quiz: 

1. What is Ubuntu? 

2. Main tasks of Ubuntu operating system. 

3. Advantages and disadvantages of Ubuntu operating system. 

4. What is a repository for Ubuntu? 

5. Possibilities of Ubuntu installation on the computer. 

6. What is the target of Ubuntu operating system? 

7. Describe the process of installing Ubuntu on a virtual machine. 

8. Describe the list of the Internet connection types provided in this 

tutorial. 

9. What is a difference between su and sudo commands? 
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Laboratory work 2. Introduction to Linux operating system. 

Working with files in UNIX/Linux 

 

1. Introduction to bash 

Shell 

If you use Linux, then you know that after login, you are greeted with an 

invitation 

Command interpreter. For example: 

 

 

If graphical shell is loading after login, then to get to the command 

interpreter it needs to start the terminal emulator (gnome-terminal, xfce4-

terminal, console, xterm, rxvt, etc.). 

The shell prompt on your computer may be different from the one 

shown in the example. It can contain the user name, computer name and the 

name of the current working directory. 

But despite all these differences, the program which prints the invitation 

called “shell”, and most likely your shell performs a program called bash. 

 

Bash 

You can check whether bash is running with the following command: 

 

 

If as a result of this command you received an error or its output is 

different from that in the example, it is possible that your system does not use 

bash as the shell. Despite this, most of the material will be relevant, but still 

recommend that you switch to bash. You can do this (if bash is installed on 

the system) with the command: 
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What is bash? 

Bash (an acronym for “Bourne-again Shell”) is a standard command 

interpreter on most Linux systems. His duties include processing and 

executing commands with which the user controls the computer. After you 

have completed the work, you can end the shell process. After pressing the 

Ctrl-D key, exit or logout, the command interpreter process will be terminated 

and the user will be prompted to enter the user name and password. 

 

2. Working with the Linux command line. File System Commands 

The description of the commands is divided into several sections - by 

the functional purpose of the commands. 

 

2.1 PWD command 

The pwd (print working directory) command lets you find out the name 

of the current directory: 

 

 

You are in the root directory now. 

If in the travel process you lost and do not know where you are, just 

type this command, which will display the full name of the current directory to 

the screen, starting from the root directory. 

If, instead of the name of the current directory, a diagnostic message 

appears on the screen: Can not open .. and Read error in ..,then there was a 

file system failure, maybe you do not have enough rights to read this 

directory. 
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2.2 CD command 

The cd command is used to change the current directory, i.e. to move to 

another directory and is an embedded shell command (an analog of the 

corresponding command for DOS-systems). As an argument to this 

command, specify the name of the directory that you want to transfer to. For 

example: 

cd /etc. – move to the /etc. directory, i.e., make it current. 

If you want to move to a subdirectory, then “/” is not specified. Suppose 

you are in the /usr directory and you need to go to the local directory, which is 

a subdirectory of this directory. In this case, you can do the following: 

 

 

Thus the /usr/local directory has become current. 

If you enter the cd command without arguments, you will return to your 

home directory. This uses the system variable environment HOME. 

 

 

Let’s take a few more examples of using this command: 

cd .. – return to the parent directory (go up one directory up the tree); 

cd ../.. – go up two catalogs up the tree; 

cd / – go to the root directory; 

cd ../local – go into the parent directory and move to its local 

subdirectory. 
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2.3 LS command 

The ls command provides various information about files and directories 

(similar to the DIR command for DOS-systems). Like most commands, ls has 

possible arguments and parameters (flags), which allow you to change its 

action. 

Go to the root directory and see its contents using the command cd /. If 

no options are specified, the command displays the file and directory names 

that are sorted alphabetically. 

 

 

Unfortunately, it is not yet clear what the catalog is, and what the file is. 

ls -l command can give information in the expanded format – information 

about each file (access rights, size, date of last modification, etc.): 

 

 

Columns from left to right: file type and access rights, number of hard 

links, owner name, owner group, byte size, modification time, name. 

If you specify the file name as an operand, ls will only give information 

about this file: 
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If you specify the name of the directory as the operand, the contents of 

this directory will be issued, i.e., file names in this directory: 

 

 

If no operands are specified, the contents of the current directory will be 

displayed. If several operands are specified, information about the files is 

displayed first, and then about the directories. The output is in alphabetical 

order. 

You can use the following options: 

-C – output of the contents of the catalog in several columns. It is 

accepted by default when outputting to the terminal. 

-F – add a slash (/) to the directory name, an asterisk (*) to the name of 

the executable file, a sign (@) to each symbolic link. 

-R – a recursive traversal of the subdirectories encountered. It can be 

useful for creating a list of all the system files. 

-c – the output is sorted by the time of the last modification of the file. 

-d – output only the directory name (but not the content). 

 

 

-f – the output is not sorted, i.e. the output order corresponds to the 

order of the files in the directory. 
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-i – for each file, the index descriptor number (unique file number) is 

displayed. 

 

 

-r – change the order of sorting to reverse (alphabetically or by time of 

last use). 

-t – sort by the time of the last modification of the file (the last modified 

is displayed first). 

-1 – output one name on each page. It is accepted by default when 

output is not to the terminal. 

 

2.4 MKDIR command 

In the process of developing the system, you will need to create your 

own directory structure. After installing the system, there are quite a few 

catalogs in it and it’s still difficult for them to start a new user. In the process 

of expanding the file system, you have to constantly create new ones and 

destroy old directories, so we’ll take a look at how this can all be done. 

It’s quite easy to create a directory. For this, there is a command mkdir 

(its analog is also in DOS systems). As an argument, you must specify the 

name of the directory being created:  

mkdir [-p] directory_name 
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The standard dot elements (.) for the directory itself and two dot (..) for 

its parent directory are created automatically. The mkdir command can also 

be used to create the underlying subdirectories directly from the current 

directory, specifying the full path to them. In this case, all directories specified 

in the path must exist and be accessible. If you need to create a hierarchy of 

directories, it’s convenient to use the -p option. Without the -p option, a 

warning will be issued when attempting to create an already existing 

directory: 

 

 

2.5 RMDIR command 

After creating different catalogs, after a while you will have a natural 

desire to remove some of them. The command rmdir can be useful. Its format 

is as simple as the format of the previous mkdir command:  

rmdir directory_name 

 

The rmdir command deletes the directory whose name is specified as a 

parameter. The directory to be deleted must be empty, that’s why, before 

destroying it, you must delete all files in it. In fact, this should be done very 

seldom, as the two of these problems is successfully controlled by the rm 

command, which will be reviewed later. 
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Specified directory names are processed in order. At the same time, 

deleting the directory and its subdirectory, the subdirectory should be deleted 

earlier.  

 

2.6 TOUCH command 

The touch command only does what changes the time of the last 

access to the file.  

A remarkable feature of this command is that with its help you can 

create new empty files – if as an argument the name of a nonexistent file is 

transferred: 

 

 

2.7 RM command 

In the process of working with the system quite often there is a need to 

delete files. For this, the rm command exists, which allows you to delete both 

files and directories. It needs to be used with great caution, since UNIX-

systems do not have a password, in contrast to Windows, to reverse the user 

before deleting the file, but do it quickly and for good. Therefore, the 

connection with the fact that on UNIX-systems of non-recoverable programs 

for the recovery of deleted files, think carefully before you delete something. 

The rm command has the following format:  

rm [-f | -i ] [-dRr ] file name ...  
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With this command, you can delete files whose names are specified as 

parameters. If the file is write-protected and the terminal is the standard input 

device, the user will be prompted to confirm the deletion of the file. 

When you try to delete a directory using this command, you will receive 

an error message. 

You can use the following options: 

-d – if the file to be deleted is a directory, you can also delete it. 

-f – delete the write-protected file without confirmation. If this file does 

not exist, do not display a message about its absence. The -f option overrides 

the previous -i option. 

-i – confirm confirmation to delete any file, regardless of whether the 

terminal is a standard input device or not. The -i option overrides the previous 

-f option. 

-r – delete all files and subdirectories of this directory, and then delete 

the directory itself. The –R option implies the -d option. If the -i option is also 

specified, the user is prompted to confirm the deletion of files and directories. 

 

2.8 CP command 

The program copies the contents of the file to a file with a different 

name, or to another directory with the preservation of the existing file name, 

and is also used to copy directories with their contents. The program has the 

following format: 

cp [-ipr] file_name ... destination_file_name 

 

You can use the following options: 

-i – the user is asked to confirm when overwriting existing files and 

directories. 

-p – keep the existing mode of access to the file. 

-r – copying a directory with its subdirectories. 
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Copy the file to the current directory with a new name: 

 

 

Copy the file to the current directory with the name saved: 

 

 

Copying the directory: 

 

 

2.9 MV command 

Rename a file or move one or more files (or directories) to another 

directory. Command format: 

mv [-i | -f] file_name ... destination_file_name 

 

During migrating within a single file system, the command only changes 

the file pathname, so renaming and transfer are identical in implementation. 

You can use the following options: 

-f – prohibit confirmation request when overwriting existing files. 

-i – the user is asked to confirm when overwriting existing files and 

directories. 

An example of using a command to transfer a file to a directory: 

 

 

2.10 LN command 

This command creates links to files both hard and symbolic. It has the 

following format (similar to the mv command in the order of the arguments): 

ln [-s] file_name file_name_link 
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You can use the following options: 

-f – prohibit confirmation request when overwriting existing files (links). 

-s – creation of a symbolic link. 

Examples of using the command: 

 

 

Creating a symbolic link to the directory: 

 

 

2.11 DU command 

The command displays the size of the space on the disk occupied by 

the directory (and all its subdirectories) in blocks (by default, 1 block is 512 

bytes). By default, information about the current directory is displayed. 

The program has the following parameters: 

-a – output information not only about directories, but also about files. 

-h – output information about catalog size in the familiar format: 

kilobytes, megabytes, etc. 

-s – output only the grand total, without temporary information. 

Example of program execution: 

 

 

2.12 TAR command 

The tar command is intended for archiving group files and directories. 

This command allows you to merge a group of files and directories with all the 

attributes into a single file that has the extension “.tar”. The resulting file is 

then used with the same tar command. The tar command has many options, 

but we will focus on the following format for using the command:  
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tar [-c | -x] [-z | -j] -f tar_file_name file_and_directory_names 

 

The -c option corresponds to the creation of the archive, -x - the 

deployment of the archive. The created archive can also be compressed 

using the gzip or bzip2 archivers. For this, the options -z and -j are used, 

respectively. Here we can clearly see the difference between the concept of 

“archiving”, which is performed by the command tar, and “compression”, 

which produces specialized programs. The name of the archive that is 

created or expanded is passed after the  

-f option. Let’s consider some examples of working with this program. 

Creation of the archive etc.tar.bz2 of the /etc directory using bzip2 

compression: 

 

 

Expanding the archive etc.tar.bz2 into the current directory using bzip2 

dispreading: 

 

 

2.13 FIND command 

When working with files, it is often necessary to find something. On 

UNIX, there is a find command for this. In general, this command has the 

following format:  

find [search] [search_condition] [action] 

 

The first argument to the find command is the name of the directory in 

which the search is performed. By default, this is the current directory. 
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The following are the search conditions that can take the following 

values: 

-name – file name; you can use templates in it, but you must enclose 

the name in double quotes; 

-type – file type: f - regular file, d - directory, l - symbolic link, etc; 

-user – the name of the owner of the file or its unique identifier (UID); 

-group – name of the group of the owner of the file or its unique 

identifier (GID); 

-perm – file permissions; 

-size – file size; usually the number is followed by a letter - in which the 

size is measured (in blocks, bytes, kilobytes, etc.); 

-atime – time of access to the file; 

-ctime – the time when the owner of the file last changed; 

-mtime – the time when the contents of the file were last modified; 

-newer – search for all files newer than specified. 

Search terms can be combined with modifiers: -a — AND, -o — OR, \! 

— NOT, \(...\) — group of conditions. 

The following actions can be applied to the found files: 

-print – display the name of the found file along with the path; this action 

is performed by default; 

-delete – delete the found files; 

-exec command {} \; – execute the specified command for each found 

file with the transfer of the file name as an argument ({}); 

-ok command {} \; – similar to the -exec action, only for each file is the 

confirmation requested before executing the command. 

Let’s consider some examples of using the command: 

Output of all files in the current directory and subdirectories: 
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Output of all files in the /etc directory starting with “re”: 

 

 

Output of all subdirectories in the /etc directory starting with “re”: 

 

 

Output of all files in the director y /etc, changed in the last day: 

 

 

Output of all files in the /tmp directory that are not owned by the user: 
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Delete all obsolete files in the current directory (ending with “~”): 

 

 

Displaying the names of all text files in the home directory: 

 

 

Copy all text files to a floppy disk: 

 

 

Scenario 1: Introduction to UNIX directories 

This scenario will highlight acquaintance with UNIX commands, 

studying the file system and base directories, creating a working environment 

in the user’s home directory for all subsequent commands. 

Initial conditions: Command line after logging in. 

Get the name of the current directory using the pwd command: 

 

 

Go to the root directory with the cd / command: 

 

 

Mark how the prompt line changed. View the contents of the root 

directory with the ls command: 
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Compare using the “extended” output of the ls -F command: 

 

 

The directories are marked in blue and the “/” sign after the name. 

View the contents of the home directory with the ls ~ command: 

 

 

Documents tmp. The home directory contains a set of standard 

directories. Return to the home directory with cd without parameters: 

 

 

Create a test directory with the mkdir test command: 

 

 

View the updated content of the home directory ls: 

 

 

Create a subtest subdirectory in the test directory with the mkdir test 

/subtest command: 
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View the contents of the home directory and its subdirectories by using 

the recursive –R key in the ls -R command: 

 

 

Scenario 2: Exploring file types on UNIX 

In this scenario, file types on UNIX are considered: simple files, 

directories, links. The commands for creating and copying files have being 

studied. The difference between hard and symbolic links, between copying 

and transferring a file is shown. 

Initial conditions: Command line. The test directory after the previous 

script. Create an empty file using the touch first.txt command: 

 

 

Add a line of text to the end of the file with the command  

echo “Hello, world” >> first.txt and redirect the output: 

 

 

View the contents of the file with the cat first.txt command: 
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View advanced information about the directory using the -l option of the 

ls command. ls -l test: 

 

 

Add the alias of the shell to reduce the size of the command, using the 

alias ls=‘ls -F -l’ command: 

 

 

Look deeper into the test directory using the keys -a and -i. ls -a –i 

 

 

The first column is the index numbers of the file system. The third 

column is the number of hard links of the file. 

Copy the file using the cp first.txt copy1.txt command: 
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The new file has its own index node. 

Rename a file using the mv first.txt orig.txt command: 

 

 

Note that only the name of the file has changed, all other attributes 

remain the same. 

Create a hard link with the ln orig.txt copy2.txt command: 

 

 

One more link to the same file was added, the number of links 

increased by 1. 

Create a symbolic link with the ln -s orig.txt orig.lnk command: 
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The new file has a new index node and a size equal to the name of the 

file orig .txt. 

Compare the contents of files by accessing them by name: 

 

 

The same data can be accessed through a hard or symbolic link. 

 

Scenario 3: Searching for system logs 

In this scenario, the file and directory search command is examined. 

Initial conditions: Command line, test directory after the last script. List 

all files and directories in the current directory, including the contents of the 

subdirectories with the find command: 

 

 

Find all the files and directories in the current directory and its 

subdirectories that start with “o” using the command find -name “o*”: 

 

 

Find all the files and directories in the / etc directory and its 

subdirectories that begin with “o” using the command find /etc -name “o*”: 
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The list of found files can be too large and you can use the Shift-PgUp 

and Shift-PgDn keys to scroll the terminal. You have seen a lot of “Permission 

denied” error messages that can be suppressed by redirecting errors as 

follows:  

find /etc - name “o*” 2>/dev/null 

 

 

Find all the directories in /etc that start with “o” using the command  

find /etc –name “o*” -a -type d 2>/dev/null: 

 

 

Find all the regular files in the /var directory and its subdirectories 

ending with “log”: 
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Create the logs directory with the mkdir logs command: 

 

 

Copy the found files to the local directory by using the -exec option of 

the find command. To do this:  

find /var -name “*log” -a -type f -exec cp {} test/logs/2>/dev/null 

 

 

We copied all the files that we have the rights to read. 

 

Scenario 4: Archiving and de-archiving files and directories 

In this scenario, the command for archiving files and directories is being 

studied.  

Initial conditions: The command line, the test directory after the last 

script. 

Go to the home directory with the cd command: 

 

 

Create an archive named test.tar.gz using compression, containing the 

test directory with the command tar -czf test.tar.gz test: 
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Create a new directory for the contents of the archive with the 

command mkdir test2: 

 

 

Go to the new directory using the command cd test2: 

 

 

Expand the contents of the archive to the current directory using the 

command tar -xzf ../test.tar.gz: 

 

 

Make sure that the contents of the unpacked archive coincide with the 

original directory. Enter the command ls -l -F: 

 

 

Scenario 5: Creating new text files 

In this scenario, commands are examined for creating and modifying 

text files.  

Initial conditions: Command line. 

Enter the command echo “One line”: 



45 
 

 

 

This command takes a string as an argument and prints it to standard 

output. Enter the same command, but redirect the output to the second.txt file 

with “>”. Enter the command echo “One line” > second.txt: 

 

 

Add the line “A line” to the end of second.txt file with another redirect 

echo “A line” >> second.txt: 

 

 

Output the contents of a file using the command cat second.txt: 

 

 

Using the cat command, you can create multi-line files – if you redefine 

the program output to a file and enter text before pressing Ctrl-D (end of 

input). Introduce the cat >multiline.txt and type the text 
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Ensure that the contents of the file are the same as the text entered, 

including all line feeds. To do this, enter the command cat multiline.txt 

 

 

The main purpose of the cat command is to combine files whose names 

are passed as command-line arguments. Merge files with the command  

cat orig.txt second.txt multiline.txt > big.txt: 

 

 

2. Make sure that the new file contains the lines from the listed files 

using the command cat big.txt: 
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Assignment for the laboratory work 2 

1. Create the test1 directory in the home directory. Compare the time 

creation of the system directories /bin, /tmp with time creation of the directory 

test1. 

2. Copy the /bin /ls file to the local directory. Look at the attributes of 

this file. Try to start it. 

3. Create a symbolic link tmplnk in the local directory to /tmp. Copy 

several files to the tmplnk directory. 

4. Compare the files /dev/tty1 and /dev/hda1. What type do they have? 

What is the difference? 

5. Find all the files on the system that have been modified no more than 

a day ago. 

6. Using one command, find all the files with the .html extension in the 

/usr directory and copy them to the local htmls directory. 

7. Create an archive of the /etc directory and find out its size. Try 

creating a compressed archive of the same directory. Compare the 

compression ratio of gzip and bzip2 to this example. 
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Laboratory work 3. Process management in Linux 

 

1. What is a process? 

In order to manage individual applications (or what we often refer to as 

programs) most operating systems use the term process. An application or 

program is a set of instructions. A process is the actual execution of those 

instructions, along with the memory and I/O devices assigned to execute the 

given instructions. 

Other words a process is a program in execution. A process is more 

than the program code, which is sometimes known as the text section. It also 

includes the current activity, as represented by the value of the program 

counter and the contents of the processor’s registers. 

As a process executes, it changes state. The state of a process is 

defined by that process’s current activity. Each process may be in one of the 

following states: new, ready, running, waiting, or terminated. You can see the 

diagram of different process states on the figure 18. 

 

 

Figure 18 – Diagram of process state 

 

New – the process is being created.  

Running – instructions are being executed. 
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Waiting – the process is waiting for some event to occur (such as an 

I/O completion or reception of a signal).  

Ready – the process is waiting to be assigned to a processor. 

Terminated – the process has finished execution. 

The “Ready” state could be called “Not-running” sate or be an opposite 

of the “Running” state, because it indicates that the process would like to run 

but currently cannot (suggests that some other process is actually running). 

Here are two terms (showing on the fig. 19):  

Dispatch – means that the operating system has decided that the 

process should start running now.  

Interrupt – means that the operating system has decided that the 

process should now stop running so that another process can have a turn.  

 

 

Figure 19 – Transition between process states 

 

Changing the state of a process from one state to another is usually the 

responsibility of the operating system. The actual switch could occur because 

the process has informed the operating system that it is finished, or the 

operating system could determine that the process has simply used too much 

time and it is another process’ turn to run. 

Of course, the operating system itself is software that must run on the 

CPU along with the applications. Many hardware platforms include a clock 
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that periodically fires interrupts and the operating system has likely attached a 

function called a scheduler to the interrupt so that every so many milliseconds 

(a typical number is 10 ms) the operating system scheduler gets executed.  

When the scheduler is called (by the interrupt) the scheduler code can 

manipulate the process table and set the state of the processes involved and 

then allow the new process to take over. 

There may be situations where a process is in the middle of doing 

something really important and it would like to ensure that no other process is 

allowed to run in the meantime. There are two mechanisms that are typically 

available: disabling the scheduler and disabling interrupts. By disabling the 

scheduler the process is requesting to the operating system that even if the 

timer fires, the process would like the operating system to skip the selection 

of a new process. In the case of disabling interrupts, the program is actually 

asking the CPU to ignore any interrupts that occur.  

Both of these techniques have the ability to seriously hinder the 

functionality of the computer. As such, most operating systems will refuse to 

comply with such requests unless the programs doing the request have 

enough privileges. However, some parts of the operating system itself are 

very vulnerable to interruption and the operating system itself is allowed to 

prevent switching and even interrupts if required.  

 

2. Commands for process management 

A process may create several new processes, via a create-process 

system call, during the course of execution. The creating process is called a 

parent process, and the new processes are called the children of that 

process. Each of these new processes may in turn create other processes, 

forming a tree of processes. Most operating systems (including UNIX and the 

Windows family of operating systems) identify processes according to a 

unique process identifier (or pid), which is typically an integer number. 
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2.1 PS command 

The first thing we will learn is to determine what processes are running 

in the system. To do this, Linux (like all UNIX-based systems) has the ps 

command.  

If you run it without any parameters, it displays a list of processes 

running in the current session. If you want to see a list of all the processes 

running on the system, you must set the same command with the parameter -

ax. 

The main page, devoted to the ps command, had many options. As it 

turned out, the GNU-version of this program, which is part of Linux, supports 

options in the style of three different types of UNIX. Options in Unix98 style 

consist one or more characters, before which must be a hyphen. Options in 

the style of BSD have a similar appearance, only used without a hyphen. 

Options that are specific only to the GNU version are a word that must be 

preceded by two dashes. They can not be combined as single-letter options 

of the two preceding types. Thus, there are three peer-to-peer formats for 

specifying this command: 

ps [-options] 
ps [options] 
ps [--long_name_options [-- long_name_options]...] 

 

In this case, the options of different types can not be used in one 

command. Let’s briefly describe the most important options. 

The first group of options controls the output of the command. 

Regardless of the availability of options for this group, the ps command 

produces a separate line for each process, but the contents of this string can 

be different. Depending on the options that are: 

USER — the name of the owner of the process; 

PID — process identifier in the system; 

PPID — the identifier of the parent process; 
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%CPU — percentage of CPU time (in percent) allocated; 

%MEM — the percentage of real memory used by the process; 

VSZ — virtual process size (in kilobytes); 

RSS — the size of the resident set (the number of 1K pages in 

memory); 

STIME — time of process start; 

TTY — a reference to the terminal from which the process is started; 

S or STAT — process status; 

PRI — priority of planning; 

NI — the nice value (see the nice description below); 

TIME — how much CPU time the process took; 

CMD or COMMAND — command line for starting a program, executed 

by this process. 

And also other fields, the full list of which is shown on the main page 

devoted to the ps command. 

The values displayed in most of these fields you will understand without 

further explanation. In the Process status field, as mentioned above, the 

following values can be used: 

R — Running or runnable (on run queue); 

S — Interruptible sleep (waiting for an event to complete); 

D — Uninterruptible sleep (usually a critical system process, a process 

that cannot be killed without rebooting); 

T — Stopped, either by a job control signal or because it is being 

traced; 

Z — Defunct (“zombie”) process, terminated but not closed by the 

parent process that created it. 

Next to the status indicator may be additional characters from the 

following set: 

W — has no resident pages; 
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< — high-priority process; 

N — low-priority task; 

L — has pages locked into memory (for real-time and custom I/O). 

The second group of options regulates what processes are included in 

the output of the command. To get a list of all processes, you must use the 

ps command with the options ax or -A. The output in these two cases differs 

only in the CMD field: in the first case, a full command line for starting the 

program is issued, and in the second case only the name of the running 

program. 

A description of all the ps program options can not be given here. 

Therefore, we give only a few examples of its application, which will show 

how to use this command in a standard situation. 

In order to see all the processes in the system using the standard 

output form: 

[user]$ ps –e 

 

You can add the -o option to the same command, followed by a 

comma: 

[user]$ ps –eo pid,user,cmd 

 

In order to see all the processes in the system using the output form of 

BSD-systems: 

[user]$ ps ax 

 

In order to see all the processes in the system, using the graphical 

display of the relationship “ancestor-descendant”: 

[user]$ ps –ef 
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However, in order to see the “forest” of trees “ancestor-descendant”, it 

is better to use a very interesting analogue of the ps -ef command - the 

pstree command. 

In order to see how much % of the CPU and memory are occupied by 

the processes that you started: 

[user]$ ps –u 

 

To find out the process priority and the nice value, use the -l option: 

[user]$ ps –l 

 

2.2 TOP command 

The ps command allows you to make a “snapshot” of the processes 

running on the system. Unlike ps, the top command displays the state of the 

processes and their activity “in real time”. Figure 20 shows the terminal 

window in which the top program is running. 

As you can see, the top part of the window shows the astronomical 

time, the time elapsed since the system was started, the number of users in 

the system, the number of running processes and the number of processes in 

different states, data on CPU usage, memory and swap. And then there is a 

table that describes the individual processes. The number of rows displayed 

in this table is determined by the size of the window: how many rows are 

placed, and how many lines are displayed.  

The columns of the table are indicated in the same way as the output 

fields of the ps command (see Section “PS command”), so no further 

explanation is required here. 
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Figure 20 – Output of a top command 

 

The contents of the window are updated every 5 seconds. The list of 

processes can be sorted by the CPU time used (by default), by memory 

usage, by PID, by run-time. You can switch display modes with the 

commands that the program top perceives. These are the following 

commands 

<Shift>+<N> — sort by PID; 

<Shift>+<A> — sort processes by age; 

<Shift>+<P> — sort the processes using the CPU; 

<Shift>+<M> — sorting processes for using memory; 

<Shift>+<T> — sorting by execution time. 

In addition to the commands that define the sorting mode, the top 

command accepts a number of commands that allow you to control the 

processes interactively. Using the <K> command, you can terminate some 

process (its PID will be requested), and with the <R> command you can 

override the nice value for some process. Thus, these two commands are 

similar to the kill and renice commands. 
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2.3 Priorities, NICE and RENICE commands 

We already spoke briefly about what priority is, at the beginning of this 

chapter, but some facts need to be stated further. Priority for each process is 

established at the moment when the process is generated. The priority of the 

process is determined by the so-called “nice” value, which lies in the range 

from +20 (the lowest priority, the process is performed only when nothing else 

takes up the processor), to -20 (highest priority). 

The nice value is set for each process at the time this process is 

spawned and, when the commands or programs are normally started, is set 

to the priority of the parent process. But there is a special nice command that 

allows you to change the value of nice when you start the program. The 

format of using this program: 

nice [- adnice] command [args] 

 

where -adnice is the value (-20 to +19) added to the nice value of the 

parent process. 

The received amount will be a nice value for the process being started. 

A negative value can only be set by the superuser. If the option -adnice is not 

specified, the default for the child process is set to nice, increased by 10 

compared to the value of the nice parent process. Obviously, if you are not a 

superuser, then this command only makes sense if you want to start a 

process with a low priority. 

Another command, renice, is used to change the nice value for already 

running processes. Its format is as follows: 

renice priority [[-p] PID] [[-g] grp] [[-u] user] 

 

For example, the command: 

[root]# renice -1 987 –u daemon –p 32 
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increases by 1 the priority of processes with PID 987 and 32, as well as 

all processes of the user daemon. 

The superuser can change the priority of any process in the system. 

Other users can change the priority value only for those processes for which 

the user is the owner. In this case, the normal user can only reduce the 

priority value, but can not increase the priority, even for returning the nice 

value to the default value. Therefore, processes with a low priority can not 

produce “high-priority children”. 

 

2.4 Signals and KILL command  

Signals are a means by which processes can send messages about 

certain events in the system. The processes themselves can also generate 

signals by which they transmit certain messages to the kernel and other 

processes. Signals can be used to carry out such actions of process control, 

such as pausing a process, starting a suspended process, shutting down the 

process. In total there are 63 different signals in Linux, their list can be viewed 

by command: 

[user]$ kill –l 

 

Signals are usually denoted by numbers or symbolic names. All names 

start on SIG, but this prefix is sometimes omitted: for example, the signal with 

the number 1 is designated as either SIGHUP, or simply as HUP. 

When the process receives a signal, then one of two possible 

developments is possible. If a processing subprogram is defined for a given 

signal, this subroutine is called. Otherwise, the kernel executes on behalf of 

the process the action defined by default for this signal. Calling a processing 

subroutine is called intercepting a signal. When the execution of the 

processing subroutine is completed, the process resumes from the point 

where the signal was received. You can force the process to ignore or block 
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certain signals. The ignored signal is simply discarded by the process and 

has no effect on it. The blocked signal is queued for delivery, but the kernel 

does not require any action from the process before the signal is unblocked. 

After the signal is released, the program of its processing is called only once, 

even if during the period of blocking this signal was received several times. 

There is a list of the occurred signals (table 1).  

 

Table 1 – Signals in Linux 

Signal Number Description Standard 

SIGHUP 1 The HUP signal is sent to a process when its 
controlling terminal is closed. It was originally 
designed to notify a serial line drop 
(HUP stands for “Hang Up”). In modern 
systems, this signal usually indicates the 
controlling pseudo or virtual terminal is 
closed. 

POSIX 

SIGINT 2 The INT signal is sent to a process by its 
controlling terminal when a user wants 
to interrupt the process. This signal is often 
initiated by pressing <Ctrl+C>, but on some 
systems, the “delete” character or “break” key 
can be used. 

ANSI 

SIGQUIT 3 The QUIT signal is sent to a process by its 
controlling terminal when the user requests 
that the process perform a core dump. 

POSIX 

SIGILL 4 Illegal instruction. The ILL signal is sent to a 
process when it attempts to execute a 
malformed, unknown, or 
privileged instruction. 

ANSI 

SIGTRAP 5 Trace trap. The TRAP signal is sent to a 
process when a condition arises that 
a debugger is tracing — for example, when a 
particular function is executed, or when a 
particular variable changes value. 

POSIX 

SIGABRT, 
SIGIOT 

6 Abort process. ABRT is usually sent by the 
process itself, when it calls 
the abort() system call to signal an 
abnormal termination, but it can be sent from 
any process like any other signal. SIGIOT is a 
synonym for SIGABRT. (IOT stands for 
input/output trap, a signal which originated on 
the PDP-11.) 

4.2 BSD 

 

 

https://www.computerhope.com/jargon/s/serial.htm
https://www.computerhope.com/jargon/p/posix.htm
https://www.computerhope.com/jargon/c/ctrlc.htm
https://www.computerhope.com/jargon/a/ansi.htm
https://www.computerhope.com/jargon/c/core.htm
https://www.computerhope.com/jargon/c/compinst.htm
https://www.computerhope.com/jargon/d/debugger.htm
https://www.computerhope.com/jargon/f/function.htm
https://www.computerhope.com/jargon/e/execute.htm
https://www.computerhope.com/jargon/v/variable.htm
https://www.computerhope.com/jargon/t/terminat.htm
https://www.computerhope.com/jargon/p/pdp.htm
https://www.computerhope.com/jargon/b/bsd.htm


59 
 

Table 1 (continued) 

SIGBUS 7 The BUS signal is sent to a process when it 
causes a bus error, such as an 
incorrect memory access alignment or non-
existent physical address. In Linux, this signal 
maps to SIGUNUSED, because memory 
access errors of this kind are not possible. 

4.2 BSD 

SIGFPE 8 Floating point exception. The FPE signal is 
sent to a process when it executes erroneous 
arithmetic operations, such as division by 
zero. 

ANSI 

SIGKILL 9 Forcefully terminate a process. With STOP, 
this is one of two signals which cannot be 
intercepted, ignored, or handled by the 
process itself. 

POSIX 

SIGUSR1 10 User-defined signal 1. This is one of two 
signals designated for custom user signal 
handling. 

POSIX 

SIGSEGV 11 The SEGV signal is sent to a process when it 
makes an invalid virtual memory reference, or 
segmentation  

 

  fault, i.e., when it performs a segmentation 
violation. 

 

SIGUSR2 12 User-defined signal 2. This is one of two 
signals designated for custom user signal 
handling. 

POSIX 

SIGPIPE 13 The PIPE signal is sent to a process when it 
attempts to write to a pipe without a process 
connected to the other end. 

POSIX 

SIGALRM 14 The ALRM signal notifies a process that the 
time interval specified in a call to 
the alarm() system function has expired. 

POSIX 

SIGTERM 15 The TERM signal is sent to a process to 
request its termination. Unlike 
the KILL signal, it can be caught and 
interpreted or ignored by the process. This 
signal allows the process to perform nice 
termination releasing resources and saving 
state if appropriate. It should be noted 
that SIGINT is nearly identical to SIGTERM. 

ANSI 

SIGSTKFLT 16 Stack fault. Maps to SIGUNUSED in Linux.  

SIGCHLD 17 The CHLD signal is sent to a process when 
a child process terminates, is interrupted, or 
resumes after being interrupted. One 
common usage of the signal is to instruct the 
operating system to clean up 
the resources used by a child process after 
its termination without an explicit call to the 
wait system call. 

POSIX 

https://www.computerhope.com/jargon/b/bus.htm
https://www.computerhope.com/jargon/m/memory.htm
https://www.computerhope.com/jargon/p/physaddr.htm
https://www.computerhope.com/issues/ch000396.htm
https://www.computerhope.com/issues/ch000396.htm
https://www.computerhope.com/jargon/p/pipe.htm
https://www.computerhope.com/jargon/p/parechil.htm
https://www.computerhope.com/jargon/r/resource.htm
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Table 1 (continued) 

SIGCONT 
 
 
 

18 Continue executing after stopped, e.g., 
by STOP 

POSIX 

SIGSTOP 19 The STOP signal instructs the operating 
system to stop a process for later 
resumption. This is one of two signals, 
along with KILL that cannot be 
intercepted, ignored, or handled by the 
process itself. 

POSIX 

SIGTSTP 20 The TSTP signal is sent to a process by its 
controlling terminal to request it to stop 
temporarily. It is commonly initiated by the 
user pressing <Ctrl+Z>. Unlike SIGSTOP, 
this process can register a signal handler 
for or ignore the signal. 

POSIX 

SIGTTIN 21 The TTIN signal is sent to a process when 
it attempts to read from the tty while in the 
background. This signal can be received 
only by processes under job 
control. Daemons do not have controlling 
terminals and should never receive this 
signal. 

POSIX 

SIGTTOU 22 TTOU signal is sent to a process when it 
attempts to write from the tty while in the 
background. The compliment to TTIN. 

POSIX 

SIGURG 23 The URG signal is sent to a process when 
a socket has urgent or out-of-
band data available to read. 

4.2 BSD 

SIGXCPU 24 The XCPU signal is sent to a process 
when it has used up the CPU for a 
duration that exceeds a certain 
predetermined user-settable value. The 
arrival of an XCPU signal provides the 
receiving process a chance to quickly save 
any intermediate results and to exit 
gracefully, before it is terminated by the 
operating system using the 9 (sig.) 

4.2 BSD 

SIGXFSZ 25 The XFSZ signal is sent to a process 
when it grows a file larger than the 
maximum allowed size. 

4.2 BSD 

SIGVTALRM 26 Virtual alarm clock. May be sent by 
the alarm() system call. By default, this 
signal kills the process, but it’s intended 
for use with process-specific signal 
handling. 

4.2 BSD 

 

https://www.computerhope.com/jargon/c/ctrl-z.htm
https://www.computerhope.com/jargon/d/daemon.htm
https://www.computerhope.com/jargon/s/socket.htm
https://www.computerhope.com/jargon/d/data.htm
https://www.computerhope.com/jargon/c/cpu.htm
https://www.computerhope.com/jargon/f/file.htm
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Ending of table 1 

SIGPROF 27 Profiling alarm clock. Indicates expiration 
of a timer that measures CPU time used 
by the current process (“user” time), and 
CPU time expended on behalf of the 
process by the system (“system” time). 
These times may be used to implement 
code profiling facilities. By default, this 
signal terminates the process, but it’s 
intended for use with process-specific 
signal handling. 

4.2 BSD 

SIGWINCH 28 Window change. The WINCH signal is 
sent to a process when its controlling 
terminal changes size, for instance if you 
resize it in your window manager. 

4.3 BSD, Sun 

SIGIO, 
SIGPOLL 

29 Input/output is now possible. SIGPOLL is 
a synonym for SIGIO, and in Linux its 
behavior is identical to SIGURG. 

4.2 BSD 

SIGPWR, 
SIGLOST 

30 Power failure. The PWR signal is sent to a 
process when the system detects a power 
failure. SIGLOST is a synonym for 
SIGPWR. 

System V 

SIGUNUSED, 
SIGSYS 

31 Unused signal. This signal is provided for 
compatibility reasons, for example when 
porting software from an operating system 
with different or unsupported signals in 
Linux. In Linux, SIGSYS is a synonym for 
SIGUNUSED. 

System  
V r4 

 

As you can see, some signals can be generated using certain key 

combinations. But such combinations do not exist for all signals.  

Several standard defaults are listed below. Default key combinations for 

sending interrupt signals can be defined with the stty command. 

<Ctrl-C> - Send SIGINT (Interrupt). By default, this causes a process to 

terminate. 

<Ctrl-Z> - Send SIGTSTP (Suspend). By default, this causes a process 

to suspend all operation. 

<Ctrl-\> - Send SIGQUIT (Quit). By default, this causes a process to 

terminate immediately and dump the core. 

https://www.computerhope.com/jargon/s/system-v.htm
https://www.computerhope.com/unix/ustty.htm
https://www.computerhope.com/jargon/s/suspend.htm
https://www.computerhope.com/jargon/c/core.htm
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<Ctrl-T> - Send SIGINFO (Info). By default, this causes the operating 

system to display information about the command. Not supported on all 

systems. 

There is a kill command, which allows you to send any signal to the 

specified process. As already mentioned, with this command you can get a 

list of all possible signals, if you specify the -l option. If you specify the signal 

number after this option, its symbolic name will be given, and if you specify a 

name, we will get the corresponding number. 

To send a signal to a process (or a group of processes), you can use 

the kill command in the following format: 

[user]$ kill [-sign] PID [PID..] 

 

Where signal is the signal number, and if the signal indication is 

omitted, a signal 15 (TERM) is sent. The most common signal is 9 (KILL), 

with which the super user can complete any process. But this signal is very 

“rude”, so to speak, so its usage can lead to a breakdown in the system. 

Therefore, in most cases it is recommended to use TERM or QUIT signals, 

which terminate the process more “softly”. 

Naturally, most often the kill command is forced to use the super user. 

It must use it to kill zombie processes, hanging processes (they are shown in 

the ps listing as <exiting>), processes that take too much CPU time or too 

much memory, etc. A special case is the processes launched by the attacker. 

But the discussion of this special case is beyond the scope of this laboratory 

work. 

2.5 Converting the process to the background 

If you start a process by running the program from the command line, 

when the process usually starts, they say, “in the foreground.” This means 

that the process is “tied” to the terminal from which it is running, perceiving 

input from this terminal and executing its output. But you can start the 
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process in the background when it is not connected to the terminal. To start 

the process in the background, add the & symbol at the end of the program’s 

command line. 

The bash shell has two built-in commands, which are used to move 

processes to the foreground or return them to the background. But before 

talking about these commands, you need to talk about the jobs command. It 

is always called with no arguments and shows the tasks that are run from the 

current shell instance. At the beginning of each line of output of this 

command, the ordinal number of the task is indicated in the form of a number 

in square brackets. After the number, the status of the process is indicated: 

stopped, running, or suspended. At the end of the line, you specify the 

command that is executed by this process. One of the numbers of the running 

tasks is marked with a + sign, and one with the - sign. A process marked with 

a + sign will be considered by default the argument of the fg or bg commands 

if they are called without parameters. A process marked with a - sign will 

receive a + sign, if for any reason the process that was marked with a + sign 

is completed. 

And now we can tell about the fg and bg commands, which serve for 

transferring processes to the foreground or returning them to the background. 

As an argument to both these commands are transferred the numbers of 

those jobs that are present in the output of the jobs command. If there are no 

arguments, then a job marked with a + sign is implied. The fg command 

takes the process specified in the argument to the foreground, and the bg 

command switches the process to the background. With one bg command, 

you can put several processes into the background at once, but you only 

need to return them to the foreground one at a time. 
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2.6 NOHUP command 

Suppose you run several processes from the bash shell, some of them 

in the background. At the end of the session, the shell sends all the 

processes it generates a “hang-back” signal, according to which some of the 

processes generated by it can end, which is not always desirable. If you want 

to run in the background a program that must be run after you exit the shell, 

you need to run it using the nohup utility:  

nohup command & 

 

The process launched in this way will ignore the signals sent to it (see 

Table 1). The standard output stream and the standard error stream for this 

command are redirected to the file nohup.out or $HOME/nohup.out. 

The nohup command has the side effect that the nice value for the 

process being started is increased by 5, that is, the process is performed with 

a lower priority. 
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Assignment for the laboratory work 3 

Implement the next scenarios: 

 

Scenario 1: System information collection 

In this scenario, the commands that provide information about the 

system are studied. 

Initial conditions: Command line after logging in. 

1. Determine the name of the current UNIX system using the uname -a 

command. 

2. Display the contents of the proc directory with the ls /proc 

command. 

3. Display the current user sessions using the who command. 

4. List all mounted devices using the mount command: 

5. Display the load of mounted disks using the df -h command: 

6. Display information about all running processes using the ps aux 

command. 

7. Leave in the output of the previous system processes command 

using the command  

ps aux | grep -v user 

 

8. Display the process hierarchy with the command pstree. 

9. Consider the behavior of processes interactively with the help of the 

command top. 

 

Scenario 2: Managing processes using signals 

In this scenario, we study signals, control keys for transmitting signals 

to processes, commands for processes control. 

Initial conditions: Command line after logging in. 
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1. Run the yes command, which produces an infinite output of the y 

character on the screen. Interrupt it by pressing Ctrl-C. 

2. In this case, the SIGTERM signal was sent to the running process – 

the program was terminated. 

3. Run the collection of information about all files of the system using 

the command  

find /> files.txt 

 

4. Find the id of the process that was just started with the command ps 

aux |grep find launched in another terminal. 

5. Send the end signal to this process with the command kill 8178, 

specifying the process ID as the parameter. 

6. If you try to terminate the system process, for example with the kill 1 

command, an error message will appear. 

7. Only super user can send signals to system processes. 

8. An alternative way to send signals to processes – by the name of the 

process, rather than by PID – is the killall command. After executing the 

killall bash command, we will terminate all the command shells, and thus the 

user sessions. 

9. Prior to that, we only sent a signal to complete the process. It can be 

intercepted and ignored by programs. A non-interceptable signal is the 

SIGKILL signal, which can be sent, for example, with the following command:  

killall -SIGKILL find 

 

Scenario 3: Running tasks in the background 

In this scenario, work is being done with the tasks of the command 

shell, running tasks in the background. 

Initial conditions: Command line after logging in. 

1. Run a long command, for example find /> files.txt and suspend its 

execution by pressing Ctrl-Z. In this process, the signal SIGSTOP is sent. 
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2. The command is suspended and stored as task 1 (number in square 

brackets). 

3. The current list of running tasks in the command shell can be viewed 

with the jobs command. 

4. Resume the execution of the task with the fg 1 command, the 

argument of which is the job number. 

5. If you pause the process again, you can start the task in the 

background: bg 1. 

6. Then you can continue to work in the command line. 

7. Commands can be started immediately in the background. It is 

necessary to add the symbol “&” (ampersand) to the end of the command 

line:  

find / -name “* .xml”> xml-list & 

 

10. In this case, the command shell displays the job number and PID of 

the created process. 

 

Scenario 4: Running Daemons 

In this scenario, daemons are considered as processes that are not 

associated with any terminal. 

Initial conditions: Command line after logging in. 

1. If you run the command in the background and exit the command 

shell: for example,  

find / -name “*.html” -exec grep -Hn “linux loader” \{} \; &  

 

and exit, then the running command will end with the SIGHUP signal. 

2. To ensure that programs do not receive a SIGHUP signal, a special 

nohup command is used:  

nohup find / -name “*.txt” -exec grep -Hn “linux loader” \{} \; & 
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3. This program will exit correctly after the search is completed. 

 

Scenario 5: Changing the priorities of the running programs 

This scenario examines the UNIX priority mechanism and commands 

for changing the priorities of the processes being started. 

Initial conditions: Command line after logging in. 

1. Each process in the system has its own priority level (in UNIX it is 

called “nice”), which can be seen with the ps -l command in the “NI” column. 

2. By default, the priority of simple user processes is zero. 

3. To start the process with a given priority, use the nice command. 

For example, let’s start creating an archive with a lower priority:  

nice -n 10 tar -cjf libraries.tar.bz2 /usr/lib/ 

 

4. To change the priority of an already running program, use the 

renice command. For example, to lower the priority of a previously running 

archiving process 

 tar -cjf libraries.tar.bz2/usr/lib &  

 

use the command renice +10 -p 3442. 

5. Common users can not increase the priority of processes, only to 

lower.   
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Laboratory work 4. Memory management in Linux 

 

1. Introduction to memory management 

Memory is vital to the functioning of any computer or computerized 

device. Memory consists primarily of RAM (Random access memory) chips 

that are installed on the motherboard of a computer. A typical computer now 

has between 1 GB and 4 GB of RAM. RAM is divided into segments (typically 

32 bits) that are used to temporarily store data and instructions that are being 

used by the computer. This is different from your hard drive, which 

permanently stores files and programs. RAM is much faster than your hard 

drive, so your data and instructions are loaded from your hard drive into RAM 

when the computer is using them. When you turn off the power, everything 

stored in RAM is gone. In addition to the physical RAM installed in your 

computer, most modern operating systems allow your computer to use a 

virtual memory system. Virtual memory allows your computer to use part of a 

permanent storage device (such as a hard disk) as extra memory.  

Memory resources are managed by the operating system. The 

operating system is responsible for allocating memory address ranges as 

needed to run applications and processes.  

A well designed operating system should make access and the 

management of resources as efficient as possible for both the user and the 

system. Efficient memory management includes keeping track of all memory 

resources that have been allocated to different processes. It also includes 

using different strategies for allocating free memory as it is needed by new 

processes.  

An operating system’s memory manager is responsible for using these 

different strategies to allocate free memory to new processes. Each strategy 

has its advantages and disadvantages. The aim of the operating system is to 
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use the most effective strategy to both minimize the time needed to save and 

access data, and to maximize the amount of usable space left in memory.  

There are three main strategies that the memory manager can use 

when allocating free memory to processes:  

1. Best Fit: 

 find the smallest free memory block that will fit the process needs; 

 idea is minimize wastage of free memory space. 

2. Worst Fit: 

 find the largest free memory block that will fit the process needs;  

 idea is to increase the possibility that another process can use the 

left-over space. 

3. First Fit: 

 find the first space to fit the memory needs; 

 minimize the time to analyze the memory space available. 

 

2. What is an address space? 

The range of virtual addresses that the operating system assigns to a 

user or separately running program is called an address space. This is the 

area of contiguous virtual addresses available for executing instructions and 

storing data. 

There two types address: 

 Logical address – generated by the CPU; also referred to as 

virtual address; 

  Physical address – address seen by the memory unit. 

Logical and physical addresses are the same in compile-time and load-

time address-binding schemes; logical (virtual) and physical addresses differ 

in execution-time address-binding scheme. 
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Logical address space is the set of all logical addresses generated by a 

program. Physical address space is the set of all physical addresses 

generated by a program. 

 

3. Virtual Memory  

Despite the fact that most modern computers have between 1 GB and 4 

GB of RAM, it is possible to run out of memory. This can happen when you 

are running too many processes at the same time, or when a process 

requires more memory than is currently available (unused). One solution to 

this problem is to use virtual memory.  

Virtual memory means that the operating system’s memory manager 

will use a portion of another storage device to act as if it is extra RAM. In 

most cases, this virtual memory space will be on a permanent storage device 

such as a hard disk. The memory manager will manage this resource so that 

it gives the illusion that your computer has more RAM than is actually 

installed.  

Virtual memory works by breaking down large programs into smaller 

units called pages. The memory manager will store these pages on an area 

of the storage device (hard disk) that has been allocated for use as virtual 

memory. This area is called a Page File (or Paging File).  

All of the pages that are currently loaded in main memory (RAM) will be 

listed in a Page Table, which is maintained by the memory manager. If a 

process requests a page that is not currently loaded into RAM (in the Page 

Table), then a page fault will be generated. The memory manager will attempt 

to resolve the page fault by locating the requested page in virtual memory 

and then loading it into RAM (and listing it in the Page File). The memory 

manager will then try to re-execute the instruction that caused the fault. 
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4. Paging 

In Linux, the following basic rule applies: an unused page of RAM is 

considered a lost memory. RAM is wasted not only for data used by applied 

applications. It also stores data for the kernel itself and, most importantly, the 

data stored on the hard disk can be displayed in this memory, which is used 

for super-fast access to them - the top command indicates this in the columns 

“buffers / cache”, “disk cache” or “cached”. Cached memory is essentially 

free, as it can be quickly released if the running (or just started) program 

requires memory. 

Saving the cache means that if someone else needs the same data 

again, there is a good chance that they will still be cached in RAM. 

Therefore, the first thing you can use on your system is the free 

command, which will provide you with initial information about how your RAM 

is used: 

xubuntu-home:~# free 
total  used  free  shared  buffers  cached 
Mem: 1506 1373  133  0  40  359 
-/+ buffers/cache: 972  534 
Swap:      486  24  462 

 

The line -/+ buffers / cache: shows how much memory is used and 

how much memory is free in terms of its use in applications. In this example, 

applications already use 972 MB of memory and another 534 MB of memory 

can be used. 

Generally speaking, if you use at least a little swap memory, then using 

memory will not affect the performance of the system at all. 

But if you want to get more information about your memory, then you 

should check the file/proc/meminfo: 

xubuntu-home:~# cat /proc/meminfo 
MemTotal:    1543148 kB 
MemFree:    152928 kB 
Buffers:    41776 kB 
Cached:     353612 kB 
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SwapCached:    8880 kB 
Active:     629268 kB 
Inactive:    665188 kB 
Active(anon):   432424 kB 
Inactive(anon):   474704 kB 
Active(file):   196844 kB 
Inactive(file):   190484 kB 
Unevictable:   160 kB 
Mlocked:    160 kB 
HighTotal:    662920 kB 
HighFree:    20476 kB 
LowTotal:    880228 kB 
LowFree:    132452 kB 
SwapTotal:    498684 kB 
SwapFree:    470020 kB 
Dirty:     44 kB 
Writeback:    0 kB 
AnonPages:    891472 kB 
Mapped:     122284 kB 
Shmem:     8060 kB 
Slab:     56416 kB 
SReclaimable:   44068 kB 
SUnreclaim:    12348 kB 
KernelStack:   3208 kB 
PageTables:    10380 kB 
NFS_Unstable:   0 kB 
Bounce:     0 kB 
WritebackTmp:   0 kB 
CommitLimit:   1270256 kB 
Committed_AS:   2903848 kB 
VmallocTotal:   122880 kB 
VmallocUsed:   8116 kB 
VmallocChunk:   113344 kB 
HardwareCorrupted:  0 kB 
AnonHugePages:   0 kB 
HugePages_Total:  0 
HugePages_Free:   0 
HugePages_Rsvd:   0 
HugePages_Surp:   0 
Hugepagesize:   4096 kB 
DirectMap4k:   98296 kB 
DirectMap4M:   811008 kB 

 

That means MemTotal (Total memory) and MemFree (Free memory) is 

understandable for everyone, the remaining values are explained further. 

 

 



74 
 

5. Cached 

The page cache in the Linux system (“Cached:” in meminfo) is in most 

systems the largest memory consumer. Every time you perform read () 

operation from a file located on a disk, the data is read into memory and 

placed in a page cache. After the read () operation is completed, the kernel 

can simply throw out the page of memory, since it is not being used. 

However, if you perform a second read operation on the same part of the file, 

the data will be read directly from the memory and no access to the disk will 

be made. This improves performance tremendously and, therefore, in Linux, 

caching of pages is intensively used: the bet is that if you access a page of 

disk memory, you will soon contact it again. 

 

6. Dentry/inode caches 

Every time you execute an “ls” operation on the file system (or any 

other operation: open (), stat (), etc.), the kernel needs the data that is on the 

disk. The kernel analyzes this data on the disk and places it in some data 

structures that are independent of the file system so that they can be 

processed in the same file system in the same way.  

In the same way as page caching in the above examples, the kernel 

can erase these structures after the “ls” command is completed. 

Nevertheless, the same assumption is made as before: if you once 

considered these data, you will necessarily read them again.  

The kernel stores this information in several places in the “cache”, 

which are called the cache memory dentry and inode. Cache memory 

dentries are common to all file systems, but each file system has its own 

inodes cache. 

This RAM is in meminfo part of “Slab:” 

You can view a different cache memory and find its size using the 

following command: 
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head -2 /proc/slabinfo; cat /proc/slabinfo | egrep dentry\|inode 

 

7. Buffer Cache 

The buffer cache (“Buffers: ” in meminfo) is a close cousin to the 

dentry/inode cache. Data dentries and inodes, placed in memory, are a 

description of the structures on the disk, but they are arranged in different 

ways. This may be due to the fact that we have a structure in the copy 

located in the memory, like a pointer, but it does not exist on the disk. It may 

also happen that the bytes on the disk will be located in the wrong order, as 

the processor needs. 

 

8. Displaying memory in a command top: VIRT, RES и SHR 

If you run the top command, the three lines will describe the use of 

memory. You must understand their meaning in order to understand how 

much memory is required for your server. 

VIRT is an abbreviation of the virtual size of a process and represents 

the total amount of memory used: memory that is mapped to itself (for 

example, the memory of the video card for server X), files on the disk that are 

mapped to memory (especially Shared libraries) and memory shared with 

other processes. The value of VIRT indicates how much memory is currently 

available to the program. 

RES is an abbreviation of resident size (the size of the resident part) 

and is an accurate indication of how much is actually consumed by the 

process of real physical memory. (Which also corresponds to the value found 

directly in the %MEM column). This value is almost always smaller than the 

size of the VIRT, because Most programs depend on the C library. 

SHR shows how much of the value of VIRT is actually shared (from 

memory or through the use of libraries). In the case of libraries, this does not 

necessarily mean that the entire library is in resident memory. For example, if 
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the program uses only several library functions, then the entire library will be 

used to display it, which will be taken into account in the values of VIRT and 

SHR, but in fact, the library part containing the functions used will be loaded 

and this will be taken into account in the value RES. 

 

9. Swap memory – swap 

First of all, the kernel tries not to let the value of free RAM approach 0 

bytes. This is due to the fact that when you need to free up the RAM, you 

usually need to allocate a little more memory. This is due to the fact that our 

kernel requires a kind of “workspace” to perform its actions, and therefore, if 

the amount of free RAM becomes zero, the kernel can do nothing more. 

Based on the total amount of RAM and the ratio of its various types 

(high/low memory), the kernel heuristically determines the amount of memory 

as a working space, under which it feels comfortable. When this value is 

reached, the kernel begins to return memory for the other various tasks 

described above. The kernel can reclaim memory from any of these tasks. 

However, there is another memory consumer, which we may have 

already forgotten: user application data. 

Once the kernel decides that it does not need to receive memory from 

any other sources that we described earlier, it starts the swap memory. 

During this process, it receives the data of the user applications and writes 

them to a special place (or places) on the disk. Note that this happens not 

only when the RAM is close to populating, the kernel may decide to transfer 

the data in RAM as well, if they have not been used for some time (see 

“Swap memory”). 

For this reason, even a system with a huge amount of RAM (even if 

properly configured) can use swap memory. There are many memory pages 

that contain data for user applications, but these pages are rarely used. All 
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this is the reason to transfer them to the swap partition and use the RAM for 

other purposes. 

You can use the free command to check whether the swap memory is 

used; For example, which I have already used above, the last line of output 

data shows information about the size of the swap memory: 

 

 

We see that this computer already uses 24 megabytes of swap memory 

and 462 MB is available for use. 

Thus, the very fact of using swap memory is not proof that there is too 

little RAM in the system with its current workload. The best way to determine 

this is using the vmstat command - if you see that many swap pages are 

moved to and from the disk, this means that the swap memory is being used 

actively, that the system is “stalling” or that it needs a new RAM because it 

will speed up the swap Application data. 

On my laptop, when it’s idle, it looks like this: 

 

 

Note that in the output of the free command, you have only 2 values 

related to the swap: free memory and used memory, but for swap memory 

there is also another important value: Swap cache (The cache of the paging 

memory). 
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9.1 Swap Cach 

Caching the swap memory is essentially like page caching. The user 

application data page written to disk is very similar to the file data page on the 

disk. Each time a page is read from a swap file (“si” in vmstat), it is placed in 

the paging cache. Just like page caching, it’s all done by the kernel. The 

kernel decides whether to return a specific page back to disk. If this is 

necessary, you can check if there is a copy of this page on the disk and you 

can simply throw the page out of memory. This will save us the cost of 

rewriting the page to disk. 

Caching swap memory is really useful only when we read data from 

swap memory and never write to it. If we write to a page, the copy on the disc 

will not match the copy that is in memory. If this happens, then we should 

record the page on the disk just as we did the first time. Despite the fact that 

the cost of saving the entire page is greater than the cost of writing a small 

modified piece, the system will perform better. 

Therefore, to find out that the swap memory is actually used, we need 

to subtract the SwapCached value from the SwapUsed value, you can find 

this information in / proc / meminfo. 

 

9.2 Swap memory 

When an application needs memory, and all RAM is completely 

occupied, the kernel has two ways to free up memory: it can either reduce the 

size of the disk cache in RAM by removing obsolete data, or it can flush a 

partition with a few rarely used ones Portions (pages) of the program. It is 

difficult to predict which method will be more effective. The kernel, based on 

the recent history of actions in the system, makes an attempt to 

approximately guess at the moment the effectiveness of each of these two 

methods. 
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Prior to kernels 2.6, the user was not able to influence these estimates, 

so that there could be situations where the kernel often made the wrong 

choice, which led to stalling and poor performance. In version 2.6, the 

memory swap situation was changed. 

The memory paging is assigned a value from 0 to 100, which changes 

the balance between paging the application memory and freeing the memory 

cache. With a value of 100, the kernel will always prefer to find inactive pages 

and drop them to disk in the swap partition; In other cases, this reset will be 

performed depending on how much memory the application occupies and 

how difficult it is to cache it when searching and deleting inactive items. 

By default, this value is set to 60. A value of 0 gives something close to 

the old behavior when applications that need memory forced to slightly 

reduce the size of the RAM cache. For laptops, for which it is preferable to 

have discs with a slower rotation speed, it is recommended to use a value of 

20 or less. 
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Assignment for the laboratory work 4 

Run the next commands and analyses the results. 

1. Processes and memory used. 

1.1 Issue 10 processes consuming the largest amount of memory 

# ps -auxf | sort -nr -k 4 | head -10 

 

1.2 Issue 10 processes consuming the most CPU resource 

# ps -auxf | sort -nr -k 3 | head -10 

 

2. free – memory usage 

The free command shows the total amount of free memory and used by 

the system physical memory and swap memory, as well as the buffer sizes 

used by the kernel. 

# free 

 

Example output: 

 

 

3. iostat – average CPU usage, disk activity 

The iostat command displays CPU usage statistics, as well as I/O 

statistics for devices, partitions, and network file systems (NFS). 

# iostat 

 

Example output: 
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4. sar – collecting and reporting system activity data 

The sar command is used to collect information about system activity 

and to output it as a report or to save it. To see the value of the network 

activity scanner, type: 

# sar -n DEV | more 

 

In order to see the values of network activity counters, starting from the 

24th. 

# sar -n DEV -f /var/log/sa/sa24 | more 

 

With the sar command, you can also output data in real time: 

# sar 4 5 

 

Example output: 

 

 

5. mpstat – using the multiprocessor 

The mpstat command displays the activity data of each available 

processor, processor 0 will be the first. The mpstat -P ALL command 

displays the average usage of resources for each processor: 

# mpstat -P ALL 

 

Example output: 
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6. pmap – the use of RAM processes 

The pmap command provides information about the allocation of 

memory between processes. Using this command will find the cause of the 

bottlenecks associated with the use of memory. 

# pmap -d PID 

 

In order to get information about using the process memory with 

pid # 47394, type: 

# pmap -d 47394 

 

Example output: 
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The last line is very important: 

mapped: 933712K – the total amount of memory allocated for files; 

writeable/private: 4304K – the total private address space; 

shared: 768000K – the total amount of address space that this process 

uses in conjunction with other processes.  
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Laboratory work 5. Account management. Managing access rights 

to files and directories 

 

1. Accounts and authentication 

Linux, like any UNIX-like system, is not only multitasking, but also multi-

user. This operating system allows multiple users to work with it 

simultaneously. But the system should somehow find out which user is 

working at the moment. For these purposes there are two concepts in Linux – 

accounts and authentication, which are parts of one mechanism. 

A user account is a user-specific information stored in special files. 

Information is used by Linux to authenticate the user and assign access rights 

to the user. 

Authentication is a system procedure that allows Linux to determine 

which user is logged on. All information about the user is usually stored in the 

/etc/passwd and /etc/group files. 

/etc/passwd – this file contains information about users. The entry for 

each user takes one line (fig. 21): 

 

 

Figure 21 – An /etc/passwd file structure 

 

Username – name used by the user for all prompts of the login type 

when authenticating in the system. 

Encrypted password – usually a user password or the symbol ‘!’, 

Hashed under the irreversible MD5 algorithm, in cases when the user’s 

interactive login to the system is prohibited. 
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UID – Numeric user ID. The system uses it to distribute permissions to 

files and processes. 

GID –Numeric group ID. Group names are located in the /etc/group 

file. The system uses it to distribute permissions to files and processes. 

Real username – used for administrative purposes, as well as 

commands such as finger (getting information about the user through the 

network). 

Home directory – full path to the user’s home directory. 

Shell – The command shell that the user uses during the session. For 

normal operation, it must be specified in the shell log file /etc/shells. 

/etc/group – This file contains information about the groups to which 

the users belong (fig. 22): 

 

 

Figure 22 – An /etc/group file structure 

 

Group name is the name used for the convenience of using programs 

such as newgrp. 

Encrypted password – used when changing groups with the command 

newgrp. There may be no password for groups. 

GID is a numeric group id. The system uses it to distribute rights to files 

and processes. 

Users included in several groups – In this field, those users whose 

default (in the /etc/passwd file) is assigned to another group are displayed 

separated by commas. 

Today, storing passwords in the passwd and group files is considered 

unreliable. 
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The newer versions of Linux use the so-called shadow password files – 

shadow and gshаdow. The rights to them are assigned in such a way that 

even reading these files without super user rights is impossible. It should be 

noted that the normal functioning of the system when using shadow files 

implies the presence of the passwd and group files at the same time. When 

using shadow passwords in /etc/passwd and /etc/group, the ‘x’ character is 

set instead of the password itself, which is an indication that the password is 

stored in /etc/shadow or /etc/gshadow. 

The shadow file stores protected user information, and also provides 

mechanisms for the aging of passwords and accounts. Here is the structure 

of the shadow file (fig. 23): 

 

 

Figure 23 – A shadow file structure 

 

а – user name; 

b – encrypted password – hashing algorithms are used, usually MD5 or 

the symbol ‘!’, in cases when the user’s interactive login to the system is 

prohibited; 

c – the number of days since the last password change, starting from 

January 1, 1970; 

d – number of days before the password can be changed; 

e – number of days after which the password must be changed; 

f – number of days, for how many users will start to warn that the 

password is out of date; 

g – number of days after the password expires for account lockout; 

h – days, counting from January 1, 1970, when the account will be 

blocked; 
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i – reserved field; 

The gshadow file also imposes additional functionality, coupled with 

the secure storage of group passwords. It has the following structure (fig. 24): 

 

 

Figure 24 – A gshadow file structure 

 

Group name is the name used for the convenience of using programs 

such as newgrp. 

Encrypted password – used when changing a group using the 

newgrp command. There may be no password for groups. 

Group administrator is a user who has the right to change the 

password with gpasswd. 

User list – This field displays comma separated users who have a 

different group assigned to them by default (in the /etc/passwd file). 

 

2. A root user 

In Linux, in addition to ordinary users, there is one (and only one) user 

with unlimited rights. The identifiers of this user’s UID and GID are always 0. 

Its name is usually root, but it can be easily changed (or several symbol 

names with the same GID and UID are created), since the value for applying 

unrestricted access rights has only GID 0. For the root user, the access rights 

to files and processes are not checked by the system. When using the root 

account, you must be extremely careful. There is always the possibility to 

destroy the system. 
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3. Passwords 

Linux uses a developed system of distribution of rights to users. But for 

the exact identification of a user, one name is not enough in terms of security. 

That is why a password is used, an arbitrary set of characters of arbitrary 

length, usually limited only by the encryption methods used. 

Today, in most versions of Linux passwords are encrypted using the 

3DES and MD5 algorithms (obsolete, now SHA512). When the 3DES 

algorithm is reversible, that is, such a password can be decrypted, MD5 is an 

irreversible transformation. Passwords encrypted using the 3DES algorithm 

do not apply when using shadow files to store passwords. 

When authenticating, the password entered by the user is encrypted in 

the same way as the original one, and then the encrypted copies are 

compared. If they are the same, then authentication is considered successful. 

Given the daily increasing security requirements, Linux has the ability to 

use hidden passwords. 

The /etc/passwd and /etc/group files are readable to all users, which 

is a pretty big security flaw in the system. That is why in modern versions of 

Linux, it is preferable to use hidden passwords. 

Such passwords are located in the files /etc/shadow and 

/etc/gshadow, for user and group passwords respectively. 

The login command starts the interactive session in the system. It 

checks the correctness of entering the user name and password, changes the 

directory to home, builds up the environment and runs the shell. The login 

command is usually not run from the command line – it’s usually done by 

console managers, for example, getty or mgetty. 

The command su (switch user) allows you to change the user ID 

already during the session. Its syntax is simple: su username, where 

username is the user name that will be used. 
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After that, the program will ask for the password. If the password is 

correctly entered, su will run a new shell with user rights specified by su and 

assign the session IDs to the session. If the user name is omitted, the su 

command uses the root name. When using the su command as root, it does 

not normally ask for a password. 

[student@ns student]$ su root  
Password: 
[root@ns student]#_ 

 

The newgrp command is similar in its capabilities to su, with the 

difference that a group change occurs.  

The user must be included in the group, which is specified in the 

newgrp command line. When using newgrp as root, it never asks for a 

password. The command syntax is similar to the syntax of the su command: 

newgrp groupname, where groupname is the name of the group to which 

the user changes the current one. 

The passwd command is a tool for changing passwords in Linux. To 

change your password, just type passwd at the command line: 

[student@ns student]$ passwd  

Changing password for student  

(current) UNIX password: 

New password:  

Retype new password: 

passwd: all authentication tokens updated successfully  

[student@ns student]$_ 

 

To change the group password and group management, use the 

gpasswd command. To change the password, type gpasswd GROUPNAME 

at the prompt command. You will be able to change the password only if you 

are the administrator of the group. If the password is not empty, then for the 

group members, the newgrp call does not require a password, and the group 
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members must enter the password. The group administrator can add and 

remove users using the –a and –d options, respectively. 

Use the -r option to delete the group password. If the password is not 

set, only the group members can use the newgrp command to enter the 

group. By specifying the –R option, you can deny access to the group by 

using the newgrp command (however, this does not apply to group 

members). The system administrator (root) can use the –A option to assign to 

the administrator group. 

user1@adm:/$ change –l user1 
Last password change : May03,2020 
Password expires  : never 
Password inactive  : never 
Account expires  : never 
Minimum number of days between password change : 0 
Maximum number of days between password change : 99999 
Number of days of warning before password expires : 7 

 

The superuser can also use other parameters, such as: 

–d date (in system date format, for example DD.MM.YYYY) – sets the 

date of the last password change by the user. 

–E date – set the expiration date of the user account. 

–I N – set the number of days of inactivity N from the time the password 

res before the account is locked. 

–m N – specifies the minimum number of days (N) between password 

changes. 

–M N – specifies the maximum number of days (N) between password 

changes. 

–W N – specifies the number of days for which the warning about 

password expiration will be issued. 
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4. Access rights 

1. For each object in the Linux file system, there is a set of permissions 

that determines the interaction of the user with this object. Such objects can 

be files, directories, and also special files (for example, devices) – that is, in 

fact, any object of the file system. Since every object in Linux has an owner, 

the access rights apply to the owner of the file. They consist of a set of 3 

groups of three attributes: 

 reading (r), writing (w), executing (x) for the owner; 

 read, write, execute for the owner group; 

 read, write, execute for all others. 

Such rights can be represented by a short entry: 

rwxrwxrwx – read, write and execute permissions for all 

rwxr-xr-x – the entry is allowed only for the owner of the file, and read 

and execute for all. 

rw-rw-r-- – the entry is allowed for the owner of the file and the group of 

the file owner, and reading is for everyone. 

This distribution of rights allows you to flexibly manage the resources 

available to users. 

2. Access rights also apply to directories. They mean: 

r – if the right to read from the directory is set, you can see its contents 

with the ls command. 

w – if set to write to the directory, the user can create and delete files 

from the current directory. And delete a file from the directory user can even if 

it does not have write permission to the file. There is an opportunity to correct 

this situation. I’ll talk about this later. 

x – if the execution right is set to the directory, then the user has the 

right to go to such directory with commands like cd. 
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Thus, it becomes possible to create so-called “hidden” directories when 

it is not possible to get a list of files, but a user who knows the exact file name 

can copy it from the “hidden” directory. 

3. To distribute access rights in Linux, there are many commands. The 

main ones are chmod, chown and chgrp. 

The chmod command (Change MODe) changes the permissions of the 

file. To use this command, you must also have the rights of the file owner or 

the root authority. The syntax of the command is:  

Chmod mode filename,  

 

where filename – the name of the file whose permissions are changed; 

mode – the permissions to install on the file.  

Access rights can be written in 2 versions – symbolic and absolute. 

In the symbolic form, the use of the chmod command will look like this 

(fig. 25): 

 

 

Figure 25 – A “chmod” command structure (symbolic form) 

 

Where u,g,o,a – setting permissions for the user, group, other users, 

and all access rights groups, respectively; 

+,-,= – add, delete, set the resolution accordingly; 

r,w,x,X,u,g,o – the right to read, write, execute, execute if there is such 

a right for any of the access groups, the same as for the owner, same as for 

the group, same as for the other users; 
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filename – the name of the file whose rights are changed. 

View permissions installed on the file using the ls command with the -l 

option: 

[student@ns student]$ ls –l lesson5.txt 
-rw------- 1 sudentstudent39Nov19 15:17 lesson5.txt 
[student@ns student]$ chod g+rw lesson5.txt 
[student@ns student]$ ls –l lesson5.txt 
-rw-rw---- 1 sudentstudent39Nov19 15:18 lesson5.txt 
[student@ns student]$ chmod o=u lesson5.txt 
[student@ns student]$ ls –l lesson5.txt 
-rw-rw-rw- 1 sudentstudent39Nov19 15:18 lesson5.txt 
[student@ns student]$ chmod o-w lesson5.txt 
[student@ns student]$ ls –l lesson5.txt 
-rw-rw-r-- 1 sudentstudent39Nov19 15:19 lesson5.txt 
[student@ns student]$ 

 

To use absolute mode, you need to provide access rights to the file in 

the form of 3 binary groups. For example: rwx r-x r-- will be: 111 101 100 

Now convert each binary group to an 8-digit number:  

111 – 7, 101 – 5, 100 – 4 . 

To set the file for such rights, run the following command: 

[student@ns student]$ ls -l lesson5.txt 
-rw-rw-r-- 1 student student 39 Nov 19 15:19 lesson5.txt 
[student@ns student]$ chmod 754 lesson5.txt 
[student@ns student]$ ls -l lesson5.txt 
-rwxr-xr-- 1 student student 39 Nov 19 15:19 lesson5.txt 
[student@ns student]$_ 

 

Task for trainees: try changing the permissions to file lesson5.txt and 

setting the following: r w x 

r- - r - - (744), 
r - - - w- - - x(421), 
- - x - w - r - -(124). 

 

Also invite them to do the same in symbolic form. 

A chown command (CHange OWNer) – allows you to change the 

owner of the file. To use this command, you must either have the rights of the 

current file owner or the root authority. The command syntax is simple: 



94 
 

chown username:groupname filename,  

 

where username – the username of the new file owner; 

groupname – group name - new file owner; 

filename – the name of the file whose owner changes. 

The name of the group in the syntax of the command can be omitted, 

then only the owner of the file will be changed. 

A chgrp command used to change the owner-group of a file. The 

syntax is: 

chgrp groupname filename, 

 

where groupname – the name of the group to which the file belongs; 

filename – the name of the file to be modified. 

Keep in mind that chown and chmod can only be used by the user 

who owns the file and root, and the chgrp command is the owner of the file, 

the group owner of the file and root. 

4. There are a few special rights that can be installed on files and 

directories. We will consider one now. This is the so-called sticky bit 

(attachment bit). In the first versions of UNIX, this bit was used to force the 

system to leave an image of its code in memory when the program is running. 

Then the next time you access the program, it was consumed much less time 

to start it, because reading the code from the device was no longer required. 

For files, and today in Linux, the former value of this bit remains. But for 

directories this attribute has acquired a new meaning. If the sticky bit is 

installed on the directory, then only the user who owns the file can delete the 

files from that directory, and only if he has the right to write to the file. The 

owner group and other users, even if they have write permissions to the file, 

will not be able to remove it when installed to the sticky bit directory:  

chmod +t filename. 

 



95 
 

Assignment for the laboratory work 5 

It is necessary to study theoretical information related to user 

administration, as well as to carry out practical tasks and answer the quiz 

described below. 

Read the contents of the files: 

/etc/passwd, 

/etc/shadow, 

/etc/group. 

Create the following groups: 

workers; 

teachers; 

student. 

3. Create user user_[variant]_ N, where N =1, 2, .., 5, uid account 

must be equal to 1000+N. 

Users with N equal to 1 and 2 add to the group of workers manually 

making changes to the configuration file. 

After adding users, check the /etc /group file for errors. Users with N 

equal to 3, 4 and 5 are added to the group students using the administration 

commands *. 

If you have any questions about using a particular key, use the man 

command to get help: man [command name]. 

Check the results. 

4. Create user teacher_[variant]. 

In the comment to the account there must be your first and last name. 

The uid of the account must be 3000. Add the user to the teachers 

group. 

5. For all users, set the password using the passwd command. 

6. Create a labs directory in the root directory. In it, create the library 

and tests directories. 
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7. Create files book_[student name]_N and put it in library. 

8. Create text file test_[student name], and put it into tests folder. Files 

must contain a script: to create a user user[variant number] and to set 

password pass[variant]. Give the right to execute the file to the Students 

group users. 

9. In the directory labs create a list file, that must contain a list of files in 

directory /etc. 

10. Give the right to modify the file only to the user teacher_[variant 

number], but for workers – readonly. 

11. Configure access rights to the library and tests directory, so that 

users of the teachers group can modify and create files there, and students 

of students group have read access. 

 

Prepare for answering the quiz: 

1. Why are the passwords not stored explicitly in the configuration files? 

2. Why is not it recommended to perform daily operations using a root 

account? 

3. What is the difference between the mechanisms for obtaining special 

su and sudo privileges? 

4. When you run the ls -la command, you get the result: 

-rw-r-x-r-- 1 den factory 4464 30 May 2008 text.txt  

 

What does it mean? 

5. How do I set permissions on a directory and all objects in it? 
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Laboratory work 6. Creation and Compilation of a simple program 

in Linux operating system 

 

1. GCC (G++) compiler 

gcc is a command line compiler. gcc is a C language compiler. For 

C++ language g++ compiler is used. 

Parameters for compiler call are following: 

g++ [flags] source_code.cc [-o executable_file] 

 

If -o executable_file were not defined, compiler would create a.out file. 

Flags could be following:  

-g – compile with debugging information; 

-c – don’t ling, just compile to object files .o; 

-Wall – display all possible warning messages; 

Examples: 

g++ -g -Wall test.c++ -o test 
gcc -c test.c  

 

If compilation succeeded, in current directory would appear executable 

file (with execution permission: marked with green colour and * near a file 

name). 

To run this file from command line, enter 

./lab1 

 

You cannot use just lab1, because current directory by default isn’t 

present in path which is used during program start according to security 

issues. 

 

2. GDB debugger 

To debug a program using gdb debugger you should: 
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1) compile program with debugging information (key -g) 

g++ -g lab1.cc -o lab1 

 

2) run debugger with the program name for parameter 

gdb lab1 

 

After that, debugging can be started. During the debugging following 

commands can be used: 

 

Table 2 – Commands for a debugging process 

b (break) function-
name or b line-number 

sets a breakpoint 

b min sets a breakpoint to the first operator of min() function 

b main 
sets a breakpoint to the first operator of main() function. To the 
beginning of program execution. 

B 10 sets a breakpoint to the line number 10 

d (delete) the same 
parameters 

removes a breakpoint 

r (run) 
starts a program for executing till the first breakpoint under 
debugger control 

n (next) 
steps to the next operator without entering functions (step 
over) 

s (step) 
steps to the next operator with entering into functions (step 
into) 

c (continue) continues till the next breakpoint 

l (list) 
displays source code of a program near the current operator 
(10 lines) 

p variable_name shows a value of variable 

disp variable_name shows a variable on each program step 

undisp n hides a variable number n 

bt (backtrack) displays a list of functions, which called current one 

bt full the same, including values of local variables 
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Ending of the table 2 

i (info) displays information about a program which includes: 

i b list of breakpoints 

i lo values of all local variables 

q (quit) quitting a debugger 

 

Debugging session example: 

gdb lab1 
(gdb) b 1       // breakpoint in the beginning  
(gdb) r         // till breakpoint  
(gdb) disp k    // display k on each step  
(gdb) n         // step 
(gdb) l         // where are we?  
(gdb) n         // step 
(gdb) c         // execution till end  
(gdb) q         // exit 

 

3. Make command 

make is used for program projects control. Program project includes 

several sources, header and similar files and needs for program product 

compilation. 

After start, make reads special file called makefile. In a makefile all 

connections between project files and commands, needed for compilation are 

described. Make defines from makefile which commands should be executed 

and runs them. Recompilation occurs only for those parts of project, which 

changed comparing to last make run. 

If current directory (project directory) has a makefile, then to recompile 

everything needed, you should just run command without parameters: 

Make 

 

Makefile consists of rules collection. Syntax of rules is following: 

target : files, from which target is dependent 
command 
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A target can be: 

 file name, which must be created as a result of command 

execution (executable or object file); 

 name which is not a name of a file, which can be defined explicitly 

during make run for correspondent program execution. 

Let’s consider following example: program consists from two source 

files a1.cc and a2.cc, each of them includes header file my.h. Executed file 

lab1 can be compiled by compiling source files to a1.o and a2.o and linking 

them. 

As a target we use a name of the executable file lab1, and a rule for 

linking lab1 would look like. 

lab1 : a1.o a2.o 
g++ -o lab1 a1.o a2.o 

 

Now every time when one of the object files would change, appropriate 

command from this rule would be run. 

Then we need rules for a1.o and a2.o creation. Each *.o file can be 

compiled from correspondent *.cc file, and, excepted that, must be 

recompiled if my.h file is changed. For each file can be provided next 

commands: 

a1.o : a1.cc my.h 
g++ -c a1.cc -o a1.o 

 

make allows to make rules easier using implicit rules. Implicit rules are 

stored within make and define dependencies by default. One of the implicit 

rules is that object file *.o depends on the file with the same name and 

extension *.cc and compilation goes through a command 

g++ -c ******.cc -o ******.o 

 

So our rules for object files become easier: 

a1.o : my.h # everything else by default 
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So the makefile would be: 

lab1 : a1.o a2.o 
g++ -o lab1 a1.o a2.o 

a1.o : my.h 
a2.o : my.h 

 

As we can see, we have list of object files repeated two times. For not 

to type such lists for several times (and they can be long), we can use inner 

variables of make. After definition of such variable, it can be used in any 

place of makefile. 

objects = a1.o a2.o          # variable definition  
lab1 : $(objects)            # variable using  
   g++ -o lab1 $(objects) 

 

As an example of a target, which is not a file, let’s examine target 

clean, which is used for cleaning a directory from the compilation results. To 

show, that this target is not a file name (and to prevent conflicts with the file 

named clean, if such appears in current directory), a target must be described 

explicitly in such way: 

 .PHONY : clean 
Rule for this target would be: 
 clean :  
     rm -f lab1 $(objects) 

 

Key -f for rm defines, that rm would not return mistake even if files are 

missing in the directory. 

For execution of such target, it must be defined explicitly as make 

parameter: 

 make clean 
Final makefile would be: 
 objects = a1.o a2.o 
 .PHONY : clean 
 lab1 : $(objects) 
     g++ -o lab1 $(objects) 
 a1.o : my.h 
 a2.o : my.h 
 clean :  
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     rm -f lab1 $(objects) 

 

If we need to link a project, consisting from several executable files (for 

example lab1a and lab1b) than we just can set a common target, for 

example all, depending on targets lab1a and lab1b: 

all : lab1a lab1b 
lab1a : $(objects_a) 
 g++ -o lab1a $(objects_a) 
lab1b : $(objects_b) 

 g++ -o lab1b $(objects_b) 

 

If there is a makefile in current directory, then xemacs automatically on 

a compile command would run make instead of compiler. 
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Assignment for the laboratory work 6 

Develop and debug a program project (two or more source files, 

connected) in Linux environment using vim, emac or nano editor, gcc/g++ 

compiler, project manager make and gdb debugger. Program project must 

implement collection of interacting units, using standard input-output. 

A student has to be ready to explain steps of project development and 

list tools of Linux environment, during project presentation.  

Create a program to find the values of the expressions A and B for the 

given values of the source data x, y, z. The functions for finding A and B 

must be described in separated files. You can get the input data from the 

table 3 (choose a variant according to your number in the group list). 

 

Table 3 – Input data 

Variant 

Number 
Functions 

Input Data 

x y z 

1 

3 1/sin42 | | , x zxA x y B e   
 

 

3.98 -1.62 0.52 

2 

3 ( /6)| |
sin( 3),

2| | 1/( 1)

y arctgzx
A y y B

x y


   

 
 

 

-0.62 0.82 25 

3 

2| |(1 sin /( ))( ) ( )
2 3 ,

| |
0,5

x x x y z x yy y
A B

x y
e x

  
  


  

 

3.25 0.32 0.4 

4 

3| 1| | | ( 3)
, ( )

2 21 0,5 0,25

x y x
A B x arctgz e

x y

   
  

 
 -0.62 3.32 5.4 
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Table 3 (continued) 

5 

23 1, | | (sin )A y x B x y z tgz     
 

 

17.4 10.3 0.82 

7 

1 1 2 3| | | |
, 1 | |

1 | | 2 3

y y
x e y x y x

A B y x
x y tgz

 
  

     
   

 

2.44 0.86 -0.16 

8 

2 3 4
31 , ( cos )

2! 3! 4!

x x x
A x B x arctgz y      

 

 

0.33 0.02 32 

9 

2/( 4) 1 cos( 2)
(1 ) ,

2 2 21/( 4) 0,5 sin

x y x y
A x B

xy x x z

   
  

     

 

3.25 4.2 -0.66 

10 

| | 62, (1 / 2)
2 3/( / )

x y
A y B tg z

y x y x y


   

 
 

0.12 -8.75 0.76 

11 

3 5
- | |

lg( ), - -
3! 5!

x xx y y
A e x z B x   

 

 

1.53 -3.26 8.2 

12 

22cos( /6)
, 1

2 20,5 sin 3 /5

x z
A B

y z


  

   

 

1.42 -1.22 3.52 

13 

3 28 | | 1 2, cos ( 0,5)
2 2 2

x y
A B arctg

x y

  
 

 
 3.74 -0.82 0.16 
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Ending of table 3 

14 

21 sin ( ) | | | | 2, ( 1)
2 2| 2 /(1 )|

x y y x y
A x B e tg z

x y x y

  
   

   

 

3.74 -0.82 0.16 

15 

2 3
1 2sin

|cos cos | , 1
2 3

z zy
A x y B z


     

 

 

0.42 -0.87 -0.47 

16 

2ln( | |)( /2), sinA y y x y B arctgz   
 

 

-15.2 4.64 21.3 

17 

2 2310( ), (arcsin ) | |
y

A x x B z x y


    
 

 

16.5 -2.75 0.15 

18 

23| |
5 0,25 ,

2| |

x x y x
A arctgx arctgy B

zx y z

  
  

   

 

-17.2 6.33 3.25 

19 

| |
| | ,

x y x y
A e x y B arctgx arctgz

 
    

 

 

-2.23 -0.82 15.2 

20 

/x

2

/(y x)
| x / |, B (y x)

1 (y x)

y y z
A y x

 
   

   

 

1.82 18.5 -3.29 
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MODULE 2. SECURITY OF LINUX OPERATING SYSTEM 

 

Laboratory work 7. Account Security (Perform security 

administration tasks) 

 

1. Introduction to features of SUID/SGID files 

A great deal of time and effort is placed into ensuring that operating 

systems are secure. System security involves understanding and auditing 

many different facets of the Linux operating system. 

In this module, there will be three primary areas of focus: 

1. Securing files and user accounts. 

2. Securing network services. 

3. Understanding and utilizing encryption technologies. 

While this section won’t cover every possible Linux security topic, 

understanding what is covered will provide you with the knowledge needed to 

implement a good security policy and the ability to protect the systems on the 

network. 

The widespread use of the internet and the availability of software 

applications have made systems vulnerable. Operating systems are at 

constant risk of being accessed by people who may want to steal or destroy 

data. Security is a critical issue; which system administrators need to 

understand and address. 

For Linux systems, the file is the most basic and important unit, making 

file-level permissions critical from the system security perspective. The file 

system stores the owner UID (User ID) and group GID (Group ID) of the file in 

the inode, a location in the file system that is used to store data associated 

with files. 

There are different types of UIDs supported by Linux to facilitate user 

management: 
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 Real User ID: The ID assigned by the system when a user logs 

in. All processes which are started by the user account will inherit the user’s 

real user ID. The real user ID can be displayed with the id -u -r command. 

 Effective User ID: The ID used by the system to determine the 

level of access the current process has. The setuid permission 

and su command, both discussed below, change the effective user ID of a 

program, providing a means for a user to run a program or access a file as 

another user without having to log off and log in to another user account. The 

effective user ID is displayed with the id command. 

 Saved User ID: A placeholder used for switching back and forth 

between real and effective UIDs. It is used when a program running with 

elevated privileges needs to do some unprivileged work temporarily; it 

changes its effective user ID from a privileged value (typically root) to some 

unprivileged one. 

Normally, when a user accesses or executes a file, the user’s real UID 

and GID are used to determine the level of access when executing the 

procedure. When an executable file (a program) has the SUID (Set User ID) 

(also referred to as setuid) permission, then the owner of the executable file 

becomes the Effective User ID to determine access and execute the 

procedure. Likewise, when a file has the SGID (Set Group ID) (also referred 

to as setgid) permission, the group owner identity of the file is used as the 

Effective Group ID to determine file access and execute the procedure. 

Consider This 

Files that have the SUID or SGID permission bits set can be used to 

create backdoors, which provide unauthorized access to the system. Diligent 

monitoring of the files that have these bits set is an important activity for the 

administrator to perform in order to keep the system secure. 

If a file has the setuid set on an executable file, the output of the ls -

l command for the file will display an s in the user execute column. For 
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example, notice the s in the owner execute column of the passwd command 

below. If the setuid was not set, a regular user would not be able to use 

the passwd command to write the new password to the /etc/shadow file 

since the file owner is root. The setuid allows, in this case, a regular user to 

temporarily become root so the new password can be written to 

the shadow file. Once the passwd command is finished executing, the 

effective user id changes from root back to the real user id of the user. 

sysadmin@localhost:~$ ls -l /usr/bin/passwd 
-rwsr-xr-x 1 root root 59640 Jan 25  2018 /usr/bin/passwd 

 

To add the setuid permission to a file, the administrator can execute the 

following command: 

chmod u+s file 

 

To demonstrate: 

sysadmin@localhost:~$ ls -l ./junk.txt 
-rw-r--r-- 1 root root 28 Dec 16 2018 ./junk.txt 
sysadmin@localhost:~$ chmod u+s ./junk.txt 
sysadmin@localhost:~$ ls -l ./junk.txt 
-rwSr--r-- 1 root root 28 Dec 16 2018 ./junk.txt 

 

The ./junk.txt file is used for demonstration and does not exist in our 

virtual environment. 

Notice from the listing, the fourth character is an S, where there would 

normally be an x, if this file was just executable. An uppercase S in the fourth 

character position means that the file does not have the execute permission, 

only the setuid permission. When this character is a lowercase s, it indicates 

that both the setuid and execute permissions are set. 

sysadmin@localhost:~$ chmod u+x ./junk.txt 
sysadmin@localhost:~$ ls -l ./junk.txt 
-rwsr--r-- 1 root root 28 Dec 16 2018 ./junk.txt 
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To remove the setuid permission from a file, the administrator can 

execute the following command: 

chmod u-s file 

 

To demonstrate: 

sysadmin@localhost:~$ chmod u-s ./junk.txt 
sysadmin@localhost:~$ ls -l ./junk.txt  
-rwxr--r-- 1 root root 28 Dec 16 2018 ./junk.txt 

 

As an alternative, the setuid bit can be set by adding the special 

permission octal mode of 4000 in addition to the ordinary permissions for 

owner, group, and other. For example, to set a file with the permissions 

of rwsr-xr-x, use the octal mode of 4755. 

In the majority of cases, the user owner of the file is the root account, so 

most of the time these files execute with root privileges. 

Other commands, like the wall command, have the setgid bit set 

intentionally, so the command runs with the group owner of the command 

instead of the group that the user executing the command belongs to. Files 

that have setgid bit set will have an s in the execute column for the group 

permissions, so the permissions on a setgid file will look similar to: 

root@localhost:~# ls -l /usr/bin/wall                    
-rwxr-sr-x 1 root tty 30800 Oct 15  2018 /usr/bin/wall   

 

To add the setgid permission to a file, the administrator can execute: 

chmod g+s file  

 

To demonstrate: 

sysadmin@localhost:~$ ls -l ./junk.txt 
-rwxr--r-- 1 root root 28 Dec 16 2018 ./junk.txt 
sysadmin@localhost:~$ chmod g+s ./junk.txt 
sysadmin@localhost:~$ ls -l ./junk.txt 
-rwxr-Sr-- 1 root root 28 Dec 16 2018 ./junk.txt 
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Like the setuid permission, an uppercase S instead of the s means the 

file lacks execute permission for the group. A lowercase s in 

the execute position of the group permissions indicates that this file has both 

the setgid and execute permission set. 

sysadmin@localhost:~$ chmod g+x ./junk.txt 
sysadmin@localhost:~$ ls -l ./junk.txt 
-rwxr-sr-- 1 root root 28 Dec 16 2018 ./junk.txt 

 

To remove the setgid permission from a file, the administrator can 

execute: 

chmod g-s file 

 

To demonstrate: 

sysadmin@localhost:~$ chmod g-s ./junk.txt 
sysadmin@localhost:~$ ls -l ./junk.txt 
-rwxr-xr-- 1 root root 28 Dec 16 2018 ./junk.txt 

 

As an alternative, the setgid bit can be set by adding the special 

permission octal mode of 2000 in addition to the ordinary permissions for 

owner, group, and other. For example, to set a file with the permissions 

of rwxr-sr-x, use the octal mode of 2755. 

When a parent process spawns a child process, the child process 

inherits the security context of the parent. So, if a program is setuid, any child 

processes spawned by it will also be setuid and likely have access to all 

resources accessible to the root user. 

Consider This 

When any user starts a program that does not have the SUID bit set, 

then the real, effective, and saved user ID will be initialized to the user’s UID. 

But if the SUID bit is set, then the effective user ID is set to the UID of the 

owner of the file that is being executed, while the real UID is unchanged. 
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2. Auditing SUID/SGID Files 

Since SUID/SGID files make a system vulnerable, the system 

administrator needs to keep track of these files. To find files which have the 

setuid bit set, execute the following command: 

root@localhost:~# find / -type f -perm -4000 2>/dev/null | less 
                                  
/usr/lib/openssh/ssh-keysign                  
/usr/lib/eject/dmcrypt-get-device               
/usr/lib/dbus-1.0/dbus-daemon-launch-helper     
/usr/bin/newgrp                               
/usr/bin/chfn                                  
/usr/bin/gpasswd                             
/usr/bin/passwd                                    
/usr/bin/chsh                                           
/usr/bin/sudo                                         
/usr/bin/traceroute6.iputils              
/bin/mount                                    
/bin/umount                                       
/bin/su                                        
/bin/ping                                  
/bin/fusermount                                    
/bin/ntfs-3g 

 

In the example above, the find command is used with the -type and -

perm options to look for files with the setuid permission (in octal notation) set 

in the root (/) folder. 

Consider This 

The find command generates error messages relating to certain files, 

especially those in the /proc directory. To eliminate the error messages, 

add 2>/dev/null to the find command to redirect all error messages to the bit 

bucket. 

To find files which have the setgid bit set, execute the following 

command: 

root@localhost:~# find / -type f -perm -2000 2>/dev/null | less 
/usr/lib/x86_64-linux-gnu/utempter/utempter      
/usr/lib/mc/cons.saver                     
/usr/bin/wall                          
/usr/bin/chage                           
/usr/bin/expiry                         
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/usr/bin/bsd-write                    
/usr/bin/ssh-agent                             
/usr/bin/mlocate                          
/usr/bin/crontab                                       
/sbin/pam_extrausers_chkpwd                          
/sbin/unix_chkpwd 

 

The SUID/SGID bit of the files above has been set for specific reasons. 

The commands such as passwd, chage, and chfn require root privileges to 

allow users to access the password files in the /etc directory. The commands 

such as sudo, su, and crontab need to be executed with root privileges on 

behalf of other users. 

If the administrator wants to locate either SUID or SGID files, then a 

logical OR condition (-o) can be added to the find command. If the 

administrator wants to differentiate the SUID or SGID type files, then the -

ls output option can be added to show a detailed listing of the files: 

root@localhost:~# find / -perm -4000 -o -perm -2000 -ls 2>/dev/null | less   
200540742     12 -rwxr-sr-x   1 root     utmp        10232 Mar 11  2016 /usr/lib/x86_64-linux-
gnu/utempter/utempter    
200415853     12 -rwxr-sr-x   1 root     tty         10232 Aug  4  2017 /usr/lib /mc/cons.saver      
200016721     32 -rwxr-sr-x   1 root     tty         30800 Oct 15  2018 /usr/bin/wall           
200016319     72 -rwxr-sr-x   1 root     shadow      71816 Jan 25  2018 /usr/bin/chage                    
200016386     24 -rwxr-sr-x   1 root     shadow      22808 Jan 25  2018 /usr/bin/expiry                     
200016310     16 -rwxr-sr-x   1 root     tty         14328 Jan 17  2018 /usr/bin/bsd-write              
200016636    356 -rwxr-sr-x   1 root     ssh        362640 Mar  4  2019 /usr/bin/ssh-agent      
200016508     44 -rwxr-sr-x   1 root     mlocate     43088 Mar  1  2018 /usr/bin/mlocate                
200016338     40 -rwxr-sr-x   1 root     crontab     39352 Nov 16  2017 /usr/bin/crontab            
 41670613      4 drwxrwsr-x   3 root     staff        4096 Mar 22  2019 /usr/local/lib/python3.6        
 41670614      4 drwxrwsr-x   2 root     staff        4096 Mar 22  2019 
/usr/local/lib/python3.6/dist-packages   
 41779085      4 drwxrwsr-x   2 root     staff        4096 Apr 24  2018 /var/loc 

 

Redirect the output of this find command to a file to create a baseline to 

audit changes in the SUID or SGID files. For example, after completing a 

fresh installation from verified installation media, the administrator could 

redirect the output of the list of files with setuid or setgid permission to 

the /root/special.perm (user-created) file by executing the following command: 

root@localhost:~# find / -perm -4000 -o -perm -2000 -ls 2>/dev/null > ~/special.perm 
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In the future, you could run the find command again and compare the 

results to the /root/special.perm file to see if any new files have either the 

setuid or setgid bit set. 

root@localhost:~# find / -perm -4000 -o -perm -2000 -ls 2>/dev/null > ~/current.perm; diff 
~/special.perm ~/current.perm 

 

Any output from the diff command would represent either a new file that 

was added with SUID or SGID permissions set, or an existing file that now 

has either setuid or setgid permission set that did not originally. Although it 

could represent an attempt at trying to compromise the system, the file could 

have also been recently added to the system through the valid installation of 

a software package. 

The system administrator should audit on a frequent basis, each and 

every file which has the SUID/SGID bit set and verify why it needs root 

privileges. Finding the files with the SUID/SGID bit set and comparing the list 

of files to the previous list is a great use of cron to automatically run once a 

month. 

 

3. Configuring sudo 

The superuser do sudo utility allows a user to execute a single 

program or command as the root or another user without knowing their 

password or remaining logged in as that user, thus improving security. This 

utility is commonly-used to execute programs that require root privileges. For 

example, if a regular user wants to install a software package, they would 

execute the following command: 

The bsdgames package below does not exist in the repository and will 

not actually install in our virtual environment. 

sysadmin@localhost:~$ sudo apt-get install bsdgames   
[sudo] password for sysadmin:      
Reading package lists... Done     
Building dependency tree         
Reading state information... Done        
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The following NEW packages will be installed:       
  bsdgames           
0 upgraded, 1 newly installed, 0 to remove and 0 not upgraded.       
Need to get 1082 kB of archives.     
After this operation, 2488 kB of additional disk space will be used. 
Package installation text omitted ...    

 

Note 

When sudo asks for a password, it needs the current user’s password, 

and not the root account password. 

The /etc/sudoers file is used to configure sudo and define security 

policy for its use. For example, you can enable specific commands for 

specific users and groups from specific computers and specify if a password 

is required. By default, the sudo command remembers the password for 15 

minutes, allowing you to execute multiple commands with sudo in quick 

succession. After 15 minutes, the user is prompted for the password again. 

This time limit can be changed by the administrator as per the security policy 

by changing a setting in the /etc/sudoers file. 

Important 

The /etc/sudoers file should be edited using the visudo command as 

root or by using sudo and not a standard text editor. visudo is a special 

editor that validates the syntax of the file before saving the changes. 

In addition to customized settings, /etc/sudoers contains two types of 

entries: 

Aliases: The configuration allows four types of aliases: 

 User_Alias 

 Host_Alias 

 Runas_Alias 

 Cmnd_Alias 

The entries in the file will look like the following: 

User_Alias     OPERATORS = user1, user2, user3 
Host_Alias     DBNET = 172.16.0.0/255.255.224.0 
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Runas_Alias    OP = root, operator 
Cmnd_Alias     EDITORS = /usr/bin/vim, /usr/bin/nano 

 

Specifications define which users can execute which programs 

(Table  4).  

 

Table 4 – Specifications define which users can execute which programs 

Alias Type Definition 

User Specifies groups of users. 
Usernames, system groups (prefixed by a percent % sign), and netgroups 
(prefixed by a plus + sign) can be specified. 

Host Specifies a list of hostname, IP addresses, networks, and netgroups (prefixed 
with a plus + sign). 

Runas Similar to user aliases but accepts UIDs instead of username. Better for 
matching multiple user names and groups having different names but the 
same UID. 

Command Specifies a list of commands and directories. 
Specifying a directory will include all files within that directory but no 
subdirectories. 

 

These look like the following: 

1. OPERATORS ALL=ALL 
2. testuser1 DBNET=(ALL) ALL 
3. testuser2 ALL= EDITORS 

 

The sudo settings for the examples above are described below: 

 The 1st line indicates that users who are part of 

the OPERATORS groups can execute any command. The first ALL indicates 

which machines the rule applies to, and the second ALL indicates which 

commands can be executed. 

 The 2nd line indicates that testuser1 can run any command as 

any user on any host that is in the DBNET network. 
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Note 

This means that this rule only applies to the local machine if that 

machine is within the DBNET network. 

 The 3rd line indicates that testuser2 can run 

the vim and nano editors as either the root user or any other user on the 

system. 

Consider This 

There are several key advantages of using sudo instead of logging in 

as root: 

 The root password is not exposed to users. 

 The amount of time that users spend with root privileges is strictly 

restricted to the command execution only. 

 Users that are executing the commands as root are logged. 

 

Some of the key options of the sudo command are (Table 5).  

 

Table 5 – Some of the key options of the sudo command are 

Option Meaning 

-b Execute the command in background 

-u user_name Execute the command as the specified user instead of as the root 
user 

-k Invalidates the user’s cached credentials 

-v Update the user’s cached credentials 

-n Do not prompt the user for their password 

 

4. Understanding su 

The superuser su command is used to execute a shell with a different 

user identity. This command is typically used by a regular user to execute a 

command which otherwise needs root privileges or when the root user wants 
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to execute a command as a regular user. For a regular user to use this 

command, the password for the other account must be entered. 

Some of the key options of this command are: 

 

Table 6 – Some of the key options of this command are 

Option Meaning 

- 
-l 

Start the new user’s login shell and execute the initialization (.rc) files 
providing an environment (i.e., variables, aliases, home directory, etc.) 
similar to what the user would expect had the user logged in directly. 

-c command Pass a single command to the shell. As a result, after the su command 
has completed, the user will revert back to their original shell. 

-m Do not reset the values of environment variables. 
If someone with knowledge of the root password needs to execute 
several commands with root privileges, they would use the su -
 command to switch identities to the root user and acquire the root 
account environment settings (the - option tells the shell to read the 
user’s initialization files) by executing the following command and 
providing the root user’s password: 

 

sysadmin@localhost:~$ su -      
Password:       
root@localhost:~# 

 

Without specifying a username, the su - command defaults to the root 

user, making it equivalent to su - root, and requires the root password. 

The su command can be used to switch to any valid user account, provided 

the account password is known. For example, to switch identities to 

the user1 account and acquire the environment settings of user1, execute the 

following command and provide the password for user1: 

 

sysadmin@localhost:~$ su - joe               
Password:           
joe@localhost:~$ pwd                  
/home/joe  
joe@localhost:~$ exit             
logout 
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To switch identities to the user1 account while remaining in the 

environment of the previous account, omit the -. This tells the shell to switch 

UIDs but don’t read the new user’s initialization files. 

 

sysadmin@localhost:~$ su joe         
Password:         
joe@localhost:~$       

 

Consider This 

The main differences between su and sudo are that su switches the 

current user (possibly to root) and remains that user until the account is 

exited, whereas sudo runs a single command with root privileges when 

provided the current user’s password. Additionally, the sudo command must 

be set up by the administrator, while the su command only requires knowing 

another user’s password. 

 

5. Setting User Passwords 

Usernames are used to identify users on the system. 

The /etc/passwd file stores user account information, while 

the /etc/shadow file stores the encrypted password and information about 

aging that password (the time before they are forced to change it). To keep 

system passwords secure, only the root user can read and edit 

the /etc/shadow file. 

When a user logs in and enters their password, the system applies an 

encryption algorithm to what they entered and attempts to match it to the 

encrypted password in the /etc/shadow file. If the passwords match, the user 

is allowed access to the system. 

User passwords are set initially by the administrator after the user 

account is created. The administrator uses the passwd command to change 

a user’s password at any time. For example, if the user administrator had just 
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created the account testuser1 by executing the useradd 

testuser1 command, the next step to activate that account would be to 

execute the following command: 

sysadmin@localhost:~$ su - 
Password: 
root@localhost:~# useradd testuser1 

 

Once the user is created, the administrator is able to create a password 

for the new user using the passwd command. After entering the following 

command, the administrator is asked to provide the same password twice. 

The password is then encrypted and recorded in the /etc/shadow file. 

root@localhost:~# passwd testuser1                   
Enter new UNIX password:                         
Retype new UNIX password:                            
   passwd: password updated successfully     

 

The same passwd command is used by the root user to change a 

user’s password should they forget. 

After a user account is created using the useradd command and the 

user’s password is set with the passwd command, the system administrator 

can enforce changing the password upon the user’s first login attempt by 

executing the chage (change password expiry) command: 

root@localhost:~# chage -d 0 testuser1                       
root@localhost:~# exit                                
sysadmin@localhost:~$ su testuser1                  
Password:                                                
You are required to change your password immediately (root enforced)             
Changing password for testuser1.                           
(current) UNIX password: 
Enter new UNIX password:                               
Retype new UNIX password:                          
testuser1@localhost:/home/sysadmin$ exit 
sysadmin@localhost:~$ 
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Note 

The chage command used to expire the password in the example 

above is covered in more detail later in the chapter. 

Changing the password can also be enforced using the -e option with 

the passwd command: 

sysadmin@localhost:~$ sudo passwd -e testuser1 
[sudo] password for sysadmin:                      
passwd: password expiry information changed.         
sysadmin@localhost:~$ su testuser1                    
Password:            
You are required to change your password immediately (root enforced)    
(current) UNIX password:                 
Enter new UNIX password:                    
Retype new UNIX password: 
testuser1@localhost:/home/sysadmin$ exit         
sysadmin@localhost:~$ 

 

The system administrator can lock a user’s password, preventing them 

from accessing their account by executing the passwd -l command or by 

executing the usermod command with the -L option. When the user logs on, 

the Authentication Failure message is displayed: 

sysadmin@localhost:~$ sudo usermod -L testuser1 
sysadmin@localhost:~$ su testuser1                    
Password:                                          
su: Authentication failure                    

 

The account can be unlocked by assigning a password with 

the passwd command, executing the passwd -u command, or by executing 

the usermod command with the -U option: 

sysadmin@localhost:~$ sudo usermod -U testuser1           
sysadmin@localhost:~$ su testuser1  
Password: 
testuser1@localhost:/home/sysadmin$ exit            
sysadmin@localhost:~$  

 

A regular user can change their account password using 

the passwd command, while the root user can change the password of any 
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account using the passwd command. The passwd command also provides 

options to view password expiry information. 

 

6. Aging User Passwords 

Password aging is a security feature that allows a system administrator 

to require users to change their password after a specified period. When a 

new user account is created, the values in the /etc/login.defs and 

the /etc/default/useradd files will determine the aging constraints for that 

user’s password. Updating these files will not affect any existing users, but 

only new users created after the updates are made. 

The table 7 lists the name of the variable, the default value, and the 

meaning of the value for the variable in the /etc/login.defs file. 

 

Table 7 – Name of the variable, the default value, and the meaning of the 

value for the variable in the /etc/login.defs file 

Variable Default Meaning 

PASS_MAX_DAYS 99999 Maximum number of days before a user must 
change their password 

PASS_MIN_DAYS 0 Minimum number of days after the password has 
been changed before it can be changed again 

PASS_WARN_AGE 7 Number of days before a password’s expiration that 
the user will begin to see warnings about setting a 
new password 

 

The table 8 lists the name of the variable, the default value, and the 

meaning of the value for the variable in the /etc/default/useradd file. 
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Table 8 – Name of the variable, the default value, and the meaning of the 

value for the variable in the /etc/default/useradd file 

Variable Default Meaning 

INACTIVE -1 Number of days after a password should have been changed 
that the user can still log in to change their password 

EXPIRE  By default, there is no date set on which accounts that are 
created will expire 

 

In order for the above two files to have any effect on a user account, the 

values must be set in the files before the user account is created. Options 

that are used with the useradd command will override any values specified in 

these files. For example, although there isn’t a default expiration date, the 

administrator can override that value by specifying an -e or --expire option to 

the useradd command. In adding an account for a contractor whose contract 

is finished on 12/31/2025, the administrator could have their account expire 

on that date by executing the following: 

root@localhost:~# useradd -e 12/31/2025 contractor                               
root@localhost:~# chage -l contractor                                            
Last password change                                    : Nov 13, 2019           
Password expires                                        : never      
Password inactive                                       : never      
Account expires                                         : Dec 31, 2025           
Minimum number of days between password change          : 0                      
Maximum number of days between password change          : 99999                  
Number of days of warning before password expires       : 7 

 

The table 9 lists the useradd and usermod options that can be used to 

affect the aging of a user’s account.  

 

Table 9 – The useradd and usermod options 

Option(s) Meaning 

-e Set the date the account is no longer available for use 
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Ending of table 9 

-f Set the number of days the account can go beyond the password expiration 
(inactive) and the user can still log in to change password 

 

Some of the password aging values of an existing account can be 

modified by using the passwd command when executed as the root user. 

The following table shows the passwd command options and their meaning 

(Table 10). 

 

Table 10 – The passwd command options and their meaning 

Option(s) Meaning 

-e Immediately expire the user’s password 

-x Set the maximum number of days the user can keep a password without 
updating it 

-n Set the minimum number of days that a user must wait to change their 
password after having updated their password 

-w Set the number of days before the password is about to expire that the user 
starts to receive warnings about changing their password 

-i Set the number of days the account can go beyond the password expiration 
(inactive) and the user can still log in to change their password 

 

Although not recommended, the administrator could affect the aging of 

a user’s account password by carefully editing certain fields in 

the /etc/shadow file using the vipw (preferred) or vi commands. Below are 

the entries for the testuser1 and contractor accounts in the shadow file: 

testuser1:$6$Q9ye8DCt$vsygxtFPurGvbkLtfSaWn.OIOByzEL7uJwxH5Prk8wyPZWgWvT
Q1.u1LbQHNo8fkEyAuZI3G/b2E8jfk/IpEO/:16427:0:99999:7::: 
contractor:!:16427:0:99999:7::16800: 

 

The /etc/shadow file contains the following fields of information from left 

to right separated by colons (Table 11). 
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Table 11 – The /etc/shadow file contains the following fields of information 

from left to right separated by colons 

Field Example Contents 

login name testuser1 The name of the user account 

encrypted password $6$Q9... The user’s encrypted password. If starting with 
a ! or *, the account is locked. An empty field 
indicates no password is needed to log in. 

date of last password 
change 

18213 The date the user’s password was last changed, 
as expressed in the number of days since 
January 1, 1970 

minimum password age 0 The minimum number of days the user must wait 
to change their password after their password 
has been changed 

maximum password age 99999 The maximum number of days the user can wait 
after which they must change their password 

password warning period 7 The number of days before a password is about 
to expire that the user begins to be warned of 
changing their password 

account expiration date 16800 The date the account will be expired as 
expressed in the number of days since January 
1, 1970 

reserved field  Reserved for future use 

 

While useradd, usermod, and passwd commands each offer some 

options to affect the aging of passwords, only the chage command offers the 

ability to change all aging settings in addition to displaying these values in a 

human-readable format. 

The chage (change password expiry) command is the preferred way to 

update the aging information for an existing user account. The command also 

provides an easy way to view the date values for accounts, which are stored 

in the /etc/shadow file as the number of days since January 1, 1970, in 

ordinary date values. For example, consider the following entry for 

the testuser1 account: 
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root@localhost:~# grep testuser1 /etc/shadow         
testuser1:$6$It63Hhur$nVJflILTQjuDN/WwIgzsuonko/dhQDjqTLebGqAZUbY/wSUzyE3Qi
cUR6RJPcorkuenku.Rz/4v2ZAFMmqMsv/:18213:0:99999:7::: 

 

The value of 18213 indicates the number of days since January 1, 

1970, that the user’s password was last changed. Once the administrator 

executes the following command, then the value will be shown as an ordinary 

date: 

root@localhost:~# chage -l testuser1                              
Last password change                                    : Nov 12, 2019           
Password expires                                        : never                  
Password inactive                                       : never                  
Account expires                                         : never                  
Minimum number of days between password change          : 0                      
Maximum number of days between password change          : 99999                  
Number of days of warning before password expires       : 7 

 

The chage command has the following options which allow for all of the 

aging information for an account to be updated (Table 12). 

 

Table 12 – The chage command has the following options 

Option Meaning 

-d Set the last date the password was changed 

-E Set the account expiration date 

-I Set the number of inactive days after a password expires that a user can still log in 
to change their password 

-m Set the minimum number of days after a password has been updated that the user 
must wait before the password can be changed 

-M Set the maximum number of days before a password must be changed 

-W Set the number of days before the password expires before warnings start 

 

For example, if the company policy indicates that passwords should be 

changed at least every 45 days, then the administrator could execute the 

following command to apply this rule to the testuser1 account: 
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root@localhost:~# chage -M 45 testuser1                     
root@localhost:~# chage -l testuser1                  
Last password change                                    : Nov 13, 2019           
Password expires                                        : Dec 28, 2019           
Password inactive                                       : never                  
Account expires                                         : never                  
Minimum number of days between password change          : 0                      
Maximum number of days between password change          : 45                     
Number of days of warning before password expires       : 7 

 

The chage command also supports an interactive mode which can be 

invoked using the following command: 

root@localhost:~# chage testuser1                                                    
Changing the aging information for testuser1                                         
Enter the new value, or press ENTER for the default                              
                                                                                 
        Minimum Password Age [0]:                                                
        Maximum Password Age [45]:                                               
        Last Password Change (YYYY-MM-DD) [2019-11-13]:            
        Password Expiration Warning [7]:                                         
        Password Inactive [-1]:                                                  
        Account Expiration Date (YYYY-MM-DD) [-1]: 

 

7. Assessing Network Security 

The nmap (network mapper) command is an open source tool used by 

system administrators for auditing networks, security scanning, and finding 

open ports on host machines. It is capable of scanning a host or the entire 

subnet to find open TCP and UDP ports. This tool is also used by attackers to 

find vulnerable ports. 

Warning 

To avoid suspicion of using the tool to find a way to attack the systems 

on your network, it is recommended that you obtain authorization before 

using the nmap command. 

If the nmap command is executed without any options, then it will scan 

for open TCP ports and report the open ports along with the service running 

on them. For example, execute the following command: 



127 
 

The examples below may not match the output in our virtual 

environment. 

root@localhost:~# nmap example.com      
 
Starting Nmap 6.40 ( http://nmap.org ) at 2015-03-13 22:02 UTC      
Nmap scan report for example.com (192.168.1.3)                       
Host is up (0.000013s latency).                                
Not shown: 998 closed ports                                      
PORT   STATE SERVICE                                     
22/tcp open  ssh                                             
53/tcp open  domain                                                
                                                           
Nmap done: 1 IP address (1 host up) scanned in 2.49 seconds 

 

This output mentions the PORT number, the protocol used, 

the STATE of the port, and the SERVICE using the port. The state of the port 

can be (table 13) 

 

Table 13 – The state of the port 

State Meaning 

open Application on the target host is listening for incoming packets on this port 

closed No applications are listening on this port 

filtered The nmap command cannot identify if the port is open or closed because a 
network-level firewall or similar filter is not allowing probes to this port 

unfiltere
d 

The nmap command can probe this port but does not have adequate 
information to conclude if it is open or closed 

 

To scan for both TCP and UDP ports that may be open, 

the nmap command can be executed with both the -sT and -sU options: 

root@localhost:~# nmap -sT -sU example.com      
Starting Nmap 6.40 ( http://nmap.org ) at 2015-03-13 22:07 UTC           
WARNING: No targets were specified, so 0 hosts scanned.             
Nmap done: 0 IP addresses (0 hosts up) scanned in 0.03 seconds 
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To check which hosts are available on a network, the nmap command 

provides an option that will effectively ping all the hosts on the given network. 

For example: 

root@localhost:~# nmap -sP 192.168.1.3/24   
Starting Nmap 6.40 ( http://nmap.org ) at 2015-03-13 22:10 UTC           
Nmap scan report for example.com (192.168.1.3)                     
Host is up.                                                   
Nmap done: 256 IP addresses (1 host up) scanned in 10.46 seconds 

 

Consider This 

In order to get an accurate assessment of the open ports of a system, it 

should be scanned with the nmap command from a different machine. Also, 

consider executing the nmap command from a system that resides on a 

different network to check router settings. 

The network status netstat command provides a wealth of information 

about network connections, interface statistics, routing tables, and many 

other details of the network configuration that have been discussed in 

previous chapters. It is designed to be run on the local system; it does not 

scan ports on remote systems. 

In assessing network security, the most useful options of 

the netstat command are those which show the network ports that are 

currently open and the state of the connections. 

The following table shows the options of the netstat command, which 

are useful for viewing network ports: 

 

Table 14 – Options of the netstat command 

Option Meaning 

-l Display sockets that are listening 

-a Display all sockets 

-n Don’t resolve host, port or user names 
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Ending of table 14 

-e Display extended information process 

-p Display PID and program name 

-t Display TCP sockets 

-u Display UDP sockets 

 

To view all open ports and the processes which opened them, execute 

the following command: 

root@localhost:~# netstat -lunpt                                                 
Active Internet connections (only servers)                                       
Proto Recv-Q Send-Q Local Address           Foreign Address         State        
PID/Program name                                                                 
tcp        0      0 127.0.0.11:33314        0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 192.168.1.2:53          0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 127.0.0.1:53            0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 0.0.0.0:22              0.0.0.0:*               LISTEN       
16/sshd                                                                          
tcp        0      0 127.0.0.1:953           0.0.0.0:*               LISTEN       
-                                                                                
tcp6       0      0 :::53                   :::*                    LISTEN       
-                                                                                
tcp6       0      0 :::22                   :::*                    LISTEN       
16/sshd                                                                          
tcp6       0      0 ::1:953                 :::*                    LISTEN       
-                                                                                
udp        0      0 192.168.1.2:53          0.0.0.0:*                            
-                                                                                
udp        0      0 127.0.0.1:53            0.0.0.0:*                            
-                                                                                
udp        0      0 127.0.0.11:38117        0.0.0.0:*                            
-                                                                                
udp6       0      0 :::53                   :::*                                 
- 

 

The protocol, the port number, the process name, and PID are the key 

fields in the output above. 
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8. Processes Accessing Files 

To secure a system, it is essential to know which processes are running 

on the system and their interaction with other hosts on the network. The list 

open files lsof command is a useful utility for viewing files opened by active 

processes. The files included are: regular files, directories, block special files, 

character special files, libraries, and network sockets. 

To view all open files on the system, execute the following command 

(this will return a large amount of output): 

root@localhost:~# lsof | more 
COMMAND   PID TID     USER   FD      TYPE    DEVICE SIZE/OFF      NODE NAME      
init        1         root  cwd       DIR     0,190     4096 100037959 /         
init        1         root  rtd       DIR     0,190     4096 100037959 /         
init        1         root  txt       REG       8,2     8440  73798352 /sbin/init                                                                    
init        1         root  mem       REG       8,2  2030544  73139866 /lib/x86_ 
64-linux-gnu/libc-2.27.so                                                        
init        1         root  mem       REG       8,2   170960  73139853 /lib/x86_ 
64-linux-gnu/ld-2.27.so                                                          
init        1         root    0u      CHR    136,26      0t0        29 /26       
init        1         root    1u      CHR    136,26      0t0        29 /26       
init        1         root    2u      CHR    136,26      0t0        29 /26       
login       7         root  cwd   unknown                              /proc/7/c 
wd (readlink: Permission denied)                                                 
login       7         root  rtd   unknown                              /proc/7/r 
oot (readlink: Permission denied)                                                
login       7         root  txt   unknown                              /proc/7/e 
xe (readlink: Permission denied)                                                 
login       7         root    0u  unknown                              /proc/7/f 
d/0 (readlink: Permission denied)                                                
login       7         root    1u  unknown                              /proc/7/f 
d/1 (readlink: Permission denied)                                                
login       7         root    2u  unknown                              /proc/7/f 
--More-- 

 

To list all files opened by a particular user, execute the following 

command: 

root@localhost:~# lsof -u sysadmin 
COMMAND PID     USER   FD      TYPE DEVICE SIZE/OFF NODE NAME                    
bash     62 sysadmin  cwd   unknown                      /proc/62/cwd (readlink: 
 Permission denied)                                                              
bash     62 sysadmin  rtd   unknown                      /proc/62/root (readlink 
: Permission denied)                                                             
bash     62 sysadmin  txt   unknown                      /proc/62/exe (readlink: 
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 Permission denied)                                                              
bash     62 sysadmin    0   unknown                      /proc/62/fd/0 (readlink 
: Permission denied)                                                             
bash     62 sysadmin    1   unknown                      /proc/62/fd/1 (readlink 
: Permission denied)                                                             
bash     62 sysadmin    2   unknown                      /proc/62/fd/2 (readlink 
: Permission denied)                                                             
bash     62 sysadmin  255   unknown                      /proc/62/fd/255 (readlink: Permission 
denied)                                                           

 

To list all programs listening to ports, execute the following command: 

For demonstration purposes, the examples below display additional 

programs not currently running in the VM. The output in the examples may 

not match the output in our virtual environment. 

root@localhost:~# lsof -i 
COMMAND   PID USER   FD   TYPE   DEVICE SIZE/OFF NODE NAME                       
sshd       43 root    3u  IPv4 31132930      0t0  TCP *:ssh (LISTEN)             
sshd       43 root    4u  IPv6 31132932      0t0  TCP *:ssh (LISTEN)             
named      60 bind   20u  IPv6 31135078      0t0  TCP *:domain (LISTEN)          
named      60 bind   21u  IPv4 31135083      0t0  TCP localhost:domain (LISTEN)  
named      60 bind   22u  IPv4 31135084      0t0  TCP localhost:953 (LISTEN)     
named      60 bind   23u  IPv6 31135085      0t0  TCP localhost:953 (LISTEN)     
named      60 bind  512u  IPv6 31135077      0t0  UDP *:domain                   
named      60 bind  513u  IPv6 31135077      0t0  UDP *:domain                   
named      60 bind  514u  IPv6 31135077      0t0  UDP *:domain                   
named      60 bind  515u  IPv6 31135077      0t0  UDP *:domain 
Output Omitted... 

 

To list all TCP connections, execute the following command: 

root@localhost:~# lsof -i TCP 
COMMAND   PID USER   FD   TYPE   DEVICE SIZE/OFF NODE NAME                       
sshd       43 root    3u  IPv4 31132930      0t0  TCP *:ssh (LISTEN)             
sshd       43 root    4u  IPv6 31132932      0t0  TCP *:ssh (LISTEN)             
named      60 bind   20u  IPv6 31135078      0t0  TCP *:domain (LISTEN)          
named      60 bind   21u  IPv4 31135083      0t0  TCP localhost:domain (LISTEN)  
named      60 bind   22u  IPv4 31135084      0t0  TCP localhost:953 (LISTEN)     
named      60 bind   23u  IPv6 31135085      0t0  TCP localhost:953 (LISTEN)     
sendmail- 115 root    4u  IPv4 31135323      0t0  TCP localhost:smtp (LISTEN)    
sendmail- 115 root    5u  IPv4 31135324      0t0  TCP localhost:submission (LIST 
Output Omitted... 
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If the application wants to use a particular port (for example, port 25) 

and the error message that is shown is port already in use, check which 

process is currently using this port by executing the following command: 

root@localhost:~# lsof -i TCP:25 
COMMAND   PID USER   FD   TYPE   DEVICE SIZE/OFF NODE NAME                       
sendmail- 115 root    4u  IPv4 31135323      0t0  TCP localhost:smtp (LISTEN) 

 

To check all connections to and from a particular host, execute the 

following command: 

root@localhost:~# lsof -i @127.0.0.1 
COMMAND   PID USER   FD   TYPE   DEVICE SIZE/OFF NODE NAME                       
named      60 bind   21u  IPv4 31135083      0t0  TCP localhost:domain (LISTEN)  
named      60 bind   22u  IPv4 31135084      0t0  TCP localhost:953 (LISTEN)     
named      60 bind  516u  IPv4 31135082      0t0  UDP localhost:domain           
named      60 bind  517u  IPv4 31135082      0t0  UDP localhost:domain           
named      60 bind  518u  IPv4 31135082      0t0  UDP localhost:domain           
named      60 bind  519u  IPv4 31135082      0t0  UDP localhost:domain           
sendmail- 115 root    4u  IPv4 31135323      0t0  TCP localhost:smtp (LISTEN)    
sendmail- 115 root    5u  IPv4 31135324      0t0  TCP localhost:submission (LISTEN) 

 

The file user fuser command can also be used to display information 

about open files and sockets being accessed by processes. 

The fuser command is touted as easy to use compared to 

the lsof command; however, both commands have their advantages 

depending on what information is desired. For example, the lsof command is 

appropriate if a user needs to list all or multiple files being accessed, whereas 

the fuser command can be used to list processes accessing a specific file. 

The fuser command also has the ability to kill processes accessing a file 

using the -k option. 

To use the fuser command, specify a file or directory as an argument. 

Used without options, the fuser command will display only the PIDs of 

processes accessing the file: 

root@localhost:~# fuser / 
Output omitted... 
/:                       1rc    13r    16rc    82r 
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In the output above, the / directory is being accessed by processes with 

the PIDs 1, 13, 16, and 82. 

To display additional information such as process names, use 

the verbose -v option. The command below will display all (-a) processes 

accessing the / directory: 

root@localhost:~# fuser -av / 
Output Omitted... 
                   USER      PID ACCESS COMMAND           
/:                 root   kernel mount / 
                   root        1 .rc.. init 
                   root       13 .r... cron 
                   root       16 .rc.. sshd 
                   root       82 .r... bash 

 

The access types under the ACCESS column include r for root 

directory and c for current directory. 

Access codes that might be reported by the fuser command are: 

 

Table 15 – Access codes that might be reported by the fuser command 

Access Code Meaning 

c The process is using the mount point or a subdirectory as its current 
directory. 

e The process is an executable file that resides in the mount point 
structure. 

f The process has an open file from the mount point structure. 

F The process has an open file from the mount point structure that it is 
writing to. 

r The process is using the mount point as the root directory. 

m The process is a memory-mapped (mmap) file or shared library. 

 

9. Setting User Limits 

The user limit ulimit command is used to control resources that can be 

assigned by a user’s login shell and child processes spawned from the shell. 
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The system administrator may need to regulate the use of shared resources 

to prevent one process from using too much of a resource, preventing 

another process or user from having sufficient access to that resource. 

The ulimit command is used to set limits at the user level and these limits are 

applicable to all processes running for that user. 

There can be two types of limits; hard limits and soft limits. The hard 

limits are set by the root user, while the soft limits can be set by either the 

root user or a regular user can set their own soft limit. The main constraint is 

that soft limits cannot exceed hard limits. 

To view the currently set limits for a user’s account, you must be logged 

in as the user and execute the following command: 

sysadmin@localhost:~$ ulimit -a                                   
core file size          (blocks, -c) 0                        
data seg size           (kbytes, -d) unlimited               
scheduling priority             (-e) 0                       
file size               (blocks, -f) unlimited                  
pending signals                 (-i) 515165                    
max locked memory       (kbytes, -l) 64                       
max memory size         (kbytes, -m) unlimited                
open files                      (-n) 1024                     
pipe size            (512 bytes, -p) 8                        
POSIX message queues     (bytes, -q) 819200                   
real-time priority              (-r) 0                        
stack size              (kbytes, -s) 8192                     
cpu time               (seconds, -t) unlimited                
max user processes              (-u) 1048576                  
virtual memory          (kbytes, -v) unlimited                
file locks                      (-x) unlimited 

The first line of the output indicates that the core file (a potentially large 

image of a process’s memory at the time it was terminated and used for 

debugging) cannot be created by this user. Suppose the user is part of the 

development team; creation of core files of unlimited size for testing purposes 

can be enabled, using the -c option: 

sysadmin@localhost:~$ ulimit -c unlimited                                        
sysadmin@localhost:~$ ulimit -a                                                  
core file size          (blocks, -c) unlimited 
Output omitted... 
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The ulimit command options are provided in parenthesis as part of 

the ulimit -a output. For example, (-u) indicates the -u option is used to set 

the maximum number of concurrent processes the user can have. This is 

useful in preventing a hacker or any user from creating a fork bomb (creating 

new processes rapidly exhausting all system resources), which is a form of 

Denial of Service (Dos) attack. 

Based on the ulimit -a output above, the user can currently execute 

1048576 processes: 

max user processes              (-u) 1048576 

 

To reduce this limit, execute the following command: 

sysadmin@localhost:~$ ulimit -u 512                                              
sysadmin@localhost:~$ ulimit -a                                                  
core file size          (blocks, -c) unlimited                                   
Output omitted...  
max user processes              (-u) 512 

 

Some of the key options of ulimit are as follows: 

 

Table 16 – Key options of ulimit 

Option Meaning 

-c Maximum size of core files created 

-d Maximum size of the process’s data segment 

-s Maximum stack size 

-u Maximum number of processes available to a single user 

-v Maximum virtual memory available to the user’s process 

-l Maximum size that may be locked into memory 

 

While it is possible for the administrator to interactively set limits with 

the ulimit command, the /etc/security/limits.conf file can be used to set 

permanent limits for users that are enforced when the user logs in. Also, files 
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that have a file name that matches the glob *.conf may be placed in 

the /etc/security/limits.d directory; these files can contain entries to make 

limits persistent. 

The syntax of entries for these configuration files follows the pattern: 

<domain> <type> <item> <value> 

 

The domain represents the users to which the limits apply. The 

following can be used as a domain: 

 a username; 

 a group name prefixed with the @ symbol; 

 an asterisk * to apply to every user; 

 a UID range as min_uid:max_uid, i.e. 500:1000; 

 a GID range as @min_gid:max_gid, i.e., @1000:1500. 

The type is the kind of limit that is being set. The limit type can be: 

 -; 

 hard; 

 soft. 

Hard limits are enforced by the kernel, and a user cannot use resources 

beyond such a limit. Soft limits can be thought of as default limits for normal 

usage, and the user can increase or decrease the limit within the range 

permitted by the hard limit. When a user exceeds a soft limit, a warning is 

displayed. The - is used to enforce setting the soft and hard limits together. 

The item is the resource that is being restricted. The output of 

the ulimit -a command displays all the resources that can be restricted with 

limits. The value displayed is the hard (actual) limit. The following is a list of 

the items that can be restricted with limits: 

 core: limits the core file size (KB); 

 data: max data size (KB); 

 fsize: maximum filesize (KB); 
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 memlock: max locked-in-memory address space (KB); 

 nofile: max number of open files; 

 rss: max resident set size (KB); 

 stack: max stack size (KB); 

 cpu: max CPU time (MIN); 

 nproc: max number of processes; 

 as: address space limit (KB); 

 maxlogins: max number of logins for this user; 

 maxsyslogins: max number of logins on the system; 

 priority: the priority to run user process with; 

 locks: max number of file locks the user can hold; 

 sigpending: max number of pending signals; 

 msgqueue: max memory used by POSIX message queues 

(bytes); 

 nice: max nice priority allowed to raise to, values: [-20, 19]; 

 rtprio: max realtime priority. 

If a new limit is set in the configuration files, the limit will not apply until 

the next time the user logs into the system. 

The /etc/security/limits.conf provides the syntax with example entries 

denoted by lines that start with the comment # symbol. Below are additional 

entry examples for the limits.conf file: 

sysadmin@localhost:~$ tail -n 14 /etc/security/limits.conf                       
#<domain>      <type>  <item>         <value>                                    
#                                                                                
 
#*               soft    core            0                                       
#root            hard    core            100000                                  
#*               hard    rss             10000                                   
#@student        hard    nproc           20                                      
#@faculty        soft    nproc           20                                      
#@faculty        hard    nproc           50                                      
#ftp             hard    nproc           0                                       
#ftp             -       chroot          /ftp                                    
#@student        -       maxlogins       4                                       
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# End of file 

 

Consider This 

Setting permanent limits for users in the /etc/security/limits.conf file 

helps to protect Linux systems from fork bombs (also called rabbit viruses in 

the Linux realm), which attempt to create an infinite number of processes and 

consume all of the memory in a multi-user environment. By default, most 

distributions intended for server use have these limits set. 

By contrast, distributions intended for use by a single user often do not 

have these limits set. The philosophy is that you can do anything with your 

own computer - even crash it. 

 

10. Viewing Current Users 

Once users are added, and their account parameters are configured, a 

system administrator can monitor when the users are logged into the system. 

The who command displays a list of users who are currently logged into the 

system, where they are logged in from, and when they logged in. Through the 

use of options, this command is also able to display information such as the 

current runlevel (a functional state of the computer) and the time that the 

system was booted. 

For example: 

sysadmin@localhost:~$ who 
root      tty2        2013-10-11 10:00 
sysadmin tty1        2013-10-11 09:58 (:0) 
sysadmin  pts/0       2013-10-11 09:59 (:0.0) 
sysadmin  pts/1       2013-10-11 10:00 (example.com) 

 

The following describes the output of the who command: 

 Username 

root          tty2        2013-10-11 10:00 
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This column indicates the name of the user who is logged in. 

 Terminal 

root         tty2         2013-10-11 10:00 

sysadmin    pts/0  2013-10-11 09:59 (:0.0) 

 

This column indicates which terminal window the user is working in. 

If the terminal name starts with tty (teletype), then this is an indication 

of a local login, as this is a regular command line terminal. If the terminal 

name starts with pts (pseudo terminal slave), then this indicates the user is 

using a remotely-connected terminal, possibly through SSH or Telnet, or 

running a process that acts as a terminal. 

 Date 

root         tty2        2013-10-11 10:00  

 

This column indicates when the user logged in. 

 Host 

sysadmin     tty1        2013-10-11 09:59 (:0)  

sysadmin  pts/1       2013-10-11 10:00 (example.com)  

 

After the date and time, some location information may appear. If the 

location information contains a hostname, domain name, or IP address, then 

the user has logged in remotely. 

If there is a colon and a number, then this indicates that they have 

performed a local graphical login. If the last column contains a double colon 

(::1), then a remote user is able to stream graphical applications using ssh -

X. If no location information is shown in the last column, then this means the 

user logged in via a local command line process. 

There may be instances where more information about users, and what 

they are doing on the system, is needed. The w command provides a more 
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detailed list about the users currently on the system than the who command. 

It also provides a summary of the system status. For example: 

sysadmin@localhost:~$ w 
 10:44:03 up 50 min,  4 users,  load average: 0.78, 0.44, 0.19 
USER      TTY     FROM     LOGIN@   IDLE   JCPU    PCPU    WHAT 
root      tty2    -           10:00    43:44  0.01s   0.01s   -bash 
sysadmin  tty1    :0          09:58    50:02 5.68s  0.16s   pam: gdm-password 
sysadmin pts/0   :0.0        09:59    0.00s      0.14s   0.13s   ssh 192.168.1.2 
sysadmin  pts/1   example.com 10:00    0.00s   0.03s   0.01s   w 

 

The first line of output from the w command shows the current time, 

how long the system has been running, the total number of users currently 

logged on, and the load on the system averaged over the last 1, 5, and 15 

minute time periods. Load average is CPU utilization, where a value of 1 

would mean full (100%) CPU usage during that period of time. 

The following describes the rest of the output of the w command: 

 

Table 17 – The output of the w command 

Column Example Description 

USER root The name of the user who is logged in. 

TTY tty2 Which terminal window the user is working in. 

FROM example.com Where the user logged in from. 

LOGIN@ 10:00 When the user logged in. 

IDLE 43:44 How long the user has been idle since the last 
command was executed. 

JCPU 0.01s The total cpu time (s=seconds) used by all processes 
(programs) run since login. 

PCPU 0.01s The total cpu time for the current process. 

 

Ending of table 17 

WHAT -bash The current process that the user is running. 
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11. Viewing Login History 

The last command reads the entire login history from 

the /var/log/wtmp file and displays all logins and reboot records by default. 

An interesting detail of the reboot records is that it displays the version of the 

Linux kernel that was booted instead of the login location. 

The /var/log/wtmp file keeps a log of all users who have logged in and out of 

the system. 

sysadmin@localhost:~$ last 
computer pts/1     ::1           Sat Dec  7 23:12 - 23:13  (00:01) 
computer tty7      :0            Sat Dec  7 07:28 gone - no logout 
reboot   system boot  4.15.0-72-generi Sat Dec  7 07:28   still running 
computer tty7      :0            Fri Dec  6 15:10 - 05:23  (14:12) 
reboot   system boot  4.15.0-72-generi Fri Dec  6 15:10 - 05:23  (14:12) 
computer tty7      :0            Thu Dec  5 18:01 - 23:32  (05:31) 
reboot   system boot  4.15.0-72-generi Thu Dec  5 18:01 - 23:32  (05:31) 
computer tty7      :0            Thu Dec  5 16:54 - 18:00  (01:05) 
reboot   system boot  4.15.0-72-generi Thu Dec  5 16:54 - 18:00  (01:05) 
computer tty7      :0            Wed Dec  4 16:42 - 21:15  (04:33) 
reboot   system boot  4.15.0-72-generi Wed Dec  4 16:42 - 21:15  (04:33) 
computer tty7      :0            Tue Dec  3 18:20 - 00:02  (05:42) 
reboot   system boot  4.15.0-72-generi Tue Dec  3 18:20 - 00:02  (05:42) 
computer tty7      :0            Tue Dec  3 18:01 - 18:19  (00:18) 
reboot   system boot  4.15.0-70-generi Tue Dec  3 18:01 - 18:19  (00:18) 
computer tty7      :0            Mon Dec  2 17:17 - 22:30  (05:12) 
reboot   system boot  4.15.0-70-generi Mon Dec  2 17:17 - 22:30  (05:13) 
computer tty7      :0            Sun Dec  1 08:38 - 23:45  (15:07) 
reboot   system boot  4.15.0-70-generi Sun Dec  1 08:38 - 23:45  (15:07) 
 
wtmp begins Sun Dec  1 00:29:07 2019 

 

The last command is slightly different from the who and w commands. 

By default, it also shows the username, terminal, and login location, not just 

of the current login sessions, but previous sessions as well. Unlike 

the who and w commands, it displays the date and time the user logged into 

the system. If the user has logged off the system, then it will display the total 

time the user spent logged in; otherwise, it will display still logged in or still 

running. 
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Assignment for the laboratory work 7 

Step 1 

For this lab you will be using the Ubuntu PC virtual machine. 

Most of this lab requires access as the root user. Execute the following 

command to switch to the root account. When prompted, provide 

the root user password netlab123: 

su –  

 

Welcome to Ubuntu 18.04.2 LTS (GNU/Linux 4.15.0-72-generic x86_64)               
                                                                                 
 * Documentation:  https://help.ubuntu.com                                       
 * Management:     https://landscape.canonical.com                               
 * Support:        https://ubuntu.com/advantage                                  
                                                                                 
The programs included with the Ubuntu system are free software;                  
the exact distribution terms for each program are described in the               
individual files in /usr/share/doc/*/copyright.                                  
                                                                                 
Ubuntu comes with ABSOLUTELY NO WARRANTY, to the extent permitted by             
applicable law.                                                                  
                                                                                 
                                                                                 
This lab has two user accounts (username :: password )                           
                                                                                 
   root     :: netlab123                                                         
   sysadmin :: netlab123                                                         
                                                                                 
Press the [Enter] key to begin...                                                
                                                                                 
No mail.                              
sysadmin@localhost:~$ su -                                                  
Password:                                                                        
root@localhost:~# 

 

Step 2 

Execute the following command to view some of the SUID files on the 

system: 

The following command may take 1-3 minutes to produce output. 

find / -perm -4000 -ls 2> /dev/null | head -7 
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root@localhost:~# find / -perm -4000 -ls 2> /dev/null | head -7  
 47317250     28 -rwsr-xr-x   1 root     root        26696 Oct 15  2018 /bin/umo 
unt                                                                              
 47317180     44 -rwsr-xr-x   1 root     root        43088 Oct 15  2018 /bin/mou 
nt                                                                               
 47317231     44 -rwsr-xr-x   1 root     root        44664 Jan 25  2018 /bin/su  
 47317152     32 -rwsr-xr-x   1 root     root        30800 Aug 11  2016 /bin/fus 
ermount                                                                          
 47317209     64 -rwsr-xr-x   1 root     root        64424 Mar  9  2017 /bin/pin 
g                                                                                
 47317191    144 -rwsr-xr-x   1 root     root       146128 Mar 14  2019 /bin/ntf 
s-3g                                                                             
                                                                                 
 52037503     12 -rwsr-xr--   1 root     telnetd     10488 Nov  7  2016 /usr/lib 
/telnetlogin     

 

The permission set 4000 represents SUID files 

The command head was used to limit the output of the find command. 

Recall that SUID files have an s in the permission set for the owner of 

the file. These files, when executed as a command (i.e., as a program), will 

run as both the person who executed the command and the owner of the file. 

This allows the program to access or modify files that the current user has no 

ability to access or modify. 

 

Step 3 

The /usr/bin/chsh command allows a user to change their login shell. To 

demonstrate this command, first switch to the sysadmin account by executing 

the following command: 

su - sysadmin 

 

root@localhost:~# su - sysadmin                                                  
sysadmin@localhost:~$ 

 

Step 4 

Execute the following command to verify that the sysadmin account has 

a BASH login shell 
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grep sysadmin /etc/passwd 

 

sysadmin@localhost:~$:~$ grep sysadmin /etc/passwd  
sysadmin:x:1001:1001:System Administrator,,,,:/home/sysadmin:/bin/bash 

 

The last field of the output contains the value /bin/bash, demonstrating 

that the sysadmin account has a BASH login shell. 16.5 Step 5 

Execute the following command to change the default login shell for 

the sysadmin account to the DASH shell. When prompted for a password, 

enter netlab123. When prompted for the Login Shell, enter /bin/dash: 

chsh 
/bin/dash 

 

sysadmin@localhost:~$ chsh                                                       
Password:                                                                        
Changing the login shell for sysadmin                                            
Enter the new value, or press ENTER for the default                              
        Login Shell [/bin/bash]: /bin/dash   

 

The DASH shell implements a subset of the POSIX compliant features 

found in the BASH shell. Because it is smaller than the BASH shell, it starts 

up faster than BASH. 

 

Step 6 

Execute the following command to verify that the sysadmin account has 

a DASH login shell: 

grep sysadmin /etc/passwd 

 

sysadmin@localhost:~$ grep sysadmin /etc/passwd        
sysadmin:x:1001:1001:System Administrator,,,,:/home/sysadmin:/bin/dash 

 

Now, the last field of output shows that the sysadmin account has a 

DASH login shell (/bin/dash). 
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Step 7 

The chsh command modified the contents of the /etc/passwd file. 

Execute the following commands and note the permissions on 

the /etc/passwd file: 

ls –l /etc/passwd 

 

sysadmin@localhost:~$ ls -l /etc/passwd                   
-rw-r--r-- 1 root root 1980 Nov 25 04:32 /etc/passwd      

 

Only the root user has the ability to modify the /etc/passwd file. When a 

regular user attempts to modify a file, an error should occur. 

 

Step 8 

Normally, the sysadmin account would not be able to modify 

the /etc/passwd file, however the chsh runs a SUID. Execute the following 

command and look at the permission set: 

ls –l /usr/bin/chsh 

 

sysadmin@localhost:~$ ls -l /usr/bin/chsh 
-rwsr-xr-x 1 root root 44528 Mar 22  2019 /usr/bin/chsh  

 

The s for the user owner’s permissions means this is a SUID file and 

runs with the privileges of the owner of the command. The owner of the 

command is root, so the chsh command can access (and modify) files just 

like the root user can. 

 

Step 9 

Execute the following command to return back to the root account: 

exit 
sysadmin@localhost:~$ exit     
logout  
root@localhost:~# 
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Step 10 

Execute the following commands to disable the ability of regular users 

to change their login shell. The ls commands are used to display the changes 

that the chmod command makes to the file: 

ls –l /usr/bin/chsh 
chmod u-s /usr/bin/chsh 
ls –l /usr/bin/chsh 
root@localhost:~# ls -l /usr/bin/chsh                                            
-rwsr-xr-x 1 root root 44528 Mar 22  2019 /usr/bin/chsh                          
root@localhost:~# chmod u-s /usr/bin/chsh                                        
root@localhost:~# ls -l /usr/bin/chsh                                            
-rwxr-xr-x 1 root root 44528 Mar 22  2019 /usr/bin/chsh 

 

Notice in the output of the second ls command that the file name is no 

longer highlighted in red. Also, the user permission for the file is now x, not s. 

Both of these indicate that SUID has been removed from this file. 

For regular user to be able to modify their login shell, 

the chsh command must be SUID. This is because regular users can’t modify 

the /etc/passwd file, only the root user can. 

Step 11 

Switch to the sysadmin account be executing the following command: 

su - sysadmin 

root@localhost:~# su - sysadmin                                                  
$ 

Step 12 

Attempt to change the default login shell for the sysadmin account to 

the BASH shell. When prompted for a password, enter netlab123. When 

prompted for the Login Shell, enter /bin/bash: 

chsh 
/bin/bash 
$ chsh                                                                           
Password:                                                                        
Changing the login shell for sysadmin                                            
Enter the new value, or press ENTER for the default                              
        Login Shell [/bin/dash]: /bin/bash                                       
Cannot change ID to root. 
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The error message, Cannot change ID to root appeared because the 

SUID permission was not placed on the file. The chsh command was not 

able to use the privileges of the root account to change the /etc/passwd file. 

 

Step 13 

Execute the following command to switch back to the root account: 

exit 
$ exit                                                                           
root@localhost:~# 

 

Step 14 

Execute the following commands to enable the ability of regular users to 

change their login shell: 

ls –l /usr/bin/chsh 
chmod u+s /usr/bin/chsh 
ls –l /usr/bin/chsh 
root@localhost:~## ls -l /usr/bin/chsh                                            
-rwxr-xr-x 1 root root 44528 Mar 22  2019 /usr/bin/chsh                          
root@localhost:~# chmod u+s /usr/bin/chsh                                        
root@localhost:~# ls -l /usr/bin/chsh                                            
-rwsr-xr-x 1 root root 44528 Mar 22  2019 /usr/bin/chsh   

Notice that the output of the second ls command shows that the SUID 

permission has been set on the file. The file color (white text with red 

background) and the s in the owner’s execute permission set indicate this is 

now a SUID file. 

Step 15  

Switch to the sysadmin account by executing the following command: 

su - sysadmin 
root@localhost:~# su - sysadmin               
$ 

Step 16 

Change the default login shell for the sysadmin account back to the 

BASH shell by executing the following command. When prompted for a 

password, enter: netlab123. When prompted for the Login Shell, 

enter /bin/bash: 
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chsh 
/bin/bash 
$ chsh                                                                           
Password:                                                                        
Changing the login shell for sysadmin                                            
Enter the new value, or press ENTER for the default                              
        Login Shell [/bin/dash]: /bin/bash   
$ _ 

Step 17 

Execute the following command to verify that the sysadmin account 

has a BASH login shell: 

grep sysadmin /etc/passwd 
$ grep sysadmin /etc/passwd                  
sysadmin:x:1001:1001:System Administrator,,,,:/home/sysadmin:/bin/bash  

Step 18 

Execute the following command to return back to the root account: 

exit 
$ exit            
root@localhost:~# 

Step 19 

SGID files allow a command to gain access to files based on group 

permissions. To search that system for SGID files, execute the following 

command: 

find / -perm -2000 -ls 2> /dev/null | head 
root@localhost:~# find / -perm -2000 -ls 2> /dev/null | head                     
191366615      4 drwxr-sr-x   2 root     systemd-journal     4096 Mar 22  2019 
/var/log/journal      
195690500      4 drwxrwsr-x   4 lp       lp                  4096 Dec 16 19:05 /var/spool/lpd            
195690502      4 drwxrwsr-x   2 lp       lp                  4096 Sep 25  2016 
/var/spool/lpd/remote      
195690501      4 drwxrwsr-x   2 lp       lp                  4096 Sep 25  2016 /var/spool/lpd/lp          
195690503      4 drwxr-s---   2 smmta    smmsp               4096 Jan 13  2018 
/var/spool/mqueue          
195690504      4 drwxrws---   2 smmsp    smmsp               4096 Jan 13  2018 
/var/spool/mqueue-client                  
190842050      4 drwxrwsr-x   2 root     staff               4096 Apr 24  2018 /var/local            
195564289      4 drwxr-s--x   2 smmta    smmsp               4096 Dec 16 19:05 
/var/lib/sendmail     
195564346      4 drwxrwsrwt   1 root     mail                4096 Dec 16 19:06 /var/mail                
190972502     32 -rwxr-sr-x   1 root     tty                30800 Oct 15  2018 /usr/bin/wall       
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The head command was utilized to limit the output of 

the find command. 

SUID and SGID executable files are very similar. The only difference is 

that SUID executables will run with the ability to access files using two user’s 

privileges (the person running the command and the owner of the file, 

typically the root user). 

SGID executable files also run as “multiple personalities”. However, 

SGID files provide access using multiple group privileges: all of the groups 

that the user who is running the command belongs to and the group that 

owns the SGID executable. 

 

Step 20 

In order to allow regular users the ability to execute commands as 

the root user, the sudo command needs to be setup. Before doing so, create 

a user account by executing the following command. When prompted 

to Enter new UNIX password, enter test for the password: 

useradd –d /home/test –m test 
passwd test 
root@localhost:~# useradd -d /home/test -m test                                  
root@localhost:~# passwd test                                                    
Enter new UNIX password:                                                         
Retype new UNIX password:                                                        
passwd: password updated successfully  

 

This test user account will be used to demonstrate how to allow a user 

the ability to execute a command as the root user. 

Step 21 

Verify that the test user cannot execute the root commands by first 

executing the following command to switch to the test account: 

su - test 
root@localhost:~# su - test            
test@localhost:~$ 
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Step 22 

Attempt to restart the ssh service by executing the following command: 

 

/etc/init.d/ssh restart 
test@localhost:~$ /etc/init.d/ssh restart                                        
Could not load host key: /etc/ssh/ssh_host_rsa_key                               
Could not load host key: /etc/ssh/ssh_host_dsa_key                               
Could not load host key: /etc/ssh/ssh_host_ecdsa_key                             
Could not load host key: /etc/ssh/ssh_host_ed25519_key                           
 * Restarting OpenBSD Secure Shell server sshd                                   
start-stop-daemon: warning: failed to kill 43: Operation not permitted           
Could not load host key: /etc/ssh/ssh_host_rsa_key                               
Could not load host key: /etc/ssh/ssh_host_dsa_key                               
Could not load host key: /etc/ssh/ssh_host_ecdsa_key                             
Could not load host key: /etc/ssh/ssh_host_ed25519_key                           
                                                                         [ OK ] 

 

As you can see from the previous error messages, the command failed. 

This is because only the root user can start and stop the ssh service. By 

setting up sudo, the test account can be configured to execute commands as 

the root user. 

 

Step 23 

Execute the following command to switch back to the root account: 

exit 
test@localhost:~$ exit                                  
logout                        
root@localhost:~# 

 

Step 24 

To grant access to the sudo command, modify the /etc/sudoers file. 

The safest way to do this is by executing the visudo command as the root 

user: 

visudo 
root@localhost:~# visudo 
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After you press the Enter key, the vi editor will be started with 

the /etc/sudoers file loaded: 

#                                                                                
# This file MUST be edited with the ‘visudo’ command as root.                    
#                                                                                
# Please consider adding local content in /etc/sudoers.d/ instead of             
# directly modifying this file.                                                  
#                                                                                
# See the man page for details on how to write a sudoers file.                   
#                                                                                
Defaults        env_reset                                                        
Defaults        mail_badpass                                                     
Defaults        secure_path=“/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/ 
sbin:/bin”                                                                       
                                                                                 
# Host alias specification                                                       
                                                                                 
# User alias specification                                                       
                                                                                 
# Cmnd alias specification                                                       
                                                                                 
# User privilege specification                                                   
root    ALL=(ALL:ALL) ALL                                                        
                                                                                 
# Members of the admin group may gain root privileges                            
“/etc/sudoers.tmp” 30L, 745C 

 

Step 25 

There are many possible settings for the /etc/sudoers file. One setting 

is to grant a specific user the ability to execute a specific command as the 

root user. For example, the following vi commands will add an entry that 

allows the test user the ability to execute the /etc/init.d/ssh command as 

root. 

 Execute the following commands to provide this access: 

/^root 
o 

 

The first line /^root will move your cursor to the first line that begins 

with the word root, then the o command opens a new line below that line 

and allows you to add the following text: 
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test ALL=(ALL) /etc/init.d/ssh 
#                                                                                
# This file MUST be edited with the ‘visudo’ command as root.                    
#                                                                                
# Please consider adding local content in /etc/sudoers.d/ instead of             
# directly modifying this file.                                                  
#                                                                                
# See the man page for details on how to write a sudoers file.                   
#                                                                                
Defaults        env_reset                                                        
Defaults        mail_badpass                                                     
Defaults        secure_path=“/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/ 
sbin:/bin”                                                                       
                                                                                 
# Host alias specification                                                       
                                                                                 
# User alias specification                                                       
                                                                                 
# Cmnd alias specification                                                       
                                                                                 
# User privilege specification                                                   
root    ALL=(ALL:ALL) ALL                                                        
test ALL=(ALL) /etc/init.d/ssh_                                                  
                                                                                 
“/etc/sudoers.tmp” 32L, 777C   

 

The Esc command will allow you to exit the Insert Mode and 

the :wq command saves the changes and quits the vi editor. 

Esc 
:wq 

 

Step 26 

To confirm these changes, execute the following command and 

compare the output on your screen with the one provided below: 

grep test /etc/sudoers 
root@localhost:~# grep test /etc/sudoers                                         
test ALL=(ALL) /etc/init.d/ssh 

Step 27 

Execute the following command to switch to the test account: 

su - test 
root@localhost:~# su - test                                                      
test@localhost:~$ 
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Step 28 

Attempt to restart the ssh service by executing the following command: 

/etc/init.d/ssh restart 
test@localhost:~$ /etc/init.d/ssh restart                                        
Could not load host key: /etc/ssh/ssh_host_rsa_key                               
Could not load host key: /etc/ssh/ssh_host_dsa_key                               
Could not load host key: /etc/ssh/ssh_host_ecdsa_key                             
Could not load host key: /etc/ssh/ssh_host_ed25519_key                           
 * Restarting OpenBSD Secure Shell server sshd                                   
start-stop-daemon: warning: failed to kill 43: Operation not permitted           
Could not load host key: /etc/ssh/ssh_host_rsa_key                               
Could not load host key: /etc/ssh/ssh_host_dsa_key                               
Could not load host key: /etc/ssh/ssh_host_ecdsa_key                             
Could not load host key: /etc/ssh/ssh_host_ed25519_key                           
                                                                         [ OK ] 

 

Again the command fails because to use the sudo access provided by 

the /etc/sudoers file, the user must execute the sudo command and pass 

the command to run as an argument. 

To use the sudo access provided by the /etc/sudoers file, execute the 

following command. When prompted for a password, enter test. This is the 

password for the test user, not the root account: 

sudo /etc/init.d/ssh restart 
test@localhost:~$ sudo /etc/init.d/ssh restart                                   
[sudo] password for test:                                                        
 * Restarting OpenBSD Secure Shell server sshd                           [ OK ]  
test@localhost:~$ 

 

Note that the command executed successfully 

 

Step 29 

Attempt to execute the /etc/init.d/cron command using a sudo access: 

sudo /etc/init.d/cron restart 
test@localhost:~$ sudo /etc/init.d/cron restart                                  
Sorry, user test is not allowed to execute ‘/etc/init.d/cron restart’ as root on localhost. 
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This command failed because the test user was only granted access to 

the /etc/init.d/ssh command. Not only does this command fail, but a log entry 

is made of the failed attempt. 

 

Step 30 

The sudo command can be configured to allow specific users the ability 

to execute specific commands as another user. This command requires some 

set up by the system administrator to work. After it has been set up, the 

regular user just needs to execute the command correctly and provide their 

own password. 

The su command provides a way to switch to a different account. No 

setup is required to use this command, however the user must know the 

password of the account that they are switching to. Execute the following 

command to attempt to switch from the test account to 

the sysadmin account. When prompted for a password, enter test: 

su sysadmin 
test@localhost:~$ su sysadmin                                                    
Password:                                                                        
su: Authentication failure  

 

This command failed because the password that needed to be provided 

is the password for the sysadmin account, not the password for 

the test account. 

If the root user uses the su command to switch to another account, no 

password required. 

Step 31 

Execute the su command again. When prompted for a password 

enter netlab123: 

su sysadmin 
test@localhost:~$ su sysadmin                                                    
Password:                                                                        
sysadmin@localhost:~$ 
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This time the command is successful. Note that the prompt changes 

to sysadmin@localhost, indicating that you have switched to 

the sysadmin account. 

Step 32 

To return to the previous account, execute the following command: 

exit 
sysadmin@localhost:~$ exit                             
exit                                           
test@localhost:~$ 

Step 33 

When you use the su command as described in the previous example, 

you are placed into a new non-login shell. A potential problem with this is that 

non-login shells might not have all of the features for that user. For example, 

any initialization commands in the .profile file would not be executed. To 

switch to another account and receive a login shell, use the - option. When 

prompted for a password, enter netlab123: 

su - sysadmin 
test@localhost:~$ su - sysadmin                                                  
Password:                                                                        
sysadmin@localhost:~$ 

Step 34 

It is difficult to visually differentiate between a login shell versus a non-

login shell. To demonstrate, first execute the following commands: 

echo “echo ‘hi there’ ” >> /home/sysadmin/.profile 
tail /home/sysadmin/.profile 
sysadmin@localhost:~$ echo “echo ‘hi there’ ” >> /home/sysadmin/.profile         
sysadmin@localhost:~$ tail /home/sysadmin/.profile    
# set PATH so it includes user’s private bin if it exists                        
if [ -d “$HOME/bin” ] ; then                                                     
    PATH=“$HOME/bin:$PATH”                                                       
fi                                                                               
                                                                                 
# set PATH so it includes user’s private bin if it exists                        
if [ -d “$HOME/.local/bin” ] ; then                                              
    PATH=“$HOME/.local/bin:$PATH”                                                
fi                                                                               
echo ‘hi there’                   

 



156 
 

Because this file is executed when the user logs in, the echo command 

will display hi there on the screen when a login shell is opened. If the user 

logs in with a non-login shell, then this message will not appear. 

 

Step 35 

Return to the previous account, execute the following command: 

exit 
test@localhost:~$ exit                                  
logout                        
root@localhost:~# 

 

Step 36 

Execute the su command again, without using the - option. When 

prompted for a password, enter netlab123: 

test@localhost:~$ su sysadmin                                                    
Password:                                                                        
sysadmin@localhost:~$ 

Notice that no message was displayed as this is a non-login shell. 

 

Step 37 

Return to the previous account, execute the following command: 

exit 
sysadmin@localhost:~$ exit                                                       
exit                                                                             
test@localhost:~$ 

 

Step 38 

Execute the su command again, this time using the - option. When 

prompted for a password, enter netlab123: 

su - sysadmin 
test@localhost:~$ su - sysadmin                                                  
Password:                                                                        
hi there                                                                         
sysadmin@localhost:~$ 
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The hi there string is displayed as this is a login shell and the 

commands in the .profile file are executed. 

The difference between login and non-login shells may seem trivial, but 

this difference can be critical. Often key configuration features are added only 

at login, so switching to a non-login shell may result in accessing an account 

without key features enabled. In most cases, you want to open a login shell, 

not a non-login shell. 

 

Step 39 

During the next few steps, you will be making changes to user 

accounts. This requires access to the system as the root user. Execute the 

following command to switch to the root account. When prompted for a 

password, enter netlab123: 

su - root 
sysadmin@localhost:~$ su - root                                                  
Password:                                                                        
root@localhost:~# 

 

Step 40 

Create a new account and view the entry in the /etc/shadow file by 

executing the following commands: 

useradd –d /home/nick –m nick 
grep nick /etc/shadow 
root@localhost:~# useradd -d /home/nick -m nick                                  
root@localhost:~# grep nick /etc/shadow                                          
nick:!:18225:0:99999:7:::   

 

The exclamation point ! character in the second field of output indicates 

that this user account has no valid password. 

Step 41 

Set the password for the new account and verify by displaying the entry 

in the /etc/shadow file by executing the following commands When prompted 

to Enter new UNIX password, enter nick each time: 
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passwd nick 
grep nick /etc/shadow 
root@localhost:~# passwd nick                                                    
Enter new UNIX password:                                                         
Retype new UNIX password:                                                        
passwd: password updated successfully                                            
root@localhost:~# grep nick /etc/shadow                                          
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:0:99999:7::: 

 

The long string of characters after nick: are the encrypted password for 

the nick account. Because of the method that is used to encrypt the 

password, the characters in the output above will not be exactly as shown on 

your screen.  

This is also a one-way password, which means there is no way 

to decrypt the password. 

 

Step 42 

To lock a user account, use the –l option to the passwd command. For 

example, execute the following commands: 

passwd –l nick 
grep nick /etc/shadow 
root@localhost:~# passwd -l nick                                                 
passwd: password expiry information changed.                                     
root@localhost:~# grep nick /etc/shadow                                          
nick:!$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd
5fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:0:99999:7:::   

 

Note the small change. At the beginning of the password field, an 

exclamation point ! character has been inserted. This means that the user 

can’t log into this account, but removing the ! character would result in their 

old account password being enabled again. 

 

Step 43 

To unlock the account, use the –u option to the passwd command. For 

example, execute the following commands: 
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passwd –u nick 
grep nick /etc/shadow 
root@localhost:~# passwd -u nick                                                 
passwd: password expiry information changed.                                     
root@localhost:~# grep nick /etc/shadow                                          
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:0:99999:7:::  

Note from the output of the grep command that the exclamation 

point ! character has been removed. 

 

Step 44 

Change the Min and Max password fields for the user nick by executing 

the following chage command and verify these changes with the 

following grep command: 

chage –m 15 –M 60 nick 
grep nick /etc/shadow 
root@localhost:~# chage -m 15 -M 60 nick                                         
root@localhost:~# grep nick /etc/shadow                                          
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:15:60:7:::     

Recall that there are five password aging fields for each user in 

the /etc/shadow file (table 18). 

Table 18 – Five password aging fields for each user in the /etc/shadow file 

Field Meaning 

Min The minimum age for the password in days. Typically the default 
is 0. 

Max The maximum age for the password in days. Typically the 
default is 99999. 

Warning How many days before the account will be locked out that a 
warning should be displayed at login. Typically the default is 7. 

Inactive The number of days after a user account has been locked out in 
which the user can recover the account by providing a new 
password during login. Typically no default value is set. 

Expiration The number of days from January 1, 1970 and the date that the 
account is set to expire. Typically no default value is set. 
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Step 45 

To change the Warning field for the user nick and verify these changes, 

execute the following commands: 

chage –W 9 nick 
grep nick /etc/shadow 
root@localhost:~# chage -W 9 nick                                                
root@localhost:~# grep nick /etc/shadow                                          
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:15:60:9:::  

 

Step 46 

To set the Inactive field for the user nick and verify these changes, 

execute the following commands: 

 

chage –I 30 nick 
grep nick /etc/shadow 
root@localhost:~# chage -I 30 nick                                               
root@localhost:~# grep nick /etc/shadow                                          
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:15:60:9:30::  

 

Step 47 

To set the Expiration field for the user nick and verify these changes, 

execute the following commands: 

 

chage –E 2025-1-1 nick 
grep nick /etc/shadow 
root@localhost:~# chage -E 2020-1-1 nick                                         
root@localhost:~# grep nick /etc/shadow                                          
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:15:60:9:30:20089:  

 

The nick account will expire (will be locked) on January 1, 2025. The 

value in this field (20089) represents the number of days from January 1, 

1970 and the date that the account will expire. 
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Step 48 

To set multiple fields for the user nick, execute the chage command 

without any options: 

chage nick 
root@localhost:~# chage nick  

 

Enter 8 for Minimum Password Age 

Enter 45 for Maximum Password Age 

Press the Enter key for Last Password Change 

Enter 10 for Password Expiration Warning 

Press the Enter key for Password Inactive 

Press the Enter for Account Expiration Date 

 

Changing the aging information for nick                                          
Enter the new value, or press ENTER for the default                              
                                                                                 
        Minimum Password Age [15]: 8                                             
        Maximum Password Age [60]: 45                                            
        Last Password Change (YYYY-MM-DD) [2015-04-30]:                          
        Password Expiration Warning [9]: 10                                      
        Password Inactive [30]:                                                  
        Account Expiration Date (YYYY-MM-DD) [2020-01-01]: 
  

 

grep nick /etc/shadow 
root@localhost:~# grep nick /etc/shadow  
nick:$6$1fYkbI9O$hPWbg9sG1mkSshZUDArlTKOqUcGBf3q2V7XPckQmymJteTCEsGd5
fOVtFIPIfQk/QYa.tvEeUTGpA3.H3NPxU.:18225:8:45:10:30:20089:     

 

Step 49 

The chage command changes the password aging of existing 

accounts. To set default password aging values for when new accounts are 

created, modify the /etc/login.defs and the /etc/default/useradd files.  

For example, to change the default Minimum, Maximum and Warning 

fields, execute the following command: 
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vi /etc/login.defs 
root@localhost:~# vi /etc/login.defs 
#                                                                                
# /etc/login.defs - Configuration control definitions for the login package.     
#                                                                                
# Three items must be defined:  MAIL_DIR, ENV_SUPATH, and ENV_PATH.              
# If unspecified, some arbitrary (and possibly incorrect) value will             
# be assumed.  All other items are optional - if not specified then              
# the described action or option will be inhibited.                              
#                                                                                
# Comment lines (lines beginning with “#”) and blank lines are ignored.          
#                                                                                
# Modified for Linux.  --marekm                                                  
                                                                                 
# REQUIRED for useradd/userdel/usermod                                           
#   Directory where mailboxes reside, _or_ name of file, relative to the         
#   home directory.  If you _do_ define MAIL_DIR and MAIL_FILE,                  
#   MAIL_DIR takes precedence.                                                   
#                                                                                
#   Essentially:                                                                 
#      - MAIL_DIR defines the location of users mail spool files                 
#        (for mbox use) by appending the username to MAIL_DIR as defined         
#        below.                                                                  
#      - MAIL_FILE defines the location of the users mail spool files as the     
#        fully-qualified filename obtained by prepending the user home           
“/etc/login.defs” 341 lines, 10550 characters    

 

After pressing the Enter key to execute the vi command, type the 

following vi commands to change this file: 

 

/^PASS 
$ 
xxxxx 
A 
60 
Esc 
↓ 
r 
5 
↓ 
r 
9 
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ERASECHAR       0177                                                             
KILLCHAR        025                                                              
UMASK           022                                                              
                                                                                 
#                                                                                
# Password aging controls:                                                       
#                                                                                
#       PASS_MAX_DAYS   Maximum number of days a password may be used.           
#       PASS_MIN_DAYS   Minimum number of days allowed between password changes. 
#       PASS_WARN_AGE   Number of days warning given before a password expires.  
#                                                                                
PASS_MAX_DAYS   60                                                               
PASS_MIN_DAYS   5                                                                
PASS_WARN_AGE   9                                                                
                                                                                 
#                                                                                
# Min/max values for automatic uid selection in useradd                          
#                                                                                
UID_MIN                  1000                                                    
UID_MAX                 60000                                                    
# System accounts                                                                
#SYS_UID_MIN              100                                                    
#SYS_UID_MAX              999  

 

Save and exit the /etc/login.defs file: 

Esc 
:wq 

Step 50 

Verify these new settings by executing the following command and 

compare the output with the following graphic: 

grep “^PASS” /etc/login.defs 
root@localhost:~# grep “^PASS” /etc/login.defs                                   
PASS_MAX_DAYS   60                                                               
PASS_MIN_DAYS   5                                                                
PASS_WARN_AGE   9 

Step 51 

To test these changes, create a new user account and view the entry 

for the new account in the /etc/shadow file: 

useradd –d /home/sue –m sue 
grep sue /etc/shadow 
root@localhost:~#  grep sue /etc/shadow  
sue:!:18260:5:60:9::: 
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Step 52 

To change the default Inactive field for new user accounts, use the vi 

editor to modify the /etc/default/useradd file: 

root@localhost:~#  vi /etc/default/useradd 
# Default values for useradd(8)                                                  
#                                                                                
# The SHELL variable specifies the default login shell on your                   
# system.                                                                        
# Similar to DHSELL in adduser. However, we use “sh” here because                
# useradd is a low level utility and should be as general                        
# as possible                                                                    
SHELL=/bin/sh                                                                    
#                                                                                
# The default group for users                                                    
# 100=users on Debian systems                                                    
# Same as USERS_GID in adduser                                                   
# This argument is used when the -n flag is specified.                           
# The default behavior (when -n and -g are not specified) is to create a         
# primary user group with the same name as the user being added to the           
# system.                                                                        
# GROUP=100                                                                      
#                                                                                
# The default home directory. Same as DHOME for adduser                          
# HOME=/home                                                                     
#                                                                                
# The number of days after a password expires until the account                  
# is permanently disabled                                                        
“/etc/default/useradd” 36 lines, 1116 characters  

 

After pressing the Enter key to execute the command, type the 

following vi commands to change this file: 

/INACTIVE 
XX 
$ 
xx 
a 
30 

 

# The number of days after a password expires until the account                  
# is permanently disabled                                                        
INACTIVE=30_ 

 

Save and exit the /etc/default/useradd file: 
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Esc 
:wq 

 

Step 53 

Verify these new settings by executing the following command and 

compare the output with the following graphic: 

grep “^INACTIVE” /etc/default/useradd 
root@localhost:~# grep “^INACTIVE” /etc/default/useradd     
INACTIVE=30  

 

Step 54 

To test these changes, create a new user account and view the entry 

for the new account in the /etc/shadow file: 

useradd –d /home/ted –m ted 
grep ted /etc/shadow 
root@localhost:~# useradd -d /home/ted -m ted                                    
root@localhost:~# grep ted /etc/shadow                                           
ted:!:18260:5:60:9:30::  

 

Step 55 

The nmap command can be used to determine which ports are open on 

a system. Typically this command would be executed from a remote system 

to test another system to see which ports are open. In this lab you will be 

using the nmap command to test the local machine’s open ports. 

Execute the following command to display the open ports on the local 

system 

nmap localhost 
root@localhost:~# nmap localhost                                                 
Starting Nmap 7.60 ( https://nmap.org ) at 2019-12-27 23:29 UTC                  
Nmap scan report for localhost (127.0.0.1)                                       
Host is up (0.000012s latency).                                                  
Other addresses for localhost (not scanned): 192.168.1.2 ::1                     
Not shown: 998 closed ports                                                      
PORT   STATE SERVICE                                                             
22/tcp open  ssh                                                                 
53/tcp open  domain                                                              
                                                                                 
Nmap done: 1 IP address (1 host up) scanned in 2.12 seconds    
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In the output above, note that the SSH server port 22/tcp is open. 

In a real-world situation, using the nmap command on your own system 

isn’t very useful. You use the nmap command to test which ports are open to 

remote systems to determine where your potential security holes are. 

However, for this lab environment, using the nmap command on your local 

system provides you with the practice you need to understand the command. 

 

Step 56 

Stop the SSH server and then verify that this port is no longer open by 

executing the following commands: 

/etc/init.d/ssh stop  
nmap localhost 
/etc/init.d/ssh start 
root@localhost:~# /etc/init.d/ssh stop                                           
 * Stopping OpenBSD Secure Shell server sshd                             [ OK ]  
root@localhost:~# nmap localhost                                                 
                                                                                 
Starting Nmap 7.60 ( https://nmap.org ) at 2019-12-27 23:30 UTC                  
Nmap scan report for localhost (127.0.0.1)                                       
Host is up (0.000012s latency).                                                  
Other addresses for localhost (not scanned): 192.168.1.2 ::1                     
Not shown: 999 closed ports                                                      
PORT   STATE SERVICE                                                             
53/tcp open  domain                                                              
                                                                                 
Nmap done: 1 IP address (1 host up) scanned in 1.72 seconds                   
root@localhost:~# /etc/init.d/ssh start                                          
 * Starting OpenBSD Secure Shell server sshd                             [ OK ] 

 

Note that port 22/tcp is no longer open. The ssh server was restarted in 

the last step so the service will be available for later tasks. 

 

Step 57 

By default, only TCP ports are scanned. To scan both TCP and UDP 

ports, execute the following command: 

nmap –sT –sU localhost 
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root@localhost:~# nmap -sT -sU localhost                                         
                                                                                 
Starting Nmap 7.60 ( https://nmap.org ) at 2019-12-27 23:35 UTC                  
Nmap scan report for localhost (127.0.0.1)                                       
Host is up (0.00016s latency).                                                   
Other addresses for localhost (not scanned): 192.168.1.2 ::1                     
Not shown: 1997 closed ports                                                     
PORT   STATE SERVICE                                                             
22/tcp open  ssh                                                                 
53/tcp open  domain                                                              
53/udp open  domain                                                              
                                                                                 
Nmap done: 1 IP address (1 host up) scanned in 2.06 seconds   

 

Important 

Only use the nmap command on systems in which you have 

permission to perform port scanning. Port scanning is considered a hacking 

attempt and can result in legal issues if you perform such tasks on systems 

that you don’t have permission to do so. 

 

Step 58 

To investigate what other services are running on the local system, 

the netstat command can be used to list ports that services are listening for a 

connection on. Execute the following command to view the listening ports: 

netstat -l 

 

root@localhost:~# netstat -l  
tcp        0      0 127.0.0.11:37553        0.0.0.0:*               LISTEN       
tcp        0      0 localhost:domain        0.0.0.0:*               LISTEN       
tcp        0      0 localhost:domain        0.0.0.0:*               LISTEN       
tcp        0      0 0.0.0.0:ssh             0.0.0.0:*               LISTEN       
tcp        0      0 localhost:953           0.0.0.0:*               LISTEN       
tcp6       0      0 [::]:domain             [::]:*                  LISTEN       
tcp6       0      0 [::]:ssh                [::]:*                  LISTEN       
udp        0      0 127.0.0.11:37536        0.0.0.0:*                            
udp        0      0 localhost:domain        0.0.0.0:*                            
udp        0      0 localhost:domain        0.0.0.0:*                            
udp6       0      0 [::]:domain             [::]:*                               
Active UNIX domain sockets (only servers)                                        
Proto RefCnt Flags       Type       State         I-Node   Path     
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The output shows the protocol type (TCP, UDP, etc.), the receive 

queue, the send queue, the local address, the foreign address, and the state 

for each socket. For the addresses, names of hosts and ports are resolved 

into their corresponding names (rather than number) by default. 

 

Step 59 

Adding the -n option to the netstat command will show the output 

numerically (without the names of host IPs and port numbers converted into 

host names and service names). Execute the following command to view the 

listening ports numerically: 

netstat -ln 

 

root@localhost:~# netstat -ln                                                    
tcp        0      0 127.0.0.11:37553        0.0.0.0:*               LISTEN       
tcp        0      0 192.168.1.2:53          0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:53            0.0.0.0:*               LISTEN       
tcp        0      0 0.0.0.0:22              0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:953           0.0.0.0:*               LISTEN       
tcp6       0      0 :::53                   :::*                    LISTEN       
tcp6       0      0 :::22                   :::*                    LISTEN       
udp        0      0 127.0.0.11:37536        0.0.0.0:*                            
udp        0      0 192.168.1.2:53          0.0.0.0:*                            
udp        0      0 127.0.0.1:53            0.0.0.0:*                            
udp6       0      0 :::53                   :::*                                 
Active UNIX domain sockets (only servers)                                        
Proto RefCnt Flags       Type       State         I-Node   Path   

 

Step 60 

If you start a service, then you can observe what address and port 

(socket) the service uses. To view this information, first verify 

the sendmail service is running: 

/etc/init.d/sendmail start 

 

root@localhost:~# /etc/init.d/sendmail start       
 * Starting Mail Transport Agent (MTA) sendmail    
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Step 61 

Now use the -p option with the netstat command to display the 

PID/Program Name field. Execute the following command to observe the 

socket used by the sendmail service: 

netstat -lnp 

 

root@localhost:~# netstat -lnp                                                   
Active Internet connections (only servers)                                       
Proto Recv-Q Send-Q Local Address           Foreign Address         State        
PID/Program name                                                                 
tcp        0      0 127.0.0.1:587           0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 192.168.1.2:53          0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 127.0.0.1:53            0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 0.0.0.0:22              0.0.0.0:*               LISTEN       
534/sshd                                                                         
tcp        0      0 127.0.0.1:25            0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 127.0.0.1:953           0.0.0.0:*               LISTEN       
-                                                                                
tcp        0      0 127.0.0.11:34051        0.0.0.0:*               LISTEN       
-                                                                                
tcp6       0      0 :::53                   :::*                    LISTEN       
-                                                                                
tcp6       0      0 :::22                   :::*                    LISTEN       
534/sshd                                                                         
udp        0      0 127.0.0.11:60855        0.0.0.0:*                            
-                                                                                
udp        0      0 192.168.1.2:53          0.0.0.0:*                            
-                                                                                
udp        0      0 127.0.0.1:53            0.0.0.0:*                            
-                                                                                
udp6       0      0 :::53                   :::*                                 
-                                                                                
Active UNIX domain sockets (only servers)                                        
Proto RefCnt Flags       Type       State         I-Node   PID/Program name      
Path                                                                             
unix  2      [ ACC ]     STREAM     LISTENING     6387646  -                     
/var/run/sendmail/mta/smcontrol    

 

Notice the local address 127.0.0.1:25, which indicates that sendmail is 

listening on the SMTP port of 25. 
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Step 62 

The nc command can test the availability of a port on a specific server. 

Execute the following command to connect to the SMTP port and then 

press Ctrl+C to terminate the command. 

nc 127.0.0.1 25 
Ctrl+c 

 

root@localhost:~# nc 127.0.0.1 25                                                
220 localhost ESMTP Sendmail 8.15.2/8.15.2/Debian-10; Fri, 27 Dec 2019 23:49:22  
GMT; (No UCE/UBE) logging access from: localhost(OK)-localhost [127.0.0.1]       
^C     
root@localhost:~# 

 

Because the connection was permitted, you can conclude that 

the sendmail port is accepting connections (at least from the machine that 

you are currently using the nc command from). Other systems could still be 

blocked by features such as a firewall or TCP Wrappers. 

 

Step 63 

To list open file (files that have been opened for reading or writing in 

memory), use the lsof command. This command can produce a lot of output, 

so be sure to limit this output with commands such as head or grep. Execute 

the following command to list some of the system’s open files: 

lsof | head 
root@localhost:~# lsof | head                                                    
COMMAND   PID TID     USER   FD      TYPE  DEVICE SIZE/OFF      NODE NAME        
init        1         root  cwd       DIR   0,268     4096 185729176 /           
init        1         root  rtd       DIR   0,268     4096 185729176 /           
init        1         root  txt       REG   0,268     8440 177996141 /sbin/init  
init        1         root  mem       REG     8,2          177996141 /sbin/init  
(path dev=0,268)                                                                 
init        1         root  mem       REG     8,2          173411151 /lib/x86_64 
-linux-gnu/libc-2.27.so (path dev=0,268)                                         
init        1         root  mem       REG     8,2          173411138 /lib/x86_64 
-linux-gnu/ld-2.27.so (path dev=0,268)                                           
init        1         root    0u      CHR   136,0      0t0         3 /dev/pts/0  
init        1         root    1u      CHR   136,0      0t0         3 /dev/pts/0  
init        1         root    2u      CHR   136,0      0t0         3 /dev/pts/0  
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The output in the virtual environment may be different than the output 

displayed in the terminal above. 

Normally the lsof command is used to list which files a specific user has 

open. For example, to view the files that the sysadmin user has open, 

execute the following command: 

lsof –u sysadmin | head 
root@localhost:~# lsof -u sysadmin | head  
COMMAND PID     USER   FD   TYPE DEVICE SIZE/OFF      NODE NAME                  
bash     46 sysadmin  cwd    DIR  0,455     4096 195690632 /home/sysadmin        
bash     46 sysadmin  rtd    DIR  0,455     4096 202769426 /                     
bash     46 sysadmin  txt    REG  0,455  1113504 190842156 /bin/bash             
bash     46 sysadmin  mem    REG    8,2          190842156 /bin/bash (path dev=0 
,455)                                                                            
bash     46 sysadmin  mem    REG    8,2          190843783 /lib/x86_64-linux-gnu 
/libnss_files-2.27.so (path dev=0,455)                                           
bash     46 sysadmin  mem    REG    8,2          190843777 /lib/x86_64-linux-gnu 
/libnsl-2.27.so (path dev=0,455)                                                 
bash     46 sysadmin  mem    REG    8,2          190843787 /lib/x86_64-linux-gnu 
/libnss_nis-2.27.so (path dev=0,455)                                             
bash     46 sysadmin  mem    REG    8,2          190843779 /lib/x86_64-linux-gnu 
/libnss_compat-2.27.so (path dev=0,455)                                          
bash     46 sysadmin  mem    REG    8,2          190843727 /lib/x86_64-linux-gnu 
/libc-2.27.so (path dev=0,455)                 

 

As you can see from the output of the example above, an open file could actually be 

a directory. The /home/sysadmin directory is considered open because 

the sysadmin user is currently in that directory. 

Step 64 

During the next few steps you will explore system limits for user accounts. First 

switch to the sysadmin account by executing the following command. When prompted for 

a password, enter netlab123: 

su - sysadmin 
root@localhost:~# su - sysadmin          
hi there  

 

Step 65 

To view the system limits for the current account, execute the following 

command: 
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ulimit –a 
sysadmin@localhost:~$ ulimit -a                                                  
core file size          (blocks, -c) unlimited                                   
data seg size           (kbytes, -d) unlimited                                   
scheduling priority             (-e) 0                                           
file size               (blocks, -f) unlimited                                   
pending signals                 (-i) 514999                                      
max locked memory       (kbytes, -l) 16384                                       
max memory size         (kbytes, -m) unlimited                                   
open files                      (-n) 1024                                        
pipe size            (512 bytes, -p) 8                                           
POSIX message queues     (bytes, -q) 819200                                      
real-time priority              (-r) 0                                           
stack size              (kbytes, -s) 8192                                        
cpu time               (seconds, -t) unlimited                                   
max user processes              (-u) unlimited                                   
virtual memory          (kbytes, -v) unlimited                                   
file locks                      (-x) unlimited    

 

This output displays the limits that the current user has enabled. For 

example, based on this output the sysadmin user can have unlimited files 

open at any point. The default limits are not really that limiting; they are often 

set to whatever the Operating System can handle or they are set 

to unlimited. 

Before proceeding to the next step, notice that the max user 

processes is currently set to the value of unlimited. During the next few 

steps, you will change this to a value of 500. 

 

Step 66 

The root user can specify limits for specific users by modifying 

the /etc/security/limits.conf file. First execute the following command to 

switch back to the root account: 

exit 
sysadmin@localhost:~$ exit                                                       
logout                                                                           
root@localhost:~# 
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Step 67 

Next, view the /etc/security/limits.conf file. 

more /etc/security/limits.conf 
root@localhost:~# more /etc/security/limits.conf 
# /etc/security/limits.conf                                                      
#                                                                                
#Each line describes a limit for a user in the form:                             
#                                                                                
# <domain>        <type>  <item>  <value>                                        
#                                                                                
#Where:                                                                          
#<domain> can be:                                                                
#        - a user name                                                           
#        - a group name, with @group syntax                                      
#        - the wildcard *, for default entry                                     
#        - the wildcard %, can be also used with %group syntax,                  
#                 for maxlogin limit                                             
#        - NOTE: group and wildcard limits are not applied to root.              
#          To apply a limit to the root user, <domain> must be                   
#          the literal username root.                                            
#                                                                                
#<type> can have the two values:                                                 
#        - “soft” for enforcing the soft limits                                  
#        - “hard” for enforcing hard limits                                      
#                                                                                
# <item> can be one of the following:                                             
#        - core - limits the core file size (KB)                                 
--More--(34%) 

 

Read through this file to remind yourself how this file is used to limit 

users’ access to system resources. 

Type Q to exit the more pager command: 

q 

 

Next, use the vi editor to edit the /etc/security/limits.conf file: 

vi /etc/security/limits.conf 

 

root@localhost:~# vi /etc/security/limits.conf 

 

After pressing the Enter key to execute the command, enter the 

following vi commands: 
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G 
o 
sysadmin hard nproc 500 
... 
# End of file                                                                    
sysadmin        hard    nproc   500    

 

Save an exit the /etc/security/limits.conf file: 

Esc 
:wq 

 

This change will limit the maximum number of processes allowed for 

the sysadmin account to 500. 

 

Step 69 

Verify these new settings by executing the following command and 

compare the output with the following graphic: 

tail -n 1 /etc/security/limits.conf 
root@localhost:~# tail -n 1 /etc/security/limits.conf     
sysadmin        hard    nproc   500 

 

If no output is displayed, you may have added an empty newline when 

editing the limits.conf file in the previous step. If that is the case, simply add 

the number lines shown by the tail command, for example, tail -n 2. 

 

Step 70 

To test this new setting, you need to login to the sysadmin account by 

executing the following command: 

ssh sysadmin@127.0.0.1 

 

When prompted Are you sure you want to continue 

connecting (yes/no)?, enter yes. When prompted for the password, 

enter netlab123. 
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root@localhost:~# ssh sysadmin@127.0.0.1                                         
The authenticity of host ‘127.0.0.1 (127.0.0.1)’ can’t be established.           
ECDSA key fingerprint is 
SHA256:eRmuhpLTKMrQNHKTIKBmQQ189nbIzX6TFJIe+atvSug.         
Are you sure you want to continue connecting (yes/no)? yes                       
Warning: Permanently added ‘127.0.0.1’ (ECDSA) to the list of known hosts.       
sysadmin@127.0.0.1’s password:                                                   
Welcome to Ubuntu 18.04.2 LTS (GNU/Linux 4.4.0-72-generic x86_64)                
                                                                                 
 * Documentation:  https://help.ubuntu.com                                       
 * Management:     https://landscape.canonical.com                               
 * Support:        https://ubuntu.com/advantage                                                                                                               
Failed to connect to https://changelogs.ubuntu.com/meta-release-lts. Check your  
Internet connection or proxy settings                                            
   This lab has two user accounts (username :: password )      
                                                                                 
   root     :: netlab123                                                         
   sysadmin :: netlab123                                                         
                                                                                 
Press the [Enter] key to begin... 
No mail.                                                                         
Last login: Mon Nov 25 23:57:09 2019                                             
hi there                                                                         
sysadmin@localhost:~$ 

 

These system limits are only set during login. Just switching to 

the sysadmin account using the su command will not enable the new system 

limits. The Secure Shell ssh command is used for remote login to 

another system. This command will be covered in greater detail later in the 

course. 

Step 71 

To view the system limits for the current account, execute the following 

command: 

ulimit –a 
sysadmin@localhost:~$ ulimit -a                                                  
core file size          (blocks, -c) unlimited                                   
data seg size           (kbytes, -d) unlimited                                   
scheduling priority             (-e) 0                                           
file size               (blocks, -f) unlimited                                   
pending signals                 (-i) 514999                                      
max locked memory       (kbytes, -l) 16384                                       
max memory size         (kbytes, -m) unlimited                                   
open files                      (-n) 1024                                        
pipe size            (512 bytes, -p) 8                                           
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POSIX message queues     (bytes, -q) 819200                                      
real-time priority              (-r) 0                                           
stack size              (kbytes, -s) 8192                                        
cpu time               (seconds, -t) unlimited                                   
max user processes              (-u) 500                                         
virtual memory          (kbytes, -v) unlimited                                   
file locks                      (-x) unlimited   

Notice that the max_user processes is now 500. This means that 

the sysadmin user will be limited to a total of 500 processes (programs) 

running at any point in time. This sort of limit is typical for systems that have 

many users working on the same system. 

This lab is complete.   
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Laboratory work 8. Host Security (Setup host security) 

 

1. Introduction 

It is the responsibility of the system administrator to secure each host 

on the organization’s network. The security measures can be implemented at 

the entry points of network services since the majority of threats to the system 

are from sources that can access the host via the network. This chapter will 

look closely at xinetd, the super server that is designed to protect the network 

and reduce the number of continuously running servers. 

 

2. Understanding xinetd 

A Linux system will have several services running at any point in time, 

many of which are network services. To avoid running these services the 

entire time, a master process listens for incoming TCP connections and then 

starts the corresponding process. In a nutshell, the master process acts as an 

intermediary between network services and ports. This process is known as 

the internet super-server or the inetd daemon. The inetd daemon was the 

original super-server; it has now been replaced by the extended internet 

super-server xinetd on many Linux distributions. A system can have either 

the inetd or xinetd service running, but not both. 

The xinetd service is now used on all Linux systems. It provides all the 

services offered by inetd plus additional security features and access control 

according to different criteria such as system utilization, time of day, and 

client machines. 

The services managed by xinetd can be either single-threaded or multi-

threaded. A single-threaded service managed by xinetd does not spawn new 

processes; it will process incoming requests in a sequential manner. A multi-

threaded service spawns a new process to handle each new incoming 

request and is, therefore, able to service requests in parallel. 
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To start, stop, or restart the xinetd daemon, execute the following 

command: 

 /etc/init.d/xinetd [start, stop, restart] 

 

The xinetd daemon is configured by the /etc/xinetd.conf file or by 

creating separate files for each service in the /etc/xinetd.d directory. The key 

fields of the configuration file are as follows: 

 

Table 19 – The key fields of the configuration file 

Option Meaning 

service Name of the service as specified in the /etc/services file 

flags Sets attributes for the connection 

socket_type Set the network socket type 

wait Specifies whether the service is single-threaded or multi-threaded 

user Specifies the user 

group Specifies the group 

server Absolute path of the server program 

only_from Hostname or IP address allowed access to the server 

no_access Hostname or IP address not allowed access to the server 

access_times Specifies the time range to access a service in HH:MM-HH:MM format 

log_on_failure Specifies the logging parameters 

disable Specifies if the service is disabled or not 

 

For a complete list of options, refer to the xinetd.conf man page. 

For example, a snippet of the /etc/xinetd.d/telnet file is below: 

service telnet  
{  
disable = no 
flags = REUSE  
socket_type = stream  
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user = root 
wait = no  
server = /usr/sbin/in.telnetd  
only_from = 127.0.0.1 192.168.12.0/24 
no_access = 192.168.12.11 
log_on_failure += USERID  
} 

 

To break down the contents of this example file: 

 

Table 20 – To break down the contents of this example file 

Line Meaning 

disable = no Indicates that the telnet service is enabled. The double 
negative of disable = no means the service is, in fact, 
enabled. 

flags = REUSE Indicates that a port can be reused by telnet. 

socket_type = stream Indicates a TCP connection. 

user = root Indicates that the root user will be starting 
the telnet processes. 

wait = no Indicates that it is a multi-threaded process. 

server = /usr/sbin/in.telnet.d Indicates the absolute path of the telnet executable file. 

only_from = 127.0.0.1 
192.168.12.0/24 and no_access 
= 192.168.12.11 

Indicates that all hosts on the 192.168.12.0/24 subnet 
except 192.168.12.11 will be allowed telnet access. 
Since 192.168.12.11 is included in the subnet, it 
appears in both parameters. To resolve the conflict, the 
more exact match takes precedence. 

log_on_failure += USERID Indicates that the USERID parameter should be used 
while logging along with the standard parameters 
defined in the /etc/xinetd.conf file. 

 

If this file is changed, then the xinetd daemon should be restarted by an 

administrator by executing the following command: 

root@localhost:~# /etc/init.d/xinetd restart 

 

The key options for the xinetd daemon are as follows: 
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Table 21 – The key options for the xinetd daemon 

Option Meaning 

-f config_file Use the specified configuration file rather than the default 
file /etc/xinetd.conf 

-dontfork Used when xinetd should be created as a foreground process 

-limit proc_limit Sets the threshold for the maximum number of processes that can 
be initiated by xinetd 

-filelog log_file Append log messages to the specified file 

 

An important aspect of xinetd is that it can be used to activate sockets 

so that they are ready to receive requests from network services. The sockets 

are created by the xinetd daemon when needed or on-demand, once it 

receives a request for access. 

A network socket is a communication endpoint between nodes 

(devices) on a network. Sockets use a socket address to receive incoming 

network traffic and forward that to a process on a machine or device. The 

socket address commonly consists of the IP address of the node it 

is attached to and a port number. 

 

3. SYSTEMD.socket units 

For systems running systemd, there is a systemd unit type that can be 

used to specify the details of an Inter-process Communication (IPC), network 

socket, or file system based FIFO. These .socket systemd units allow a 

socket to be activated. The systemd socket units are associated with a 

systemd service; however, not all systemd services need socket activation. 

Below is an example systemd socket unit file: 

[Unit] 
Description=OpenBSD Secure Shell server socket 
Before=ssh.service 
Conflicts=ssh.service 
ConditionPathExists=!/etc/ssh/sshd_not_to_be_run 
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[Socket] 
ListenStream=22 
Accept=yes 
  
[Install] 
WantedBy=sockets.target 

 

The following table breaks down the fields and settings in the 

example .socket systemd unit file above: 

 

Table 22 – The fields and settings in the example .socket systemd unit file 

above 

Option Meaning 

Description Description of the systemd socket unit. 

Before The unit needs to start before the specified unit. 

Conflicts The unit will conflict with the specified unit if it tries to start while the 
specified unit is running. 

ConditionPathExists Unit will not run if the specified path does not exist. Can add ! to the 
path to have unit not run if the path does exist. 

ListenStream Specifies what network port the systemd unit should listen on. 

Accept Specifies if the socket should accept network connections or not. 

WantedBy Specifies any systemd components that are needed to properly 
operate. 

MaxConnections Specifies the maximum number of connections to the systemd 
service unit. 

 

The systemctl command can be used with the list-sockets command 

to display the systemd.socket units on a system: 

sysadmin@localhost:~$ systemctl list-sockets --all 
LISTEN        UNIT           ACTIVATES 
/dev/rfkill          systemd-rfkill.socket  systemd-rfkill.service 
/run/dmeventd-client         dmevent.socket   dm-event.service 
/run/dmeventd          dm-event.socket   dm-event.service 
/run/lvm/lvmetad.socket         lvm2-lvmetad.socket  lvm2-lvmetad.service 
/run/lvm.lvmpolld.socket        lvm2-lvmpolld.socket  lvm2-lvmpolld.service 
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/run/systemd/fsck.progress      systemd-fsckd.socket  systemd-fsckd.service 
/run/systemd/initctl/fifo       systemd-initctl.socket  systemd-initctl.service 
/run/systemd/journal/dev-log    systemd-journald-dev-log.socket systemd-
journald.service 
/run/systemd/journal/socket     systemd-journald.socket  systemd-journald.service 
/run/systemd/journal/stdout     systemd-journald.socket  systemd-journald.service 
/run/systemd/journal/syslog     syslog.socket   ryslog.service 
/run/udev/control         systemd-udev-control.socket systemd-udev.service 
/run/uuid/request         uuidd.socket    uuid.service 
/var/run/dbus/system_bus_socket dbus.socket    dbus.service 
audit 1                  systemd-journald-audit.socket   systemd-
journald.service 
kobject-uevent 2   systemd-udev-kernel.socket   systemd-udevd.service 
  
16 sockets listed. 

 

To display the systemd.socket unit configuration files, use 

the systemctl list-unit-files command with the --type=socket option: 

sysadmin@localhost:~$ systemctl list-unit-files --type=socket 
UNIT FILE                           STATE 
dbus.socket                         static 
dm-event.socket                     enabled 
lvm2-lvmetad.socket            enabled 
lvm2-lvmpolld.socket                enabled 
ssh.socket                          disabled 
syslog.socket                       static 
systemd-fsckd.socket                static 
systemd-initctl.socket            static 
systemd-journald-audit.socket    static 
systemd-journald-dev-log.socket   static 
systemd-journald.socket           static 
systemd-networkd.socket           disabled 
systemd-rfkill.socket             static 
systemd-udev-control.socket       static 
systemd-udev-kernel.socket    static 
uuidd.socket                      enabled 
  
16 unit files listed. 

 

Note that although there is much discussion about systemd socket units 

being a replacement for xinetd, this is currently not the case. If it is the case 

that either xinetd or systemd sockets running on your system does not meet 

all the necessary requirements for your network configuration, a hybrid 

solution using both is possible. 
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4. Configuring TCP Wrappers 

TCP Wrappers are a host-based access control system that extend the 

abilities of xinetd to provide an additional layer of security by defining which 

hosts can access wrapped network services. A wrapper is a network service 

which is accessed via a proxy or front end service. TCP Wrappers should be 

used in conjunction with a firewall and other security enhancements. 

Some of the common Linux applications that are compiled 

with tcp_wrappers include xinetd, sendmail, and ssd (Secure Shell daemon). 

The tcp_wrappers package is used to provide access control to network 

services. For a regular network service to use TCP wrappers, it must be 

compiled using the /usr/lib/libwrap.a library. One method used to determine if 

a service is a TCP wrapped service is to use the strings command to display 

the plain text of a binary executable and search for the term hosts_access. If 

the term hosts_access exists, the service is TCP wrapped. In the example 

below, sshd is a TCP wrapped service and in.telnetd (telnet daemon) is not: 

sysadmin@localhost:~$ strings /usr/sbin/sshd | grep hosts_access 
hosts_access 
sysadmin@localhost:~$ strings /usr/sbin/in.telnetd | grep hosts_access 

 

A second method to verify if a program is compiled 

with tcp_wrappers is to execute the list dynamic 

dependencies ldd command: 

ldd program_name | grep libwrap 

 

If the output of the ldd command contains libwrap, then the service 

supports TCP wrappers. The example below illustrates that sshd is TCP 

wrapped and in.telnetd is not: 

sysadmin@localhost:~$ ldd /usr/sbin/sshd | grep libwrap          
        libwrap.so.0 => /lib/x86_64-linux-gnu/libwrap.so.0 (0x00007f782690b000)  
sysadmin@localhost:~$ ldd /usr/sbin/in.telnetd | grep libwrap 
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The tcp_wrapper library uses two files, 

the /etc/hosts.allow and /etc/hosts.deny files, to control access. These files 

contain rules that match service and hosts (or network) to either grant or deny 

access to the specified service. 

The hosts.allow file has precedence over the hosts.deny file as the 

rules in the hosts.allow file are parsed first. So, if a host is granted access to 

a service in the hosts.allow file and denied access in the hosts.deny file, 

access will be granted to the service. 

When a connection request is sent to a TCP wrapped 

service, hosts.allow and hosts.deny files are referenced to check if the host 

should be allowed to connect. If the connection is allowed, 

then tcp_wrapper simply hands over control to the service for further 

processing. Otherwise, if the connection is denied, then processing will halt. 

The tcp_wrapper daemon uses the syslogd daemon for logging information 

to /var/log/messages. 

The flow chart for a packet request looks like the following (fig. 26): 

 

 

Figure 26 – The flow chart for a packet request 
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Note that if no rule matches from either file, access is granted. That 

means in order to deny access to a service, you must make a rule in 

the hosts.deny file. 

A typical rule will look like the last line in the example hosts.allow file 

below: 

sysadmin@localhost:~$ more /etc/hosts.allow                                          
sendmail: all                                                                    
# /etc/hosts.allow: list of hosts that are allowed to access the system.         
#                   See the manual pages hosts_access(5) and hosts_options(5).   
#                                                                                
# Example:    ALL: LOCAL @some_netgroup                                          
#             ALL: .foobar.edu EXCEPT terminalserver.foobar.edu                  
#                                                                                
# If you’re going to protect the portmapper use the name “rpcbind” for the       
# daemon name. See rpcbind(8) and rpc.mountd(8) for further information.         
#                                                                                
sshd: .netdevgroup.com 

 

This last rule in the hosts.allow file specifies that connection requests 

for the SSH daemon originating from the netdevgroup.com domain should be 

allowed. If the same rule is specified in the hosts.deny file, the connection 

requests will be denied based on the same criteria (unless a rule in 

the hosts.allow file permitted access). 

IP addresses and networks can also be specified in rules. For example, 

to allow a specific host and a couple of networks access to the SSH daemon, 

add the following rule to /etc/hosts.allow: 

sshd:  192.168.1.10,192.168.0.0/24,192.168.2.0/255.255.255.0 

 

If a system has multiple IP addresses, the service specification can 

specify the address to which the service is bound following the @ symbol. 

The following rule would apply to any inbound connection on 

the 192.168.0.254 network interface: 

sshd@192.168.0.254:  192.168.0.0/24 
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The ALL keyword is used to allow/deny access to all hosts. For 

example, consider the following entry in hosts.deny: 

sshd,vsftpd: ALL 

 

This prevents sshd and ftp connections from any host (except when 

there are rules in the hosts.allow file that permit these connections). 

The ALL keyword may also be used to represent the services and 

hosts. For example, an excellent way to configure the hosts.deny file is to 

have the following entry as the last rule of the file: 

ALL: ALL 

 

With this rule, all connections would be blocked except for those 

specifically permitted in the hosts.allow file. 

The following table lists the additional keywords that may be used to 

specify the host (table 23). 

 

Table 23 – The additional keywords 

Keyword Meaning 

LOCAL A host whose name does not contain a dot (period) character. These are 
hosts that are local to your network. 

UNKNOWN Matches any host whose name or address is unknown. Use carefully, as 
name resolution issues may cause names to be unknown. 

KNOWN Matches any hostname and address which can be resolved. 

PARANOID Matches any host whose name does not match its resolved address. 

 

Consider This 

Since TCP Wrappers are implemented as a separate library with its 

own configuration files, they can be used by multiple network services that 

require a common configuration. The configuration can be managed 

independently from the services.  
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Because the hosts.allow and hosts.deny files are not cached, changes 

made in these files do not require a restart of any service. 

 

5. Denying Access to Users 

The /etc/nologin file is used to prevent all users except root from logging 

on to the system. 

For example, the system administrator might want to undertake a 

maintenance activity such as installing a patch or upgrading the version of the 

database server. Many users, despite being instructed to not log in to the 

system, may still attempt to log in to the system. The existence of 

the /etc/nologin file is used in such cases to prevent other users from using 

the system. 

The system administrator can create the file by using a text editor or by 

executing a command similar to the following: 

root@localhost:~# echo ‘System down for maintenance until 2pm’ > /etc/nologin    
root@localhost:~# cat /etc/nologin          
System down for maintenance until 2pm 

 

If a user other than root tries to log in to the system, the contents of 

the /etc/nologin file are displayed on the user’s terminal and login is denied. 

Although not required, the system administrator should put an appropriate 

message in this file so that users understand why access to the system is 

being denied. All users should have read permissions to this file because 

the login command refers to this file if it exists. The /etc/nologin file should be 

deleted by the system administrator once the system is ready to be accessed 

by all users. 

Consider This 

The /etc/nologin file is used to temporarily prevent all users from 

starting new sessions on the system except root.  
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The /etc/passwd and /etc/shadow files are used to selectively control 

which users can access the system. 

 

6. Understanding Init 

The init (initialization) process is the heart of the operating system; it is 

the first process started by the kernel; hence, it is given the PID (Process ID) 

of 1. The init process reads the /etc/inittab file that defines the system’s 

initialization process, including which services and programs start during 

bootup and the default runlevel of the system. Runlevels are functional states 

of the operating system that define what features and services are available. 

The standard runlevels for Debian and Red Hat-based systems vary slightly, 

as indicated below: 

 

Table 24 – The standard runlevels for Debian and Red Hat-based systems 

Runlevel Debian-based Systems Red Hat-based Systems 

0 Halt the system Halt the system 

1 (or S) Single-user text mode (typically 
used for maintenance - similar 
to Windows Safe Mode) 

Single-user text mode (typically used for 
maintenance - similar to Windows Safe 
Mode) 

2 DEFAULT 
Graphical multi-user mode plus 
networking 

Not used (user-definable) 

3 Same as 2, but not used DEFAULT 
Multi-user mode with a console (text-based) 
login, plus networking mode 

4 Same as 2, but not used Not used (user-definable) 

5 Same as 2, but not used Graphical multi-user mode (with an X-based 
login screen) 

6 Reboot Reboot 

 

To determine the current system runlevel, use the runlevel command: 
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sysadmin@localhost:~$ runlevel 
N 3 

 

The first character is the previous runlevel. N indicates the system 

hasn’t switched runlevels since booting. The 3 indicates the current 

runlevel .unknown would indicate the system is unable to determine the 

system runlevel. 

Since the /etc/inittab file is used when the system transitions from one 

runlevel to another in order to perform maintenance tasks or to reboot, it 

contains the procedure for entering a new runlevel. 

The system administrator can customize runlevels according to different 

parameters like network connectivity or X server operations. But the 

standard /etc/inittab file packaged with Linux is suitable for use without any 

changes in the majority of cases. 

The default runlevel for the system is defined by the following line in 

the /etc/inittab file: 

id:3:initdefault: 

 

On Debian-based systems, the /etc/inittab file may not exist as modern 

Debian-based systems running systemd use targets rather than runlevels. 

The target translates as a runlevel for compatibility. If a system has reached 

the multi-user.target, then that will be translated to runlevel 3; if a system has 

reached the graphical.target, then that is translated to runlevel 5. 

To verify the default target, execute the following command: 

root@localhost:~# systemctl get-default 
graphical.target 

 

The default runlevel should not be changed unless there is a compelling 

reason to do so. The system administrator should verify that the entries in 

the /etc/inittab file are correct and remove any entries which are not required. 
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Consider This 

The /etc/inittab file is part of the traditional UNIX System V initialization 

(SysVinit) process and is now used mainly by Linux systems to set the default 

runlevel. System and network services are now managed by other services 

such as systemd and upstart, which have superseded init. As both of these 

replacements feature some backward compatibility, they also can execute 

runlevel initialization scripts in the /etc/init.d directory described in the next 

section. 

 

7. Init Scripts 

The /etc/init.d directory contains two types of scripts: 

 scripts which are called directly by the init process; 

 scripts which are called indirectly by the init process via 

the rc script, which is used while switching runlevels. 

The scripts that are specific to each runlevel are present in 

the /etc/init.d directory. Symbolic links to these files are created in 

the /etc/init.d/rc0.d - /etc/init.d/rc6.d directories. Each of these scripts 

understands the following parameters: 

 

Table 25 – Parameters 

Option Meaning 

Start Start the service. 

Stop Stop the service. 

Restart Stop and start the service again if it is running already. If the service is not 
running, start it. 

Status Display the current status of the service. 

Reload Reload the service’s configuration file without restarting the service. 
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For example, to restart the networking service, execute the following 

command: 

root@localhost:~# /etc/init.d/networking restart                 
 * Running /etc/init.d/networking restart is deprecated because it may not re-en 
able some interfaces                                         
 * Reconfiguring network interfaces...                            [ OK ] 

 

Generally, scripts for services such as networking, FTP, SSH, and 

Apache are kept in the /etc/init.d directory. 

The programs can be linked with different runlevels by creating 

symbolic links in the corresponding folders. For example, the networking 

scripts are used at runlevel 3 and the symbolic links for these scripts are 

placed in the /etc/init.d/rc3.d directory. 

An administrator can switch from one runlevel to another using 

the init command without having to reboot the system. For example, to switch 

from runlevel 2 to 3, the process would be: 

The root user initiates the runlevel switch by executing init 3. 

The init process refers to the /etc/inittab file. 

The /etc/init.d/rc script will be run with parameter 3. 

The rc (run control) script will stop the appropriate services of the 

previous runlevel 2 and start the services of the new runlevel 3. 

Note 

Due to the nature of the VMs for this course, changing runlevels will not 

have any effect. To become familiar with changing runlevels, you may want to 

practice on a live system. 

Runlevels are covered in complete detail in the NDG Introduction to 

Linux I course. 

  



192 
 

Assignment for the laboratory work 8 

Step 1 

For this portion of the lab you will be using the Ubuntu virtual machine. 

Select the Ubuntu virtual machine by clicking on the Ubuntu tab in the 

virtual machine window on the right side of the screen (fig. 27). 

 

 

Figure 27 – Ubuntu tab 

 

Most of this lab requires access as the root user. Execute the following 

command to switch to the root account. When prompted, provide the root 

password netlab123: 

 

Ubuntu 18.04.3 LTS ubuntu tty1 
 
ubuntu login: root 
Password: 
Welcome to Ubuntu 18.04.3 LTS (GNU/Linux 4.15.0-55-generic x86_64) 
 
* Documentation: https://help.ubuntu.com 
* Management:    https://landscapte.canonical.com 
* Support:       https://ubuntu.com/advantage 
 
The programs included with the Ubuntu system are free software; 
the exact distribution terms for each program are described in the  
individual files in /usr/share/doc/*/copyright. 
 
Ubuntu comes with ABSOLUTELY NO WARRANTY, to the extent permitted by  
applicable law. 
 
root@ubuntu:~# 

 

Step 2 

View the configuration file of the xinetd daemon by executing the 

following command: 
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more /etc/xinetd.conf 
root@ubuntu:~# more /etc/xinetd.conf                                          
# Simple configuration file for xinetd                                           
#                                                                                
# Some defaults, and include /etc/xinetd.d/                                      
                                                                                 
defaults                                                                         
{                                                                                
                                                                                 
# Please note that you need a log_type line to be able to use log_on_success     
# and log_on_failure. The default is the following :                             
# log_type = SYSLOG daemon info                                                  
                                                                                 
}                                                                                
                                                                                 
includedir /etc/xinetd.d 

 

This file contains no default settings as all of the lines in that section are 

commented out. Each xinetd-based service should have a configuration file in 

the includedir directory: /etc/xinetd.d. 

 

Step 3 

View the contents of the /etc/xinetd.d directory by executing the 

following command: 

ls /etc/xinetd.d 

root@ubuntu:~# ls /etc/xinetd.d                                 
chargen      daytime      discard      echo      servers   time         
chargen-udp  daytime-udp  discard-udp  echo-udp  services  time-udp 

 

Note from the output that the /etc/xinetd.d directory includes 

the /etc/xinetd.d/echo file. 

 

Step 4 

The echo service is a simple service that sends back any message that 

it receives. It is an old command that was primarily used to verify that a 

remote system was reachable via the network. View the configuration file for 

this xinetd-based service by executing the following command: 
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tail –n +5 /etc/xinetd.d/echo 
root@ubuntu:~# tail –n +5 /etc/xinetd.d/echo  
service echo                                                                     
{                                                                                
        disable         = yes                                     
        type            = INTERNAL                                               
        id              = echo-stream                                            
        socket_type     = stream                                                 
        protocol        = tcp                                                    
        user            = root                                                   
        wait            = no                                                     
}                                                                                
                                                                                 
# This is the udp version.                                                       
service echo                                                                     
{                                                                                
        disable         = yes                                                    
        type            = INTERNAL                                               
        id              = echo-dgram                                             
        socket_type     = dgram                                                  
        protocol        = udp                                                    
        user            = root                                                   
        wait            = yes                                                    
} 

 

Note 

The tail command was used to omit the comments that appear at the 

top of the file. 

The output disable=yes means that this service is not currently enabled. 

To enable this service, this setting must be set to the value of no and 

the xinetd service must also be running. 

 

Step 5 

Execute the following to determine if the xinetd service is currently 

running: 

/etc/init.d/xinetd status 
root@ubuntu:~# /etc/init.d/xinetd status                                      
 •  xinetd.service - LSB: Start or stops the xinetd daemon. 
Loaded: loaded (/etc/init.d/xinetd; generated) 
Active: active (running) since Sun 2020-01-05 00:27:32 UTC; 19min ago 
Docs: man:systemd-sysv-generator(8) 
Process: 459 ExecStart=/etc/initd.d/xinetd start (code=exited, status=0/SUCCESS) 
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Tasks: 1 (limit: 523) 
CGroup: /system.slice/xinetd.service 
        |_486 /usr/sbin/xinetd -pidfile /run/xinetd.pid -stayalive -inetd_compat -inetd_ipv6 
 
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: 
/etc/xinetd.d/discar…ne=14] 
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: 
/etc/xinetd.d/discar…ne=25] 
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: /etc/xinetd.d/echo 
[…ne=14]  
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: 
/etc/xinetd.d/echo-u…ne=26]  
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: 
/etc/xinetd.d/server…ne=14] 
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: 
/etc/xinetd.d/service…ne=13] 
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: /etc/xinetd.d/time 
[…ne=13] 
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: /etc/xinetd.d/time-
u…ne=28] 
Jan 05 00:27:32 ubuntu xinetd[486]: 2.3.15.3 started with libwrap loadavg labeled-
networking …ed in. 
Jan 05 00:27:32 ubuntu xinetd[486]: Started working: 0 available services 
Hint: Some lines were ellipsized, use -l to show in full. 

 

Note that no services are enabled by default: 

... 
Jan 05 00:27:32 ubuntu xinetd[488]: Started working: 0 available services       

 

Step 6 

To enable the echo service, first execute the vi command to edit 

the /etc/xinetd.d/echo file: 

vi /etc/xinetd.d/echo 
root@ubuntu:~# vi /etc/xinetd.d/echo 
 
 
# default: off                                                                   
# description: An xinetd internal service which echo’s characters back to        
# clients.                                                                       
# This is the tcp version.                                                       
service echo                                                                     
{                                                                                
        disable         = yes                                                    
        type            = INTERNAL                                               
        id              = echo-stream                                            
        socket_type     = stream                                                 
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        protocol        = tcp                                                    
        user            = root                                                   
        wait            = no                                                     
}                                                                                
                                                                                 
# This is the udp version.                                                       
service echo                                                                     
{                                                                                
        disable         = yes                                                    
        type            = INTERNAL                                               
        id              = echo-dgram                                             
        socket_type     = dgram                                                  
        protocol        = udp                                                    
“/etc/xinetd.d/echo” 26 lines, 422 characters 

 

Step 7 

After pressing the Enter key to open the file, execute the 

following vi commands: 

Note that the first character after the colon : character is a numeric “1” 

character. 

:1,$s/yes/no/ 
# clients.                                                                       

# This is the tcp version.                                                       
service echo                                                                     
{                                                                                
        disable         = no                                                     
        type            = INTERNAL                                               
        id              = echo-stream                                            
        socket_type     = stream                                                 
        protocol        = tcp                                                    
        user            = root                                                   
        wait            = no                                                     
}                                                                                
                                                                                 
# This is the udp version.                                                       
service echo                                                                     
{                                                                                
        disable         = no                                                     
        type            = INTERNAL                                               
        id              = echo-dgram                                             
        socket_type     = dgram                                                  
        protocol        = udp                                                    
        user            = root                                                   
        wait            = no                                                     
3 substitutions on 3 lines 

 

Save and exit the /etc/xinetd.d/echo file: 
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Esc 
:wq 
Enter 
“/etc/xinetd.d/echo” 26 lines, 519 characters written 
root@ubuntu:~# 

 

Step 8 

After saving the file, execute the following command and compare 

the disable lines to your file: 

tail -n +5 /etc/xinetd.d/echo 

root@ubuntu:~# tail -n +5 /etc/xinetd.d/echo                                  
service echo                                                                     
{                                                                                
        disable         = no                                                     
        type            = INTERNAL                                               
        id              = echo-stream                                            
        socket_type     = stream                                                 
        protocol        = tcp                                                    
        user            = root                                                   
        wait            = no                                                     
}                                                                                
                                                                                 
# This is the udp version.                                                       
service echo                                                                     
{                                                                                
        disable         = no                                                     
        type            = INTERNAL                                               
        id              = echo-dgram                                             
        socket_type     = dgram                                                  
        protocol        = udp                                                    
        user            = root                                                   
        wait            = no                                                     
} 

Step 9 

Execute the following command to view which services will be started 

by the currently running xinetd server: 

/etc/init.d/xinetd status | grep services | tail -2 
root@ubuntu:~# /etc/init.d/xinetd status | grep services | tail -2                
Jan 05 00:27:32 ubuntu xinetd[486]: Reading included configuration file: 
/etc/xinetd.d/services [file=/etc/xinetd.d/services] [line=13] 
Jan 05 00:27:32 ubuntu xinetd[486]: Started working: 0 available services 

Note that still no services are enabled by default: 

... 
Jan 05 00:27:32 ubuntu xinetd[488]: Started working: 0 available services 
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Step 10 

The changes that you made to the /etc/xined.d/echo file haven’t taken 

effect yet because the xinetd service hasn’t been informed of these changes. 

To have the xinetd service re-read its configuration files, execute the following 

command: 

/etc/init.d/xinetd restart 
root@ubuntu:~# /etc/init.d/xinetd restart           
[ ok ] Restarting xinetd (via systemctl): xinetd.service. 

Step 11 

Execute the following command to view if services will be started by the 

currently-running xinetd server: 

/etc/init.d/xinetd status | grep services | tail -2 
root@ubuntu:~# /etc/init.d/xinetd status | grep services | tail -2 
Jan 05 00:27:32 ubuntu xinetd[721]: Reading included configuration file: 
/etc/xinetd.d/services [file=/etc/xinetd.d/services] [line=13] 
Jan 05 00:27:32 ubuntu xinetd[721]: Started working: 2 available services 

Note the last two lines indicate two services are now available. Why 

two? Because you enabled both the echo TCP service and the echo UDP 

service when you edited the /etc/xinetd.d/echo file. 

Step 12 

Use the nmap command to determine which port that the echo service 

is listening on: 

nmap localhost 

 

root@ubuntu:~# nmap localhost                                                 
                                                                                 
Starting Nmap 7.60 ( https://nmap.org ) at 2019-12-26 17:53 UTC                  
Nmap scan report for localhost (127.0.0.1)                                       
Host is up (0.000012s latency).                                                  
Other addresses for localhost (not scanned): 192.168.1.2 ::1                     
Not shown: 997 closed ports                                                      
PORT   STATE SERVICE                                                             
7/tcp  open  echo                                                                
22/tcp open  ssh                                                                 
53/tcp open  domain                                                              
                                                                                 
Nmap done: 1 IP address (1 host up) scanned in 2.57 seconds 
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Step 13 

In this case the echo service is listening on port number 7. Use 

the nc command to connect to this port by executing the following command: 

nc 127.0.0.53 7 
root@ubuntu:~# nc 127.0.0.53 7 

 

Initially it will appear as if nothing is happening, but the blinking cursor 

indicates that the echo service is listening. Type hello and press Enter. The 

response hello indicates that the echo service is functioning. Use Ctrl+C to 

cancel the connection: 

hello 
Ctrl+c 
root@ubuntu:~# nc 127.0.0.53 7                                               
hello                                                                            
hello                                                                            
^C                                                                               
root@ubuntu:~# 

 

Step 14 

TCP Wrappers allow you to secure specific services of a system. To be 

able to use TCP Wrappers, the executable for that service must either be 

compiled to include the TCP Wrapper library or it must be linked to the library. 

The ldd command shows which libraries are linked to an executable. Execute 

the following command to determine if /usr/sbin/sshd is linked with the TCP 

Wrapper library: 

ldd /usr/sbin/sshd | grep libwrap 
root@ubuntu:~# ldd /usr/sbin/sshd | grep libwrap                              
        libwrap.so.0 => /lib/x86_64-linux-gnu/libwrap.so.0 (0x00007f0cabc98000) 

 

Since the output of the ldd command filtered by the grep command 

shows a link to libwrap.so.0, the /usr/sbin/sshd service (the SSH server) 

supports TCP wrappers. 
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Step 15 

The /etc/hosts.allow and /etc/hosts.deny files are used to control access 

to a service that uses TCP Wrappers. View the existing /etc/hosts.deny by 

executing the following command: 

cat /etc/hosts.deny 
root@ubuntu:~# cat /etc/hosts.deny                                            
# /etc/hosts.deny: list of hosts that are _not_ allowed to access the system.    
#                  See the manual pages hosts_access(5) and hosts_options(5).    
#                                                                                
# Example:    ALL: some.host.name, .some.domain                                  
#             ALL EXCEPT in.fingerd: other.host.name, .other.domain              
#                                                                                
# If you’re going to protect the portmapper use the name “rpcbind” for the       
# daemon name. See rpcbind(8) and rpc.mountd(8) for further information.         
#                                                                                
# The PARANOID wildcard matches any host whose name does not match its           
# address.                                                                       
#                                                                                
# You may wish to enable this to ensure any programs that don’t                  
# validate looked up hostnames still leave understandable logs. In past          
# versions of Debian this has been the default.                                  
# ALL: PARANOID  

 

Notice that this file currently contains only comments. Read through 

these comments to remind yourself of the format of this file. 

 

Step 16 

Overwrite the existing /etc/hosts.deny with the value of ALL:ALL, which 

will deny all connections to TCP wrapped services from all hosts. Execute the 

following command to create this content in the file: 

echo “ALL:ALL” > /etc/hosts.deny 
root@ubuntu:~# echo “ALL:ALL” > /etc/hosts.deny 

 

This rule will prevent all connections that use TCP Wrappers unless 

there is an allow rule in the /etc/hosts.allow file that allows access. Currently 

there is no allow rule for SSH connections in the /etc/hosts.allow file, so this 
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denies rule will prevent all SSH connections from all machines, including SSH 

connections from the local machine back to the local machine. 

 

Step 17 

Verify that the localhost no longer allows SSH connections by executing 

the following command: 

ssh sysadmin@localhost 
root@ubuntu:~# ssh sysadmin@localhost                 
ssh_exchange_identification: read: Connection reset by peer 

 

The command should fail within a few seconds as shown above. 

 

Step 18 

Append a new line to the existing /etc/hosts.allow file, which will permit 

connections to the SSH service from all hosts by executing the following 

command: 

echo “sshd: ALL” >> /etc/hosts.allow 
root@ubuntu:~# echo “sshd: ALL” >> /etc/hosts.allow 

 

Step 19 

Verify that the localhost now allows SSH connections by executing the 

following command. When prompted to continue connecting, enter no: 

ssh sysadmin@localhost 
no 
root@ubuntu:~# ssh sysadmin@localhost                   
The authenticity of host ‘localhost (::1)’ can’t be established.   
ECDSA key fingerprint is 94:33:2e:eb:43:a9:2d:54:34:f2:25:ae:7d:b1:ae:0b.        
Are you sure you want to continue connecting (yes/no)? no 
Host key verification failed. 

 

The fact that you were presented with this prompt to accept the public 

key means that TCP Wrappers allowed access to the SSH service. This 

verifies that the “sshd: ALL” entry in the /etc/hosts.allow file works correctly. 
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Keep in mind, not all services use TCP Wrappers. In the real world, you 

would want to execute the ldd command for executable files that starts each 

service to determine if the service uses TCP Wrappers. If the service uses 

TCP Wrappers, then appropriate rules should be made in 

the /etc/hosts.allow file to provide access to the service. 

 

Step 20 

To deny access to a system to any user besides the root user, create 

a /etc/nologin file. The message in this file will be displayed when a non-root 

user attempts to login. Execute the following command to test this feature: 

echo “Secured server” > /etc/nologin 
root@ubuntu:~# echo “Secured server” > /etc/nologin 

 

Normally non-root users are barred from servers. This is because non-

root accounts can pose a security threat on these systems and there is no 

real reason for these users to log into servers. 

 

Step 21 

To verify that non-root users can no longer log into the system, execute 

the following command. When prompted Are you sure you want to continue 

connecting (yes/no)?, enter yes. When prompted for the sysadmin password, 

enter netlab123: 

ssh sysadmin@localhost 
root@ubuntu:~# ssh sysadmin@localhost                                         
The authenticity of host ‘localhost (127.0.0.1)’ can’t be established.           
ECDSA key fingerprint is 
SHA256:eRmuhpLTKMrQNHKTIKBmQQ189nbIzX6TFJIe+atvSug.     
Are you sure you want to continue connecting (yes/no)? yes                       
Warning: Permanently added ‘localhost’ (ECDSA) to the list of known hosts.       
sysadmin@localhost’s password:                                                   
Secured server                                                                   
                                                                                 
Connection closed by ::1 port 22 
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Note that you were denied access and the message Secured 

server was displayed. 

 

Step 22 

Remove the /etc/nologin file by executing the following command: 

rm /etc/nologin 
root@ubuntu:~# rm /etc/nologin                                                
rm: remove symbolic link ‘/etc/nologin’? yes 

 

Step 23 

To verify that non-root users can now log into the system, execute the 

following command. When prompted for the sysadmin password, 

enter netlab123: 

ssh sysadmin@localhost 
root@ubuntu:~# ssh sysadmin@localhost                            
sysadmin@localhost’s password:    
Ubuntu 18.04.3 LTS ubuntu tty1 
 
ubuntu login: root 
Password: 
Welcome to Ubuntu 18.04.3 LTS (GNU/Linux 4.15.0-55-generic x86_64) 
 
* Documentation: https://help.ubuntu.com 
* Management:    https://landscapte.canonical.com 
* Support:       https://ubuntu.com/advantage 
 
root@ubuntu:~# 

 

Now that the /etc/nologin file no longer exists, non-root users can log 

into the system provided they enter the correct password. 

 

Step 24 

For this portion of the lab you will be using the CentOS virtual machine. 

Select the CentOS virtual machine by clicking on the CentOS tab in the 

virtual machine window on the right side of the screen (fig. 28). 
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Figure 28 – CentOS tab 

 

Login to the root account. When prompted, provide the root 

password netlab123: 

CentOS Linux 7 (Core) 
Kernel 3.10.0-1062.el7.x86_64 on an x86_64 
 
centos login: root 
Password: 
[root@centos ~]# 

 

For systems running systemd, there is a systemd unit type that can be 

used to specify the details of network sockets. 

To view the systemd sockets being used on the system run the 

following command: 

systemctl list-sockets --all 

 

A sample of the results: 

[root@centos ~]# systemctl list-sockets --all 
LISTEN                       UNIT                         ACTIVATES 
/dev/log                     systemd-journald.socket      systemd-journald.service 
/run/dbus/system_bus_socket  dbus.socket                  dbus.service 
/run/systemd/initctl/fifo    systemd-initctl.socket       systemd-initctl.service 
/run/systemd/journal/socket  systemd-journald.socket      systemd-journald.service 
/run/systemd/journal/stdout  systemd-journald.socket      systemd-journald.service 
/run/systemd/journal/syslog  syslog.socket                syslog.service 
/run/systemd/shutdownd       systemd-shutdownd.socket     systemd-shutdownd.service 
/run/udev/control            systemd-udevd-control.socket systemd-udevd.service 
[::]:22                      sshd.socket                  
kobject-uevent 1             systemd-udevd-kernel.socket  systemd-udevd.service 

 

Type Q to exit the more command. 

q 
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Step 25 

Attempt to connect to the root account on the localhost on 

port 2222 using the ssh command with the -p option: 

ssh -p 2222 localhost 
[root@centos ~]# ssh -p 2222 localhost 

Step 26 

The systemd socket for ssh can be disabled by editing 

the sshd.socket file via the command below: 

vi /usr/lib/systemd/system/sshd.socket 
 [root@centos ~]# vi /usr/lib/systemd/system/sshd.socket 
 
[Unit] 
Description=OpenSSH Server Socket 
Documentation=man:sshd(8) man:sshd_config(5) 
Conflicts=sshd.service 
 
[Socket] 
ListenStream=22 
Accept=yes 
 
[Install] 
WantedBy=sockets.target 
 
“/usr/lib/systemd/system/sshd.socket” 11L, 181C 

Use the arrow keys to move the cursor to the start of the word yes on 

the line that states Accept=yes. To change the yes to no, use the change 

word cw command and then type no. Next, save the changes by pressing 

the Esc key and then typing :wq and pressing Enter. 

Down Arrow Key (x6) 
$ 
a 
22 
 [Unit] 
Description=OpenSSH Server Socket 
Documentation=man:sshd(8) man:sshd_config(5) 
Conflicts=sshd.service 
[Socket] 
ListenStream=22 
Accept=no 
 
[Install] 
WantedBy=sockets.target 
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Next, save the changes by pressing the Esc key and then 

typing :wq and pressing Enter. 

Esc 
:wq 
Enter 

 

Step 27 

The sshd.socket file is now modified, but the changes haven’t been 

reloaded yet. To reload the new settings run the following commands: 

systemctl daemon-reload 
systemctl stop sshd 
systemctl start sshd.socket 
 [root@centos ~]# systemctl daemon-reload 

 

Step 28 

Attempt to connect to the root account on the localhost using ssh on 

port 2222 again by using the following command. When prompted Are you 

sure you want to continue connecting (yes/no)?, enter yes. When prompted 

for a password, enter the root password netlab123: 

ssh -p 2222 localhost 
[root@centos ~]# ssh -p 2222 localhost 
The authenticity of host ‘[localhost]:2222 ([::1]:2222)’ can’t be established. 
ECDSA key fingerprint is 
SHA256:103cQotY*iAMYrJZGf4KD4FSYz46C7UBRdWvmpfPjY8. 
ECDSA key fingerprint is MD5:8z:5c:24:65:e2:0f:ec:c8:e8:d4:3e:3b:55:61:14:62. 
Are you sure you want to continue connecting (yes/no)? yes 
Warning: Permanently added `[localhost]:2222` (ECDSA) to the list of known hosts. 
root@localhosts’s password: 
Last login: Sun Jan 05 00:27:32 2020 
[root@centos ~]# 

 

The ssh command and encryption keys will be covered in full detail in 

the next chapter. 

Step 29 

Use the nmap command to verify the systemd socket is listening 

for sshd on port 2222: 
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nmap localhost 
 [root@centos ~]# nmap localhost 
 
Starting Nmap 6.40 ( http://nmap.org ) at 2019-12-10 13:28 CST 
Nmap scan report for localhost (127.0.0.1) 
Host is up (0.0011s latency). 
Not shown: 980 closed ports 
PORT      STATE SERVICE 
25/tcp    open  smtp 
631/tcp   open  ipp 
2222/tcp  open  EtherNet/IP-1 
 
Nmap done: 1 IP address (1 host up) scanned in 0.25 seconds 

 

Note from the output above that port 2222 is open and a service 

(EtherNet/IP-1) is listening on that port. The nmap tool contains a list of 

common ports and the services usually put on them. The sshd service is not 

usually served on port 2222, so the nmap command does not recognize that 

it is an sshd service. 

 

Step 30 

Use the w command to see who is logged in to the system: 

w 
 [root@centos ~]# w 
 15:27:21 up 16 min, 2 users, load average: 0.00, 0.01, 0.05 
USER    TTY     FROM        LOGIN@  IDLE  JCPU   PCPU WHAT 
root    tty1                15:19   1.00s 0.11s  0.05s ssh -p 2222 loc 
root    pts/0   localhost   15:21   1.00s 0.00s  0.00s w 

 

Notice the root user is logged in twice? This is because 

the ssh command successfully logged into the root user via port 2222. 

 

Step 31 

Use the exit command to logout: 

exit 
[root@centos ~]# exit 
logout 
Connection to localhost closed. 
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Step 32 

Use the w command again to see who is logged in to the system: 

w 
 [root@centos ~]# w 
 15:27:21 up 16 min, 2 users, load average: 0.00, 0.01, 0.05 
USER    TTY     FROM        LOGIN@  IDLE  JCPU   PCPU WHAT 
root    tty1                15:19   8.00s 0.06s  0.06s w 

 

Since you ended the ssh connection to port 2222 in the previous step, 

the root user is now only logged in once. 

Step 33 

Use the following command to verify that port 2222 is still open: 

nmap localhost 
 [root@centos ~]# nmap localhost 
 
Starting Nmap 6.40 ( http://nmap.org ) at 2019-12-10 13:28 CST 
Nmap scan report for localhost (127.0.0.1) 
Host is up (0.0011s latency). 
Not shown: 980 closed ports 
PORT      STATE SERVICE 
25/tcp    open  smtp 
631/tcp   open  ipp 
2222/tcp  open  EtherNet/IP-1 
 
Nmap done: 1 IP address (1 host up) scanned in 0.08 seconds 

 

This lab is complete.  
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Laboratory work 9. Encryption (Securing data with encryption) 

 

1. Introduction 

Encryption is used for managing data security by converting data into a 

format that can be understood only by the process which holds the key to 

decrypt the data. The SSH (secure shell) protocol is used to provide a secure 

channel between two hosts on a network for the exchange of data. 

Digital signatures are used to verify the authenticity of the sender and 

are used with both encrypted and non-encrypted messages or files not 

transferred over SSH. GPG (GNU Privacy Guard) keys can be used to create 

digital signatures, as well as encrypting data. 

This chapter focuses on setting up and using SSH to provide a secure 

session between hosts and using GPG to send occasional messages or files 

securely over both a secured and non-secured. 

2. Understanding OpenSSH 

The SSH protocol is used to provide secure remote login and other 

services. The SSH protocol uses public key cryptography for authenticating 

the remote host and providing an encrypted channel. The implementation 

consists of three main components: 

SSH-TRANS: The transport layer protocol manages server 

authentication, privacy and data integrity. Generally, this layer runs over a 

TCP connection but can be used with any reliable connection stream. 

SSH-USERAUTH: The user authentication protocol runs on the 

transport layer and authenticates the client’s credentials to the server. 

SSH-CONNECT: The connection protocol runs above the user 

authentication protocol to multiplex the single encrypted channel into multiple 

logical channels. 

The OpenSSH suite is an open source package developed by the 

OpenBSD team, which can be downloaded from http://www.openssh.com. It 

http://www.openssh.com/
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provides programs such as sshd, ssh (secure sh command; replaces 

telnet), scp (secure cp command; replaces rcp) and sftp (secure ftp 

command; replaces ftp) for secure communication. 

Consider This 

OpenSSH has largely replaced telnet as a remote client 

because telnet sends all data, including usernames and passwords, in clear 

(unencrypted) text whereas SSH encryption begins even before username 

authentication. 

 

3. Configuring OpenSSH Client 

The SSH configuration file, /etc/ssh/ssh_config, is used to configure the 

options for client programs such as ssh, sftp and scp and contains key-value 

pairs on each line. A snippet of the /etc/ssh/ssh_config file is below. Note that 

many of the keywords are commented out. The file can be edited and 

changes can be made as necessary. 

sysadmin@localhost:~$ cat /etc/ssh/ssh_config 
 
# This is the ssh client system-wide configuration file.  See        
# ssh_config(5) for more information.  This file provides defaults for           
# users, and the values can be changed in per-user configuration files           
# or on the command line.                           
Output omitted...                                            
Host *                                         
#   ForwardAgent no 
#   ForwardX11Trusted yes 
#   RSAAuthentication yes 
#   PasswordAuthentication yes 
#   BatchMode no 
#   CheckHostIP yes 
#   StrictHostKeyChecking ask 
#   IdentityFile ~/.ssh/id_rsa 
#   Port 22 
#   Cipher 3des 
Output omitted... 

 

The important keywords and their meanings are explained below: 
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Table 26 – The important keywords and their meanings 

Key Description 

Host Applies all forwarded declarations and options in the 
configuration file for those hosts that match one of the patterns 
given after the Host keyword 

ForwardAgent Specifies which connection authentication agent should be 
forwarded to the remote machine 

ForwardX11Trusted Specifies if X11 sessions should be automatically redirected to 
the remote machine 

RSAAuthentication Specifies if RSA authentication is to be used 

PasswordAuthentication Set to yes to use password based authentication; no otherwise 

BatchMode Specifies if username and password check on connection will 
be disabled. This option is generally used while 
invoking ssh from scripts to provide a non-interactive mode of 
operation. 

CheckHostIP Specifies if the IP address of the host should be checked for 
DNS spoofing 

StrictHostKeyChecking Specifies if new hosts should be automatically added by ssh to 
the .ssh/known_hosts file 

IdentityFile Specifies an alternate RSA authentication identity file to use 

Port Specifies the port number on which ssh connects to the remote 
host (default value is 22) 

Cipher Specifies the cipher method to be used for encryption 

 

For a complete list of all supported options, refer to the ssh man page. 

Consider this 

The /etc/ssh/ssh_config file is the default file for all systemwide users 

using ssh services. However, an ssh configuration file in a user’s home 

directory ~/.ssh/config takes precedence over the systemwide configuration 

file. 

Some of the other client configuration files are listed below: 
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Table 27 – Some of the other client configuration files 

File Purpose 

~/.ssh/known_hosts List of servers, along with host keys accessed by the user 

~/.ssh/authorized_keys List of authorized public keys for servers, verified by the 
server to authenticate the user when the user attempts to 
login 

~/.ssh/id_rsa RSA private key of the user 

~/.ssh/id_rsa.pub RSA public key of the user 

~/.ssh/id_dsa DSA private key of the user 

~/.ssh/id_dsa.pub DSA public key of the user 

~/.ssh/id_ecdsa ECDSA private key of the user 

~/.ssh/id_ecdsa.pub ECDSA public key of the user 

~/.ssh/id_ec25519 EC25519 private key of the user 

~/.ssh/id_ec25519.pub EC25519 public key of the user 

 

A sample ~/.ssh/known_hosts file can be generated using the following 

commands: 

sysadmin@localhost:~$ cat ~/.ssh/known_hosts 
cat: /home/sysadmin/.ssh/known_hosts: No such file or directory 
sysadmin@localhost:~$ ssh sysadmin@192.168.1.2 
The authenticity of host ‘192.168.1.2 (192.168.1.2)’ can’t be established. 
ECDSA key fingerprint is f5:42:6a:3c:2a:01:6f:79:44:d3:95:0c:bb:7e:2f:3f. 
Are you sure you want to continue connecting (yes/no)? yes 
Warning: Permanently added ‘192.168.1.2’ (ECDSA) to the list of known hosts.  
sysadmin@192.168.1.2’s password: 
   
sysadmin@localhost:~$ cat ~/.ssh/known_hosts                  
|1|nY9O7O+HqkAS8xCvPgs3JaG7cv0=|DiXxxE6ccKWkMFxj/RI6nFLFP2I= ecdsa-sha2-
nistp256AAAAE2VjZHNhLXNoYTItbmlzdHAyNTYAAAAIbmlzdHAyNTYAAABBBLK/pWBk
Hx4gnTSKCecGfj4kjR0qeJTq7H6zbQos46h0WAQAvIZbBNGZgZDNHXsTyJMjLWuyUY/8
5m65u36yLs0= 
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4. Configuring SSHD 

The /etc/ssh/sshd_config file is used to configure the SSH daemon. 

This file also contains key value pairs on each line. A snippet of 

the etc/ssh/sshd_config file is below: 

 

sysadmin@localhost:~$ cat /etc/ssh/sshd_config 
# Package generated configuration file                                           
# See the sshd_config(5) manpage for details                                     
                                                                                 
# What ports, IPs and protocols we listen for                                    
Port 22                                                                          
# Use these options to restrict which interfaces/protocols sshd will bind to     
#ListenAddress ::                                                                
#ListenAddress 192.168.1.1                                                   
Protocol 2                                                                       
# HostKeys for protocol version 2                                                
HostKey /etc/ssh/ssh_host_rsa_key                                                
HostKey /etc/ssh/ssh_host_dsa_key                                                
HostKey /etc/ssh/ssh_host_ecdsa_key                                              
HostKey /etc/ssh/ssh_host_ed25519_key                                            
                                                                                 
# Lifetime and size of ephemeral version 1 server key                            
KeyRegenerationInterval 3600                                                     
ServerKeyBits 1024                                                               
                                                                                 
# Authentication:                                                                
LoginGraceTime 120                                                               
PermitRootLogin without-password                                                 
RSAAuthentication yes                                                            
                                                                                 
# To enable empty passwords, change to yes (NOT RECOMMENDED)                     
PermitEmptyPasswords no                                                          
                                                                                 
# Change to no to disable tunneled clear text passwords                         
#PasswordAuthentication yes                                                      
                                                                                 
X11Forwarding yes 
AllowUsers  admin usertest user1 
AllowGroups  admin dbas 

 

The keywords and their meanings are explained in the following table: 
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Table 28 – The keywords and their meanings 

 

Keyword Meaning 

Port Specifies the port which sshd listens to for incoming 
connections; the default port is 22 

ListenAddress Specifies the IP address on which the sshd server socket will 
bind 

HostKey Specifies where the private host key is stored 

KeyRegenerationInterval Specifies the time interval in seconds for the server to 
automatically regenerate its key 

ServerKeyBits Specifies the number of bits to be used by sshd for RSA key 
generation 

LoginGraceTime Specifies the time interval in seconds to wait for the user’s 
response before disconnecting the server 

PermitRootLogin Specifies if root login over SSH is permitted or not 

RSAAuthentication Specifies if RSA authentication can be used 

PermitEmptyPasswords Specifies if user logins to the server with empty password is 
allowed 

PasswordAuthentication Specifies if password based authentication must be used 

X11Forwarding Specifies whether X11 forwarding must be turned on or off. If 
GUI has been installed on the server, then this option can be 
enabled 

AllowUsers Specifies users who will be allowed access 

AllowGroups Specifies groups who will be allowed access 

 

For a complete list of all supported options, refer to the ssh man page. 

Some of the other configuration files used by sshd are listed below: 
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Table 29 – Some of the other configuration files used by sshd  

File Purpose 

/etc/ssh/ssh_host_rsa_key RSA private key used by sshd 

/etc/ssh/ssh_host_rsa_key.pub RSA public key used by sshd 

/etc/ssh/ssh_host_dsa_key DSA private key used by sshd 

/etc/ssh/ssh_host_dsa_key.pub DSA public key used by sshd 

/etc/ssh/ssh_host_ecdsa_key ECDSA private key used by sshd 

/etc/ssh/ssh_host_ecdsa_key.pub ECDSA public key used by sshd 

/etc/ssh/ssh_host_ed25519_key ED25519 private key used by sshd 

/etc/ssh/ssh_host_ed25519_key.pub ED25519 public key used by sshd 

 

5. SSH Authentication and Keys 

SSH supports several different authentication methods: 

 Public key authentication; 

 Host-based authentication; 

 Password authentication. 

The public key authentication method is the most commonly-used SSH 

authentication method. It is implemented both on the server as well as the 

client side. To use this, a public-private key pair must be generated using a 

key-generation utility. RSA is the most commonly-used public key generation 

algorithm. The algorithm generates keys such that the public and private keys 

are linked. The private key stored on the client’s machine is protected by a 

passphrase (similar to a password, except it is a series of words which can 

also be empty) so that in the event of unauthorized access to the client 

machine, the passphrase would still need to be cracked to access the client’s 

private key. 
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Note 

If the user forgets the passphrase there is no option to recover it and the 

key will have to be replaced by a new key. The passphrase of the private key 

can be changed using the command ssh-keygen –p. Similar to password reset, 

this option will prompt the user for the old password once and the new password 

twice. The system administrator can select either RSA or DSA keys while 

configuring the SSH public key-based authentication. DSA (Digital Signature 

Algorithm) is a US government standard defined for digital signatures while RSA 

is named after its creators, Ron Rivest, Adi Shamir and Leonard Adleman. DSA 

is faster while signing than RSA, but RSA is faster for verification. So, the net 

time taken by both algorithms is comparable. If a 1024-bit encryption key is set 

up with DSA, the signature it generates will be smaller in size compared to the 

signature generated by RSA. The ssh-keygen command is used to generate 

and manage keys used by SSH; it uses the RSA algorithm by default. This 

program will prompt the user for the location to store the key (~/.ssh is the 

default) and the passphrase. For example, to generate a RSA key pair on the 

client side, execute the following command: 

sysadmin@localhost:~$ ssh-keygen                                                 
Generating public/private rsa key pair.                                          
Enter file in which to save the key (/home/sysadmin/.ssh/id_rsa):                
Enter passphrase (empty for no passphrase):                                      
Enter same passphrase again:                                                     
Your identification has been saved in /home/sysadmin/.ssh/id_rsa.                
Your public key has been saved in /home/sysadmin/.ssh/id_rsa.pub.                
The key fingerprint is:                                                          
9a:64:6c:d5:28:ba:c5:bc:e4:30:8f:33:ff:32:78:bc sysadmin@localhost               
The key’s randomart image is:                                                    
+--[ RSA 2048]----+                                                              
|                 |                                                              
|         o       |                                                              
|      . o .      |                                                              
|     = o         |                                                              
|    + X S        |                                                              
|     & +         |                                                              
|    =o*          |                                                              
|    .+=          |                                                              
|     .E=.        |                                                              
+-----------------+ 
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In the example above, the keys are generated and stored in 

the /home/sysadmin/.ssh directory. The private key is stored in the id_rsa file 

and the public key in the id_rsa.pub file. The public key needs to be copied to 

the server that you want to securely login to and only has to be done once. 

The ssh-copy-id command is used to copy the public key to the server. In 

the example below, the public key is copied to the user1 account on the 

server named netdevgroup1: 

 

sysadmin@localhost:~$ ssh-copy-id user1@netdevgroup1 

 

This command will add the contents of the client’s ~/.ssh/id_rsa.pub file 

to the ~/.ssh/authorized_keys file of user1 on the server netdevgroup1. When 

the user connects via an ssh session to the server, the user’s public key from 

the ~/.ssh/authorized_keys file will be used to encrypt data such that it can be 

decrypted only using the private key accessible to the user and no-one else. 

When a user tries to login to the server netdevgroup1 using 

the ssh command, the user will be prompted for their passphrase: 

 

sysadmin@localhost:~$ ssh netdevgroup1 
Enter passphrase for key ‘/user1/.ssh/id_rsa’: 2are ramp2d 
Last login: Tue Oct 21 00:00:49 2014 from user1@localhost 

 

The next time the client logs on to the server, his public key is matched 

with the list of public keys on the server. If a match is found, then a signature 

is generated by the client using the private key. The signature is verified by 

the server using the public key, which is linked with the private key and the 

user is authenticated. 

Some of the key options of the ssh-keygen command are: 
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Table 30 – Some of the key options of the ssh-keygen 

Option Meaning 

-b num_bits Specifies the number of bits for the key, the range for RSA keys is 
768 – 2048 bits (default is 2048 bits) while DSA keys are exactly 
1024 bits 

-F host_name Find the occurrence of the specified hostname in 
the known_hosts file 

-R host_name Deletes all keys for the specified hostname from the known_hosts file 

-f file_name Specifies the file name for the key 

 

Consider This 

Once SSH configuration has been verified on the client, password-

based authentication can be completely disabled if the system administrator 

wants to have a password-less policy for maintaining security. The passwd –

l command can be used to lock a user’s account, but key-based 

authentication will continue to work. This makes the system more secure as 

that user may only log in from authorized client machines. 

 

6. SSH Host Based Authentication 

The host-based authentication model allows a host to authenticate on 

behalf of all or some users on that host. For example, if a team is working 

remotely at two locations, London and Tokyo, then the system administrator 

may want to configure SSH such that instead of maintaining key pairs for all 

25 users in the London team accessing the Tokyo server, they will setup 

host-based authentication on the Tokyo server instead. 

The /etc/ssh/ssh_known_hosts file on the server must hold the public 

keys of all the hosts that need to be authenticated. The entry in this file 

implies that the host is trusted by the server and knows its public key. This file 

contains three fields for each record: hostname or IP address, key type and 

the public key itself. A sample record will look like: 
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122.110.17.32 ssh-rsa 
ABFFB3NzaC1yc2EABFFDAQABAAABAQC6XtOSGVEY9PUnMXS6vzvJigeQQtGYwdX2
v2zAAsqwYRlaNN/ddV76btf4PL812r91WYGTgcXT0r0bfSGJ9dmJQ8dPenMAKyviR2BLV
1SaIqxqUSjdkXFrlHkC7alILoKrwhMvNWb+Jaa3ecuYffKThNadFTHftyntdaVkYxwW7Hr1M
knksfZKMPsJjW+Mp3aZVV2wVnQkOgkSsVY8y2pT7h7KuTa66IdqkwO2ZTEXL2D1X1wIE
qGqAJ2VFPQayzclqaGbCzFUYyFsCT1WUL+BzRnehI9L9IVlP3katLSokoBzbxHeu0eb92V
XngnrQJ1C0dA+5O4vp2KxFGEMuwdV 

 

This line in the server’s /etc/ssh/ssh_known_hosts file indicates the 

server trusts the host specified by IP address 122.110.17.32. 

Also, the /etc/ssh/sshd_config file must be updated to enable host-

based authentication by setting the value to yes: 

sysadmin@localhost:~$ cat /etc/ssh/sshd_config 
# Package generated configuration file                                           
# See the sshd_config(5) manpage for details                                     
. 
<Output Omited> 
.                                                                                
# Authentication:                                                                
LoginGraceTime 120                                                               
PermitRootLogin without-password                                                 
StrictModes yes                                                                  
  
HostbasedAuthentication yes 

 

This will enable host-based authentication for all users of the host. To 

filter a subset of users, add the criteria to the /etc/ssh/sshd_config: 

sysadmin@localhost:~$ cat /etc/ssh/sshd_config 
# Package generated configuration file                                           
# See the sshd_config(5) manpage for details                                     
     
. 
<Output Omited> 
.                                                                                
# Authentication:                                                                
LoginGraceTime 120                                                               
PermitRootLogin without-password                                                 
StrictModes yes                                                                  
  
Match Group dbadmin 
HostbasedAuthentication yes 
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The Match Group dbadmin entry will turn on host-based authentication 

only for users who are part of the dbadmin group. 

 

7. SSH Client Utilities 

The openssh and openssh-clients packages must be installed on the 

client machine to connect to an OpenSSH server. The ssh command is the 

remote login client packaged by OpenSSH. The slogin executable is actually 

a symbolic link, which references /usr/bin/ssh. It is a replacement for 

programs such as rsh and telnet for providing secure remote terminals. To 

login using ssh, execute the command: 

sysadmin@localhost:~$ ssh user1@netdevgroup1.com 

 

OR 

sysadmin@localhost:~$ ssh -l user1 netdevgroup1.com 

 

If this is the first login attempt to netdevgroup1.com, then the output will 

look like: 

The authenticity of host ‘netdevgroup1.com (212.18.12.34)’ can’t be established. RSA key 
fingerprint is 33:a4:ae:c5:61:10:29:2b:69:48:bc:e1:f6:45:h1:9c. Are you sure you want to 
continue connecting (yes/no)? yes Warning: Permanently added ‘netdevgroup1.com’ 
(RSA) to the list of known hosts. 

 

This will add the server to the client’s list of known hosts as seen in the 

last line of the output above. 

To execute only the single ls command without logging on, execute the 

command: 

sysadmin@localhost:~$ ssh -l user1 netdevgroup1.com “ls -l /usr/games” 
ssh –l user1 netdevgroup1.com “ls –l /usr/games” 

 

To pass configuration options to ssh, execute the command: 

sysadmin@localhost:~$ ssh -o “Compression=yes” -l user1 netdevgroup1.com 
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Some of the key options of the ssh command are as follows: 

 

Table 31 – Some of the key options of the ssh-keygen 

Option Meaning 

-F config_file Specifies the configuration file to be used 
Default file is /etc/ssh/ssh_config 

-i identity_file Specifies the file to read private key information 
Default files for SSH protocol version 2 
are ~/.ssh/id_rsa or ~/.ssh/id_dsa 

-p port_num Specifies the port to connect to on the remote server 

-e escape_char Sets the escape character for the session 
The default is ~ 

 

For secure copying of remote files over an encrypted channel, 

the scp command is used. For example, to copy all the files from the local 

archives directory to the user’s directory on the server, execute the 

command: 

scp / archives/* user1@pluto.netdevgroup.com:/archives/ 

 

8. Understanding SSH Agent 

If the user’s private key is protected by a passphrase, then the 

passphrase needs to be entered by the user while invoking any program such 

as scp or ssh. This can be inconvenient if the user is creating multiple 

sessions or wants to use scp within scripts for copying some file from the 

user’s system to the server. 

The SSH agent is an application, which is used to cache the decrypted 

private key and provide it to SSH client programs when required. This 

effectively means the passphrase has to be entered only once by the user. 

Generally, the agent runs after the user logs in and maintains the cached 

information for the duration of the session. There are several SSH agents 

available for Linux. The OpenSSH package includes the ssh-agent program. 

mailto:user1@pluto.netdevgroup.com:/archives/
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The ssh-agent program runs as a daemon process and can be verified 

by executing the command: 

sysadmin@localhost:~$ ps -x |grep ssh-agent                    
 408 ?        S+     0:00 grep --color=auto ssh-agent 

 

If the ssh-agent program is not running with the current shell, then it can 

be started by a user executing the following command (note the 

backquotes ` surrounding ssh-agent) : 

sysadmin@localhost:~$ eval `ssh-agent` 
Agent pid 410 
sysadmin@localhost:~$ !ps 
ps -x |grep ssh-agent 
  410 ?        Ss     0:00 ssh-agent                        
  412 ?        S+     0:00 grep --color=auto ssh-agent 

 

OR 

sysadmin@localhost:~$ eval ssh-agent     
SSH_AUTH_SOCK=/tmp/ssh-eGylIzhACvKE/agent.414; export SSH_AUTH_SOCK;             
SSH_AGENT_PID=415; export SSH_AGENT_PID;            
echo Agent pid 415; 

 

The ssh-add command is used to add private keys to the agent’s 

repository. The agent will be running on the user’s terminal or desktop and 

authentication data is not shared with any other system over the network. The 

connection to the agent is forwarded to SSH remote logins and when any 

process needs to access the private key, the agent will service the request 

and return the result. The agent thus keeps the private key protected and also 

makes it convenient for the user to use SSH programs without entering the 

passphrase repeatedly. 

The SSH agent’s implementation creates a socket (communication 

implementation that allows a process to communicate with another on the 

same or a remote host) for every user that is accessible using 

the SSH_AUTH_SOCK environment variable. Also the agent’s PID is stored 

in the SSH_AGENT_PID environment variable. 
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To automatically run the ssh-agent for all users, add the entry to start 

the agent to the /etc/profile file. Alternatively if the users start X sessions, then 

it can be started with each session as follows: 

sysadmin@localhost:~$ ssh-agent startx 

 

To kill the agent’s instance, execute the command: 

sysadmin@localhost:~$ ssh-agent -k 

 

9. SSH-add Utility 

The ssh-add utility is a helper program and is used to add RSA or DSA 

identities to the SSH agent’s repository. If no file is specified, the ssh-

add utility will add the keys to the ~/.ssh/id_rsa and ~/.ssh/id_dsa files by 

default. If the identity file requires a passphrase then the user will be 

prompted to enter the passphrase. 

The ssh-add program works only if the ssh-agent process is running. 

The identity files should be readable only to the user, if they can be read by 

other users then it indicates possible incorrect configuration or some 

unauthorized access. The ssh-add program will not add such identity files. 

To add identity files, execute the command: 

sysadmin@localhost:~$ ssh-add                                                  
Enter passphrase for /home/sysadmin/.ssh/id_rsa:                                 
Identity added: /home/sysadmin/.ssh/id_rsa (/home/sysadmin/.ssh/id_rsa) 

 

If the agent is not running, then an error message will be displayed: 

sysadmin@localhost:~$ ssh-add                                                  
Could not open a connection to your authentication agent. 

 

To view the fingerprints of the identities stored in the agent, execute the 

command: 

sysadmin@localhost:~$ ssh-add -l                                               
2048 ea:7b:d9:56:af:9e:29:19:bd:e7:cb:ee:04:a1:4a:24 /home/sysadmin/.ssh/id_rsa  
(RSA) 
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Some of the most useful options of the ssh-add command are as 

follows: 

Table 32 – Some of the most useful options of the ssh-add command 

Option Meaning 

-d id_file Deletes the identity specified by the file from the agent 

-D Deletes all identities stored by the agent 

-x Locks the ssh-agent with a password 
This will restrict addition, deletion and listing of identity entries 

-X Unlocks the ssh-agent 

 

10. SSH Tunneling 

When a client connects to a host via programs such 

as telnet, ftp or ssh the socket created for communication on each side uses 

the IP address and the port number of the service. By default, TCP/IP is not a 

secure connection stream and is open to network attacks. SSH encapsulates 

the TCP/IP connections in a secure layer and thus creates a tunnel for 

communication. The data passing through the tunnel is encrypted as well as 

verified for integrity. As per the requirements of the users, multiple tunnels 

can be created. This feature is called SSH Tunneling or SSH Port 

Forwarding. 

To use this feature, the AllowTcpForwarding option in the SSH 

daemon’s configuration file must be set to yes. The port forwarding 

implementation maps the local port of the user with the remote port on the 

server and forwards all the network traffic bound for the local port to the 

remote port. 

For example, if the system administrator wants to protect the network 

traffic of users accessing sensitive Oracle data, they can setup and use SSH 

Tunneling. The host where the Oracle server is running should have the SSH 
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server setup and the clients who are accessing the Oracle server instance 

should have the SSH client installed. The following steps should be followed: 

Add a data source in the /etc/odbc.ini file: 

1. [ORACLE_SSH] 
2. Driver          = ORACLE 
3. Database        = //localhost:9102/mydb 
4. User            = testdbuser 
5. Password        = testdbpassword 

 

Start the SSH daemon on the Oracle server. 

To setup port forwarding on the client machine, execute the command: 

sysadmin@localhost:~$ ssh -L 9102:testdbhost:1521 testdbhost 

 

If the client accesses the database now, then all network traffic from 

port 9102 will be forwarded to port 1521 on the Oracle server. 

Consider another example of using the Oracle WebLogic admin 

console, which is by default accessible only on port 8586 on the server. This 

port is restricted for all other hosts other than localhost. Suppose due to an 

urgent issue, the WebLogic administrator has to access this console on a 

holiday. The SSH port forwarding feature is useful in such scenarios. To 

setup port forwarding, execute the command: 

sysadmin@localhost:~$ ssh -L ssh -L 8586:localhost:8586 test_user@weblogicserver1 

 

Now if the user opens an instance of the web browser and accesses the 

WebLogic console on port 8586, it will be accessible. 

The system administrator can select any port as long as it is not a 

privileged port and currently not in use by any other service. 

These two examples are based on local port forwarding. SSH also 

allows remote port forwarding, which is used for connecting the SSH server to 

another host where the connection is initiated by the server. 

For example, a team member has an Apache server setup and running 

on a laptop in their home office. If the development dev team at the office 
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needs to access it for making a prototype urgently, then SSH remote port 

forwarding can be used to make this Apache instance accessible to all the 

team members. 

To give access to the Apache service on port 8000 to users at work, 

execute the following command on the home office laptop: 

[dbadmin1 ~]$ ssh devuser@dev.netdevgroup1.com -R 8000:192.168.1.12:8000 

 

As long as the SSH tunnel exists, users will be able to access the 

Apache instance running on the user’s laptop. 

SSH is also capable of forwarding graphical applications over the 

network. To enable X11 forwarding, the /etc/ssh/sshd_config file must contain 

the option: 

X11Forwarding yes 

 

To start a SSH session with X11 support, execute the command: 

sysadmin@localhost:~$ ssh -X pluto.netdevgroup1.com 

 

To verify if X11 forwarding is working correctly, execute the command: 

sysad 
min@localhost:~$ echo $DISPLAY 
localhost:10.0 

 

If localhost:10.0 is displayed, the configuration is correct. 

Now the user can execute any Windows-based application on the 

server as if it is a local application. For example, try opening the Firefox 

browser from the SSH prompt. 

 

11. Understanding GnuPG Keys 

GnuPG (GPG) is the open source implementation of the PGP (Pretty 

Good Privacy) standard, which is based on public-private key encryption. 

Linux uses these keys to verify the signatures of packages. 
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For example, if a package that has been downloaded from the Internet 

is corrupted, then an error message will be shown to the user indicating that 

the package has a bad GPG signature. GPG encrypts and signs data and 

provides utilities for managing keys and accessing public key directories. 

Linux systems can install GnuPG via the gnupg package. Window-

based systems can download GnuPG from http://www.gnupg.org. 

 

12. Using GPG 

The gpg command with the --gen-key option is used to create GPG 

keys. To generate a new key, execute the command: 

sysadmin@localhost:~$ gpg --gen-key 

 

The gpg command operates in an interactive mode and the user will be 

prompted to provide options. The output will look like: 

gpg: directory `/home/sysadmin/.gnupg’ created                                   
gpg: new configuration file `/home/sysadmin/.gnupg/gpg.conf’ created             
gpg: WARNING: options in `/home/sysadmin/.gnupg/gpg.conf’ are not yet active during 
this run                                                                     
gpg: keyring `/home/sysadmin/.gnupg/secring.gpg’ created                         
gpg: keyring `/home/sysadmin/.gnupg/pubring.gpg’ created                         
Please select what kind of key you want:                                         
   (1) RSA and RSA (default)                                                     
   (2) DSA and Elgamal                                                           
   (3) DSA (sign only)                                                           
   (4) RSA (sign only)                                                           
Your selection? 1 
RSA keys may be between 1024 and 4096 bits long.                                 
What keysize do you want? (2048)                                                 
Requested keysize is 2048 bits                                                   
Please specify how long the key should be valid.                                 
         0 = key does not expire                                                 
      <n>  = key expires in n days                                               
      <n>w = key expires in n weeks                                              
      <n>m = key expires in n months                                             
      <n>y = key expires in n years                                              
Key is valid for? (0)                                                            
 
Key does not expire at all                                                       
Is this correct? (y/N) y                                                         
                                                                                 
You need a user ID to identify your key; the software constructs the user ID     

http://www.gnupg.org/
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from the Real Name, Comment and Email Address in this form:                      
    “Heinrich Heine (Der Dichter) heinrichh@duesseldorf.de”                    
                                                                                 
Real name: Sysadmin                                                              
Email address: sysadmin@example.com                                              
Comment: Linux student                                                           
You selected this USER-ID:                                                       
    “Sysadmin (Linux student) ysadmin@example.com”                            
    
                                                                                 
Change (N)ame, (C)omment, (E)mail or (O)kay/(Q)uit? o                            
You need a Passphrase to protect your secret key. 
Re-enter your Passphrase 
We need to generate a lot of random bytes. It is a good idea to perform          
some other action (type on the keyboard, move the mouse, utilize the             
disks) during the prime generation; this gives the random number                 
generator a better chance to gain enough entropy.                                
<Output omitted> 
gpg: checking the trustdb                                                        
gpg: 3 marginal(s) needed, 1 complete(s) needed, PGP trust model                 
gpg: depth: 0  valid:   1  signed:   0  trust: 0-, 0q, 0n, 0m, 0f, 1u            
pub   2048R/950B76C6 201-10-29                                                  
      Key fingerprint = 50D6 24A7 C121 51EB 397B  1C92 A6EA 5A3D 97E3 667A       
uid                  Sysadmin (Linux Student) <sysadmin@example.com>             
sub   2048R/4BA1698A 2015-03-16 

 

The RSA and DSA methods are the same as those used in SSH 

encryption while Elgamal is another algorithm. The user will be prompted for 

other options as follows: 

The key size must be specified, RSA keys can be 1024-4096 bits long. 

The key validity must be specified in terms of number of days, weeks, 

months or years. The value 0 indicates that the key will never expire. 

The user name, email ID and comment must be specified. This is for 

linking the key with a user. 

A passphrase for protecting the key must be entered twice. 

The key generation process might take some time; it is directly related 

to how many processes are running on the system. The greater the number 

of processes running on the system, the more quickly GPG can generate a 

random set of keys. 

mailto:heinrichh@duesseldorf.de
mailto:ysadmin@example.com
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When the process is complete, an asymmetric public and private key 

pair is created. Whatever data is encrypted by one key, can be decrypted by 

the other. In practice, the user will publish their public key, or give it to others 

with whom they want to communicate. Then, they will use their private key to 

encrypt data, so others can use the public key to decrypt it. 

The output from the process will include some information about the 

keys: 

pub   2048R/950B76C6 201-10-29                               
      Key fingerprint = 50D6 24A7 C121 51EB 397B  1C92 A6EA 5A3D 97E3 667A       
uid                  Sysadmin (Linux Student) <sysadmin@example.com>             
sub   2048R/4BA1698A 2015-03-16 

 

The highlighted information above is the public key identifier, which can 

be used to refer to this key. The --armor option ensures that the file contains 

only ASCII characters instead of binary. For example, to export this public key 

to a file, you can execute: 

sysadmin@localhost:~$ gpg --armor --output pub_key_file --export 950B76C6 

 

You can also export public keys by referring to the name that was 

entered for the key, like: 

sysadmin@localhost:~$ gpg --armor --output pub_key_file --export ‘Linux Student’ 

 

To import the public key of the other user with whom the client wants to 

communicate, execute the command: 

sysadmin@localhost:~$ gpg --import pub_key_file 

 

Users can also upload their keys to public key servers, which host 

public keys from users across the globe. To upload a key to a key server, 

execute the command: 

sysadmin@localhost:~$ gpg --keyserver server_URL --send-keys 950B76C6 
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If you want to download public keys from a key server, then you can 

either search or directly download keys. To search for a key, you could 

execute: 

sysadmin@localhost:~$ gpg --search-keys sysadmin@example.com 

 

If a match for sysadmin@example.com is found, then the user will be 

prompted to download it. If the public key identifier is known for a key, then 

the key can be downloaded with a command like: 

sysadmin@localhost:~$ gpg --recv-keys 950B76C6 

 

To send something to a user securely, you can encrypt the data with 

that user’s public key, and then they will be able to decrypt it with their private 

key. For example, to send the file data.txt to the 

user sysadmin@example.com after you have received their public key, 

execute: 

sysadmin@localhost:~$ gpg --encrypt --recipient sysadmin@example.com data.txt 
gpg --encrypt --recipient linux@netdevgroup.com data.txt 

 

After executing the command above, an encrypted data.txt.gpg file will 

be created, which could be sent as an attachment to that recipient. 

When a user receives a file encrypted with their public key, they can 

use gpg to decrypt it. In fact, by default gpg will act as if the --decrypt option 

is given, if no options are used. When a file is decrypted, a file without the 

extra .gpg is created. For example, decrypting the data.txt.gpg file will create 

a data.txt file: 

sysadmin@localhost:~$ gpg data.txt.gpg 
gpg:  encrypted with 2048-bit RSA key, ID  80365817, created 2014-10-29 
         “Linux Student (GPG Example) <sysadmin@example.com>” 
sysadmin@localhost:~$ cat data.txt 
Wed Oct 29 02:41:16 PDT 2014 
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You can use your key to create digital signatures for others as well. The 

significance of a signature is that it authenticates your identity and links it with 

the signed item. For example, if you digitally sign a software package, then it 

means that the package has been verified and authenticated by you and is 

trustworthy. To sign a file with the user’s private key, execute the command: 

sysadmin@localhost:~$ gpg -a --output  pkg.sig --detach-sig pkg 

  

To verify the signature, the receiver can execute the command: 

sysadmin@localhost:~$ gpg --verify  pkg.sig 

 

The default configuration file used by gpg is ~/.gnupg/gpg.conf and is 

read at initialization. The gpg.conf file is automatically created the first time a 

key is generated with the gpg --gen-key command. A snippet of the 

configuration file is below. See the man page for setting details. 

# Options for GnuPG                                                              
# Copyright 1998, 1999, 2000, 2001, 2002, 2003,                                  
#           2010 Free Software Foundation, Inc.                                  
#                                                                                
# This file is free software; as a special exception the author gives            
# unlimited permission to copy and/or distribute it, with or without             
# modifications, as long as this notice is preserved. 
# 
# An options file can contain any long options which are available in            
# GnuPG. If the first non white space character of a line is a ‘#’,              
# this line is ignored.  Empty lines are also ignored.                           
                            
Output omitted... 
homedir dir                 # set the name of the gnupg home dir to dir instead of ~/.gnupg 
keyring file                # add file to the current list of keyrings 
keyserver name              # use name as keyserver 
trustdb-name file           # use file instead of the default trustdb 
display-charset utf-8       # bypass all translation and assume that the 

 

13. GPG-agent 

To help make the use of GPG easier and more convenient, the gpg-

agent daemon can cache the passphrase for the gpg keyfile. This allows the 
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passphrase to be used once and then cached for the determined amount of 

time. The configuration for gpg-agent is stored in the ~/.gnupg/gpg-

agent.conf file. 

sysadmin@localhost:~$ more gpg-agent.conf 
default-cache-ttl 600 
max-cache-ttl 7200 
 
--More-- 

 

The following table describes the output of the example above: 

 

Table 33 – the output of the example above 

Option Meaning 

default-cache-ttl Determines the number of seconds to cache the passphrase. The 
timer is reset each time the cache is accessed. 

max-cache-ttl Determines the maximum time a passphrase is cached. After the time 
has expired, the passphrase will be asked for when using gpg. 

 

The gpg-agent can be started in daemon mode by using the --

daemon option. This will allow gpg-agent to be started in the background 

and allow connections by gpg authentication requests. If the 

needed gpg directories and files are missing, they are created when gpg-

agent is started the first time. 

sysadmin@localhost:~$ gpg-agent --daemon  
gpg-agent[27154]: directory ‘/home/sysadmin/.gnupg’ created  
gpg-agent[27154]: directory ‘/home/sysadmin/.gnupg/private-keys-v1.d’ created  
gpg-agent[27155]: gpg-agent (GnuPG) 2.2.17 started 

  



233 
 

Assignment for the laboratory work 9 

Step 1 

For this lab you will be using the Ubuntu PC virtual machine. 

To make secure connections for command line access to remote hosts, 

Secure SHell (SSH) sessions are used. If you want to be certain that you are 

connecting to the correct host when connecting to a remote host by 

using ssh, you can validate the fingerprint of the SSH public host key. Use the 

following command to display the SSH host key fingerprint: 

ssh-keygen -l -f /etc/ssh/ssh_host_ecdsa_key.pub 

 

sysadmin@localhost:~$ ssh-keygen -l -f /etc/ssh/ssh_host_ecdsa_key.pub   
256 SHA256:eRmuhpLTKMrQNHKTIKBmQQ189nbIzX6TFJIe+atvSug 
root@30508ba8c450 (ECDSA) 

 

Note that the first option -l is a lowercase letter L. 

The output reflects the fingerprint for your own host. In reality, you 

would want to know the fingerprint of a remote system that you wanted to 

access, so you would need a user on the remote system to execute this 

command for you. 

When you connect to a remote machine, the remote machine will inform 

you of its fingerprint. If that fingerprint matches the one that you obtained from 

the ssh-keygen command, then you can accept the fingerprint. This will allow 

you to connect to the remote system and will automatically store the 

fingerprint into the ~/.ssh/known_hosts file. Future connections will match the 

fingerprint in this file with the fingerprint provided by the remote system. 

 

Step 2 

To demonstrate accepting this fingerprint key, start a SSH connection to 

the sysadmin user on your localhost system by executing the following 

command: 

ssh sysadmin@localhost 
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sysadmin@localhost:~$ ssh sysadmin@localhost                       
The authenticity of host ‘localhost (::1)’ can’t be established.   
ECDSA key fingerprint is 
SHA256:eRmuhpLTKMrQNHKTIKBmQQ189nbIzX6TFJIe+atvSug. 
 
Are you sure you want to continue connecting (yes/no)? 

 

Since the fingerprint shown matches, you should enter yes to continue 

connecting. The key will be stored in your ~/.ssh/known_hosts file and will be 

used to verify this host in the future. Finish connecting by entering 

the sysadmin password of netlab123: 

yes 
netlab123 
Are you sure you want to continue connecting (yes/no)? yes                       
Warning: Permanently added ‘localhost’ (ECDSA) to the list of known hosts.       
sysadmin@localhost’s password:                                                   
Welcome to Ubuntu 18.04.2 LTS (GNU/Linux 4.4.0-72-generic x86_64)                
                                                                                 
 * Documentation:  https://help.ubuntu.com                                       
 * Management:     https://landscape.canonical.com                               
 * Support:        https://ubuntu.com/advantage                                  
                                                                                 
Failed to connect to https://changelogs.ubuntu.com/meta-release-lts. Check your  
Internet connection or proxy settings                                            
                                                                                 
                                                                                 
This lab has two user accounts (username :: password )                           
                                                                                 
   root     :: netlab123                                                         
   sysadmin :: netlab123                                                         
                                                                                 
Press the [Enter] key to begin...                                                
                                                                                 
No mail.                                                                         
Last login: Mon Nov 25 20:20:29 2019                                             
sysadmin@localhost:~$ 

Step 3 

End your SSH connection to your localhost by executing 

the exit command: 

exit 
sysadmin@localhost:~$ exit 
logout  
Connection to localhost closed. 
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Step 4 

You can make your remote account more secure by creating a 

public/private key pair, which can be used by your account to verify its identity 

to the server. 

The ssh-keygen command can be used to generate the private key 

that will be stored in the ~/.ssh/id_rsa file. The corresponding public key will 

be stored in the ~/.ssh/id_rsa.pub file. To create these keys and have them 

placed in the correct files, execute the following command. When given a 

prompt, press the Enter key each time: 

ssh-keygen 
Enter 
Enter 
Enter 
sysadmin@localhost:~$ ssh-keygen                                                 
Generating public/private rsa key pair.                                          
Enter file in which to save the key (/home/sysadmin/.ssh/id_rsa):                
Enter passphrase (empty for no passphrase):                                      
Enter same passphrase again:                                                     
Your identification has been saved in /home/sysadmin/.ssh/id_rsa.                
Your public key has been saved in /home/sysadmin/.ssh/id_rsa.pub.                
The key fingerprint is:                                                          
SHA256:oc85MM6FKmV8SdBUZob/ZLO+v0v8TQSMeFnmK+jz7nw sysadmin@localhost            
The key’s randomart image is:                                                    
+---[RSA 2048]----+                                                              
|    .o.o=     o  |                                                              
|     .o+   . B   |                                                              
|      ... . + +  |                                                              
|   . . +..+o   o |                                                              
|    + B S+.o. . .|                                                              
|   o = * oo. . . |                                                              
|  . . o =.o o   .|                                                              
|   .     ..= .Eo |                                                              
|          .=O+. .|                                                              
+----[SHA256]-----+ 

 

This command creates a public/private key pair. 

The ssh key you generate in the virtual environment will differ from the 

one in the example above. 
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Step 5 

The ssh-copy-id command can be used to add your public key to the 

remote user’s ~/.ssh/authorized_keys file. Execute the following command to 

send your public key to the sysadmin account’s ~/.ssh/authorized_keys file. 

When prompted, enter netlab123 for the password of the sysadmin user: 

 

ssh-copy-id sysadmin@localhost 
sysadmin@localhost:~$ ssh-copy-id sysadmin@localhost                             
/usr/bin/ssh-copy-id: INFO: Source of key(s) to be installed: “/home/sysadmin/.s 
sh/id_rsa.pub”                                                                   
/usr/bin/ssh-copy-id: INFO: attempting to log in with the new key(s), to filter  
out any that are already installed                                               
/usr/bin/ssh-copy-id: INFO: 1 key(s) remain to be installed -- if you are prompt 
ed now it is to install the new keys                                             
sysadmin@localhost’s password:                                                   
                                                                                 
Number of key(s) added: 1                                                        
                                                                                 
Now try logging into the machine, with:   “ssh ‘sysadmin@localhost’”             
and check to make sure that only the key(s) you wanted were added. 

 

In this case, you are really just sending the key back to the same 

system that you are on. Imagine that the machine that you are copying the 

keys to is a different system. This other system is one that you want to be 

able to log in from, in order to access the machine you are on currently. 

By sending putting this public key on the machine that you are logging 

in from, you are essentially saying I trust that remote machine to log into this 

machine using this user account. As a result, no password will be required for 

this sort of log in. For this reason, only enable this feature on a system that 

you absolutely trust. 

 

Step 6 

Start another SSH connection to the sysadmin user on 

the localhost with the following command: 

 



237 
 

ssh sysadmin@localhost 
sysadmin@localhost:~$ ssh sysadmin@localhost                                     
Welcome to Ubuntu 18.04.2 LTS (GNU/Linux 4.4.0-72-generic x86_64)                
                                                                                 
 * Documentation:  https://help.ubuntu.com                                       
 * Management:     https://landscape.canonical.com                               
 * Support:        https://ubuntu.com/advantage                                  
                                                                                 
Failed to connect to https://changelogs.ubuntu.com/meta-release-lts. Check your  
Internet connection or proxy settings                                            
                                                                                 
                                                                                 
This lab has two user accounts (username :: password )                           
                                                                                 
   root     :: netlab123                                                         
   sysadmin :: netlab123                                                         
                                                                                 
Press the [Enter] key to begin...                                                
                                                                                 
No mail.                                                                         
Last login: Mon Nov 25 20:43:35 2019 from ::1                                    
sysadmin@localhost:~$ 

 

Notice that you were not prompted for your password and you were 

logged in automatically. 

 

Step 7 

End your SSH connection to your localhost by executing 

the exit command: 

exit 
sysadmin@localhost:~$ exit                   
logout                                       
Connection to localhost closed. 

Step 8 

For the next few steps you will need the privileges of the root account. 

Switch to the root account with the following command. When prompted for 

the password, enter netlab123: 

su - 
sysadmin@localhost:~$ su -           
Password:                            
root@localhost:~# 
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Step 9 

By using the ssh-keygen command, you will create a new 

public/private key pair to identify the server. Execute the following commands 

to generate a new public/private key pair for the server: 

cd /etc/ssh 
ssh-keygen -t ecdsa 

 

When prompted, provide the following data (see the terminal box below 

for an example): 

ssh_host_ecdsa_key 
y 
Enter 
Enter 
root@localhost:~# cd /etc/ssh 
root@localhost:/etc/ssh# ssh-keygen -t ecdsa 
Generating public/private ecdsa key pair.                                        
Enter file in which to save the key (/root/.ssh/id_ecdsa): ssh_host_ecdsa_key    
ssh_host_ecdsa_key already exists.                                               
Overwrite (y/n)? y                                                               
Enter passphrase (empty for no passphrase):                                      
Enter same passphrase again:                                                     
Your identification has been saved in ssh_host_ecdsa_key.                        
Your public key has been saved in ssh_host_ecdsa_key.pub.                        
The key fingerprint is:                                                          
SHA256:yGJ1HWWQOzMZgPtNzSvMWWsXumwacQOHUQ8PRtdHnpA root@localhost                
The key’s randomart image is:                                                    
+---[ECDSA 256]---+                                                              
|       ...+*O.oo.|                                                              
|      .  .o* E..+|                                                              
|      ... +*. o.o|                                                              
|     o.o  Bo+ .  |                                                              
|    o o.S=.*o+ . |                                                              
|   . .  . *o=..  |                                                              
|          .+ o   |                                                              
|           .+    |                                                              
|          .o     | 
+----[SHA256]-----+ 

 

Creating a key pair manually like this is rarely done intentionally as this 

key pair is automatically created when the SSH server software is installed on 

the system. However, the key pair for a server may be changed if the server 

is reinstalled or updated. In subsequent steps, you will see the consequences 
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of when a new host key pair is generated and how to handle these 

consequences. 

Step 10 

In order for the SSH server to load the new key, the service must be 

restarted. Execute the following command to restart the SSH server: 

/etc/init.d/ssh restart 
root@localhost:/etc/ssh# /etc/init.d/ssh restart                  
 * Restarting OpenBSD Secure Shell server sshd             [ OK ] 

 

Step 11 

Return to the sysadmin account by executing the exit command: 

exit 
oot@localhost:/etc/ssh# exit 
logout 

Step 12 

Start another SSH connection to the sysadmin user on the localhost. As 

a result of the new host key, there will be a problem with this connection. 

Execute the following command to try to start the SSH session:  

 

ssh sysadmin@localhost 
sysadmin@localhost:~$ ssh sysadmin@localhost                                     
@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@
@@@@@@@@@@@@@@@@@@@@                      
@    WARNING: REMOTE HOST IDENTIFICATION HAS CHANGED!     @                      
@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@
@@@@@@@@@@@@@@@@@@@@                      
IT IS POSSIBLE THAT SOMEONE IS DOING SOMETHING NASTY!                            
Someone could be eavesdropping on you right now (man-in-the-middle attack)!      
It is also possible that a host key has just been changed.                       
The fingerprint for the ECDSA key sent by the remote host is                     
SHA256:yGJ1HWWQOzMZgPtNzSvMWWsXumwacQOHUQ8PRtdHnpA.                              
Please contact your system administrator.                                        
Add correct host key in /home/sysadmin/.ssh/known_hosts to get rid of this messa 
ge.                                                                              
Offending ECDSA key in /home/sysadmin/.ssh/known_hosts:1                         
  remove with:                                                                   
  ssh-keygen -f “/home/sysadmin/.ssh/known_hosts” -R “localhost”                 
ECDSA host key for localhost has changed and you have requested strict checking. 
Host key verification failed. 
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Recall that the original fingerprint of the SSH server (the public key) 

was stored in the ~/.ssh/known_hosts file. Now that the fingerprint of the SSH 

server has changed, the value in the ~/.ssh/known_hosts file doesn’t match 

the one that the server is presenting to the client system. 

While this could be the result of a reinstallation of the remote system, it 

could also be an attempt by a hacker to setup a fake remote machine. 

Without confirming the remote system’s identity by using the public key, you 

might end up logging into the fake system and provide potentially sensitive 

data to the hacker. 

 

Step 13 

While an editor can be used to remove the offending key from 

the /home/sysadmin/.ssh/known_hosts file, the error message provided in the 

graphic of the proceeding step indicates the command that can be used to 

remove the outdated key. 

Execute the following command to remove the old key from 

the localhost: 

 

ssh-keygen -f ~/.ssh/known_hosts -R localhost 
sysadmin@localhost:~$ ssh-keygen -f ~/.ssh/known_hosts -R localhost              
# Host localhost found: line 1 type ECDSA                      
/home/sysadmin/.ssh/known_hosts updated.                       
Original contents retained as /home/sysadmin/.ssh/known_hosts.old 

 

Step 14 

With the old key removed, you will need to verify and accept the new 

key when starting another SSH session. Execute the following command. 

Accept the new key when prompted by entering yes: 
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ssh sysadmin@localhost 
yes 
sysadmin@localhost:~$ ssh sysadmin@localhost                                     
The authenticity of host ‘localhost (::1)’ can’t be established.                 
ECDSA key fingerprint is 
SHA256:yGJ1HWWQOzMZgPtNzSvMWWsXumwacQOHUQ8PRtdHnpA.     
Are you sure you want to continue connecting (yes/no)? yes                       
Warning: Permanently added ‘localhost’ (ECDSA) to the list of known hosts.       
Welcome to Ubuntu 18.04.2 LTS (GNU/Linux 4.4.0-72-generic x86_64)                
                                                                                 
 * Documentation:  https://help.ubuntu.com                                       
 * Management:     https://landscape.canonical.com                               
 * Support:        https://ubuntu.com/advantage                                  
                                                                                 
Failed to connect to https://changelogs.ubuntu.com/meta-release-lts. Check your  
Internet connection or proxy settings                                            
                                                                                 
                                                                                 
This lab has two user accounts (username :: password )    
   root     :: netlab123                                                         
   sysadmin :: netlab123                                                         
                                                                                 
Press the [Enter] key to begin...                                                
                                                                                 
No mail.                                                                         
Last login: Mon Nov 25 20:54:17 2019 from ::1                                    
sysadmin@localhost:~$ 

Notice that the key fingerprint matches the one displayed when the new 

keys were generated: 

ECDSA key fingerprint is 
SHA256:yGJ1HWWQOzMZgPtNzSvMWWsXumwacQOHUQ8PRtdHnpA 

Step 15 

End your SSH connection to your localhost by executing 

the exit command: 

exit 
sysadmin@localhost:~$ exit                                      
logout                                                          
Connection to localhost closed. 

Step 16 

For the next few steps you will need the privileges of the root account. 

Switch to the root account with the following command. When prompted for 

the password, enter netlab123: 

 



242 
 

su - 
sysadmin@localhost:~$ su -                                         
Password:                                                          
root@localhost:~# 

Step 17 

Often services will only listen on the localhost address of 127.0.0.1 for 

security reasons. In some cases, you may want to access services that are 

intended for the localhost, from a remote host instead. In this case, you can 

use SSH to create a tunnel to securely transport packets from the one host to 

the other. For the purposes of this lab, you will consider the 

address 127.0.0.1 to be one host (machine) and the address 192.168.1.2 to 

be another, even though both addresses belong to the same host. Execute 

the following command to create a tunnel from 127.0.0.1:25 to 10.0.2.2:2525. 

When prompted, enter yes then provide the password netlab123: 

ssh -L 10.0.2.2:2525:127.0.0.1:25 sysadmin@localhost 
yes 
root@localhost:~# ssh -L 10.0.2.2:2525:127.0.0.1:25 sysadmin@localhost        
The authenticity of host ‘localhost (::1)’ can’t be established.                 
ECDSA key fingerprint is 
SHA256:yGJ1HWWQOzMZgPtNzSvMWWsXumwacQOHUQ8PRtdHnpA.     
Are you sure you want to continue connecting (yes/no)? yes                       
Warning: Permanently added ‘localhost’ (ECDSA) to the list of known hosts.       
sysadmin@localhost’s password:                                                   
Welcome to Ubuntu 18.04.2 LTS (GNU/Linux 4.4.0-72-generic x86_64)                
                                                                                 
 * Documentation:  https://help.ubuntu.com                                       
 * Management:     https://landscape.canonical.com                               
 * Support:        https://ubuntu.com/advantage                                  
                                                                                 
Failed to connect to https://changelogs.ubuntu.com/meta-release-lts. Check your  
Internet connection or proxy settings                                            
                                                                                 
                                                                                 
This lab has two user accounts (username :: password ) 
   root     :: netlab123                                                         
   sysadmin :: netlab123                                                         
                                                                                 
Press the [Enter] key to begin...                                                
                                                                                 
No mail.                                                                         
Last login: Mon Nov 25 21:01:09 2019 from 127.0.0.1                              
sysadmin@localhost:~$ 
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In the real world, this tunnel would be created on the machine that you 

are trying to remotely access. 

 

Step 18 

The sendmail service should now be also listening at 10.0.2.2 on 

port 2525. Execute the following command to see the new socket: 

netstat -ln 
sysadmin@localhost:~$ netstat -ln                                                
Active Internet connections (only servers)                                       
Proto Recv-Q Send-Q Local Address           Foreign Address         State        
tcp        0      0 127.0.0.11:36179        0.0.0.0:*               LISTEN       
tcp        0      0 192.168.1.2:53          0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:53            0.0.0.0:*               LISTEN       
tcp        0      0 0.0.0.0:22              0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:953           0.0.0.0:*               LISTEN       
tcp        0      0 10.0.2.2:25             0.0.0.0:*               LISTEN       
tcp6       0      0 :::53                   :::*                    LISTEN       
tcp6       0      0 :::22                   :::*                    LISTEN       
tcp6       0      0 ::1:953                 :::*                    LISTEN       
udp        0      0 127.0.0.11:60179        0.0.0.0:*                            
udp        0      0 192.168.1.2:53          0.0.0.0:*                            
udp        0      0 127.0.0.1:53            0.0.0.0:*                            
udp6       0      0 :::53                   :::*                                 
Active UNIX domain sockets (only servers)                                        
Proto RefCnt Flags       Type       State         I-Node   Path 

 

Notice the line that contains 10.0.2.2:2525. This indicates that the 

IP/port combination is active. 

Step 19 

Start the sendmail service, by using the following command. When 

prompted for a password, type netlab123: 

sudo /etc/init.d/sendmail start 
sysadmin@localhost:~$ sudo /etc/init.d/sendmail start 
* Starting Mail Transport Agent (MTA) sendmail              [ OK ] 

Step 20 

Use the nc command to verify that sendmail is now listening on the new 

address. Execute the following command to connect to the 
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address 10.0.2.2 on port 2525 and then press Ctrl+C to terminate the 

command. 

nc 10.0.2.2 2525 
Ctrl+c 
sysadmin@localhost:~$ nc 10.0.2.2 2525                                        
220 localhost ESMTP Sendmail 8.15.2/8.15.2/Debian-10; Sat, 21 Dec 2019 01:34:43  
GMT; (No UCE/UBE) logging access from: localhost(OK)-localhost [127.0.0.1]       
^C 

 

Step 21 

Ending the SSH session that started the tunnel will cause the tunnel to 

be terminated. Execute the following command to end the SSH session: 

exit 
sysadmin@localhost:~$ exit                                        
logout                                                            
Connection to localhost closed. 

 

Step 22 

Verify that the socket that was created with the address 10.0.2.2 and a 

port of 2525 no longer exists. Execute the following command to list the 

sockets numerically: 

netstat -ln 
root@localhost:~# netstat -ln                                                    
Active Internet connections (only servers)                                       
Proto Recv-Q Send-Q Local Address           Foreign Address         State        
tcp        0      0 127.0.0.11:42291        0.0.0.0:*               LISTEN       
tcp        0      0 192.168.1.2:53          0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:53            0.0.0.0:*               LISTEN       
tcp        0      0 0.0.0.0:22              0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:25            0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:953           0.0.0.0:*               LISTEN       
tcp        0      0 127.0.0.1:587           0.0.0.0:*               LISTEN       
tcp6       0      0 :::53                   :::*                    LISTEN       
tcp6       0      0 :::22                   :::*                    LISTEN       
udp        0      0 192.168.1.2:53          0.0.0.0:*                            
udp        0      0 127.0.0.1:53            0.0.0.0:*                            
udp        0      0 127.0.0.11:41060        0.0.0.0:*                            
udp6       0      0 :::53                   :::*                                 
Active UNIX domain sockets (only servers)                                        
Proto RefCnt Flags       Type       State         I-Node   Path                  
unix  2      [ ACC ]     STREAM     LISTENING     5035213  /var/run/sendmail/mta 
/smcontrol 
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Notice that the output of the netstat command no longer shows the 

local address 10.0.2.2:2525. 

Step 23 

To encrypt file-based data, Gnu Privacy Guard (GPG) keys can be 

used. GPG keys are public/private key pairs that can be used to encrypt and 

decrypt data in a file. Execute the following command and enter the following 

answers to generate this key pair: 

gpg --gen-key 
Sys Admin 
sysadmin@localhost 
O 
pass123$ 
pass123$ 
root@localhost:~# gpg --gen-key  
gpg (GnuPG) 2.2.4; Copyright (C) 2017 Free Software Foundation, Inc.             
This is free software: you are free to change and redistribute it.               
There is NO WARRANTY, to the extent permitted by law.                            
                                                                                 
gpg: directory ‘/home/sysadmin/.gnupg’ created                                   
gpg: keybox ‘/home/sysadmin/.gnupg/pubring.kbx’ created                          
Note: Use “gpg --full-generate-key” for a full featured key generation dialog.   
                                                                                 
GnuPG needs to construct a user ID to identify your key.                         
                                                                                 
Real name: Sys Admin   
Email address: sysadmin@localhost                                                
You selected this USER-ID:                                                       
    “Sys Admin <sysadmin@localhost>”                                             
                                                                                 
Change (N)ame, (E)mail, or (O)kay/(Q)uit? O                                      
We need to generate a lot of random bytes. It is a good idea to perform          
some other action (type on the keyboard, move the mouse, utilize the             
disks) during the prime generation; this gives the random number                 
generator a better chance to gain enough entropy.                                
gpg: /home/sysadmin/.gnupg/trustdb.gpg: trustdb created                          
gpg: key 8C63E49C3D7B7CFE marked as ultimately trusted                           
gpg: directory ‘/home/sysadmin/.gnupg/openpgp-revocs.d’ created                  
gpg: revocation certificate stored as ‘/home/sysadmin/.gnupg/openpgp-revocs.d/29 
AE7BD6D12343A6B2A6AB548C63E49C3D7B7CFE.rev’                                      
public and secret key created and signed.                                        
pub   rsa3072 2019-11-25 [SC] [expires: 2021-11-24]                              
      29AE7BD6D12343A6B2A6AB548C63E49C3D7B7CFE                                   
uid                      Sys Admin <sysadmin@localhost>                          
sub   rsa3072 2019-11-25 [E] [expires: 2021-11-24] 

 



246 
 

The encryption process may take several minutes to complete. The 

encryption key is generated creating random data. The primary source of this 

random data is from user actions, such as pressing keys on the keyboard. 

You may want to keep pressing random keys on the keyboard to speed up 

the process. 

Step 24 

To list the information about the key pair just generated, execute the 

following command: 

gpg --list-keys 
root@localhost:~# gpg --list-keys                                                
gpg: checking the trustdb                                                        
gpg: marginals needed: 3  completes needed: 1  trust model: pgp                  
gpg: depth: 0  valid:   1  signed:   0  trust: 0-, 0q, 0n, 0m, 0f, 1u            
gpg: next trustdb check due at 2021-12-26                                        
/root/.gnupg/pubring.kbx                                                         
------------------------                                                         
pub   rsa3072 2019-12-27 [SC] [expires: 2021-12-26]                              
      C6FC1B3DCC1241F9A1E23D13851D114A547720C6                                   
uid           [ultimate] Sys Admin <sysadmin@localhost>                          
sub   rsa3072 2019-12-27 [E] [expires: 2021-12-26] 

Step 25 

Create a file named secret and encrypt it. Enter Sys Admin for the user 

ID requested, so it will be encrypted with your public key. Execute the 

following command: 

echo “3.141527” > secret 
gpg --encrypt secret 
Sys Admin 
Enter 
root@localhost:~# echo “3.141527” > secret                                       
sysadmin@localhost:~$ gpg --encrypt secret                                       
You did not specify a user ID. (you may use “-r”)                                
                                                                                 
Current recipients:                                                              
                                                                                 
Enter the user ID.  End with an empty line: Sys Admin                            
                                                                                 
Current recipients:                                                              
rsa3072/53AEFDAC91103500 2019-11-25 “Sys Admin <sysadmin@localhost>”             
                                                                                 
Enter the user ID.  End with an empty line: 
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Step 26 

View the encrypted secret.gpg file with the following command: 

cat secret.gpg 

 

root@localhost:~# cat secret.gpg 

 

The output of the file will vary, since each public key generated is 

unique. The point is that this file clearly contains encrypted data, not the 

original text of 3.141527. 

 

Step 27 

Now that your secret file has been safely encrypted as secret.gpg, 

remove the original file with the following command: 

rm secret 
root@localhost:~# rm secret 

 

Step 28 

When you decrypt the secret.gpg file, it will recreate the 

original secret file. Execute the following command and provide the 

passphrase pass123$ to decrypt the secret.gpg file: 

gpg secret.gpg 
pass123$ 
sysadmin@localhost:~$ gpg secret.gpg                                             
gpg: WARNING: no command supplied.  Trying to guess what you mean ...            
gpg: encrypted with 3072-bit RSA key, ID 53AEFDAC91103500, created 2019-11-25    
      “Sys Admin <sysadmin@localhost>”‘ 

 

Step 29 

View the decrypted secret file with the following command: 

cat secret 
root@localhost:~# cat secret                           
3.141527 

The decrypted file contains the same data as the original file prior to it 

being encrypted. 
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Step 30 

The gpg-agent daemon can cache the passphrase for the gpg keyfile. 

This allows the passphrase to be used once and then cached for the 

determined amount of time. 

To verify the gpg-agent is running, execute the following command: 

gpg-agent status 
root@localhost:~# gpg-agent status 
gpg-agent[511]: gpg-agent running and available 

 

The gpg-agent is running since it was previously used in Step 23. 

Step 31 

Configure gpg-agent and start it as a daemon. Create 

the ~/.gnupg directory and the gpg-agent.conf file. nano ~/.gnupg/gpg-

agent.conf: 

nano ~/.gnupg/gpg-agent.conf 
root@localhost:~# nano ~/.gnupg/gpg-agent.conf 

 

Step 32 

Next, configure the gpg-agent.conf file with the following information: 

default-cache-ttl 600 
max-cache-ttl 7200 
GNU nano 2.9.3                      New Buffer                      Modified   
                                                                                 
default-cache-ttl 600                                                            
max-cache-ttl 7200                                                               
                                                                                 
                                                                                 
                                                                                 
                                                                                 
^G Get Help  ^O Write Out ^W Where Is  ^K Cut Text  ^J Justify   ^C Cur Pos      
^X Exit      ^R Read File ^\ Replace   ^U Uncut Text^T To Spell  ^_ Go To Line 

 

The settings above will set the number of seconds to cache the 

passphrase to 600 and the maximum amount of time in seconds the 

passphrase is cached to 7200. 

Exit and save the file via the keystrokes below: 
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Ctrl+x 
y 
Enter 

 

Step 33 

Use the following command to reload the gpg-agent: 

gpg-agent reload 
root@localhost:~# gpg-agent reload 
gpg-agent[140]: gpg-agent running and available                  
root@localhost:~# 

 

The gpg-agent is now ready to be used as a daemon to manage keys 

generated in the future using the new configuration. 

This lab is complete.  
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